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Data Stores @ CERN
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Information Technology (IT) department: computing infra for experiments & operations

Database and Analytics (DA) group: manages database and analytics services 

Data Stores (DS) section: operates scalable big data platforms

The Data Stores team (IT-DA-DS) provides reliable, scalable, and high-performance big data 
services that support scientific and operational activities. The team designs, operates, and 
evolves storage and analytics platforms that enable large-scale data processing across 
batch, real-time, and search workloads. 

CERN IT and Data Stores in context
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Organized in 3 services

Data Stores service catalog

Storage
Distributed storage Scalable, fault-tolerant storage for data lakes HDFS, Ozone/S3 (WIP)

Enterprise storage High-reliability file/NFS storage for databases NetApp

Compute Resource scheduling Cluster resource allocation & job scheduling YARN

Processing 
Analytics

Batch data processing Large-scale, parallel processing Spark, MapReduce

Real-time analytics Low-latency reads and updates HBase, ClickHouse (WIP)

Search & log analytics Text search, log indexing, dashboards OpenSearch
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Infrastructure landscape

Hadoop

• 8 clusters
• 8,608 cores
• 45 PB disk

OpenSearch

• 128 clusters
• 9,984 cores
• 2.5 PB disk

Database 
Storage

• 7 clusters
• 736 cores
• 6.5 PB disk
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User communities

Hadoop OpenSearch Database 
Storage

IT Services
• Monitoring
• Security
• Oracle
• …

CERN Services
• Accelerator logging
• Library
• HR and Finance
• …

LHC Experiments
• ATLAS
• CMS
• ALICE
• LHCb
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Status and challenge

Mature and widely adopted services
● OpenSearch: ~1,14 PB indexed data, ~3.5 Trillion indexed documents
● Hadoop: >28 PB stored data, >1,000 YARN jobs/day
● Database Storage: ~3 PB of data volumes used by databases and file-systems

However data and tools keep evolving
● Growing maturity of cloud-native architectures (e.g. Kubernetes, object storage)
● Rapidly evolving data volumes and models, in particular from the future LHC Run4 (2030)
● Long-term sustainability and community support for tools that reached maturity (e.g. HBase)
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OpenSearch service evolution
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Physical machines 
created and managed via 
OpenStack Ironic

Service configuration 
based on Puppet

“Bundles” are sets of 3 
machines that can run 
multiple clusters

Architecture
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Operations (last 4 years)
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The strategy for evolving the OpenSearch service in the next years focuses on 
modernizing the service infrastructure and staying aligned with upstream releases

● Transition to cloud native solutions and move to Kubernetes
○ Physical machines / VMs
○ Remote-backed storage (s3)

● Follow upstream releases
○ Upgrade all clusters twice per year to latest releases
○ Test and upgrade to new major v4 release 

● Prepare the service to support future AI/ML and LLM workloads
● Contribute to OpenSearch community discussions and evolution

Evolution roadmap
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Move to Kubernetes (motivation)

The objective is to design and set up a production-like containerized deployment of 
OpenSearch on top of the CERN IT Kubernetes Service

Key reasons
● Industry-standard OpenSearch deployment
● Improved resource utilization
● Lower code maintenance overhead
● Simplified cluster scaling
● Infrastructure as Code (IaC) support
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Move to Kubernetes (building blocks)

Cluster topology
● Based on multi-master K8s clusters
● Each K8s cluster runs multiple OpenSearch clusters

Storage layer and networking
● Local NVMe for hot data
● CephRBD volumes for cold data
● Ingress NGINX controller

Deployment and operations
● OpenTofu for bootstrapping the K8s infrastructure
● ArgoCD for Helm charts sync to deploy OpenSearch
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Move to Kubernetes (status)

Service baseline evolution work
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Activity Status Key Deliverables

Set up pilot Kubernetes 
deployment

✅ 
Complete

OpenTofu code ready, ArgoCD working, functioning 
deployment

Benchmark deployments ⏳ Ongoing Understand the performance limits of current 
(Puppet-based) and future (K8s-based) setups

Production-ready Kubernetes 
deployment

🕒 Planned Tackle experienced pain-points, decide optimal deployment 
model, complete monitoring & automations

Migrate early adopters to 
Kubernetes

🕒 Planned Deploy a few production OpenSearch clusters in 
Kubernetes, gain operational production experience



Hadoop service evolution
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Architecture
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Operations (last 3 years)

2023
• Migration to OpenJDK and Java 11
• Deployment of dedicated clusters for CERN accelerator logging team (NXCALS)

2024
• Upgrade to HBase v2.5
• Upgrade to Hadoop v3.3
• Migration from CERN Centos 7 to Alma 9

2025
• Upgrade to Zookeeper v3.9
• Test and support for Spark v.4
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The strategy for evolving the Hadoop service is based on four core areas, aiming to 
modernize the architecture, enhance flexibility, and support a broader range of use cases

● Allow separation of compute/storage ➔ Apache Ozone
● Improve real-time analytics tools ➔ ClickHouse
● Expand user tools for new use cases ➔ Apache Trino
● Transition to cloud native solutions when possible

Evolution roadmap
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Current HDFS challenges at CERN
● Metadata scalability limitations as file counts approach billions
● NameNode memory bottlenecks with small files, requiring manual compactions
● Lack of S3-compatible APIs for cloud-native apps

Ozone introduces a new modern object storage layer
● S3 compatible & FileSystem APIs
● Scalable metadata
● Optimized for billions of small files
● Enables Spark on K8s workflows
● Compatible with HDFS

Apache Ozone (motivation)
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Apache Ozone (upstream project)
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Community & Contributors
● 9,510+ commits total on main branch
● 251+ Contributors on GitHub
● Active global community across the US, 

Hungary, India, China, Germany 

Open Source Project History
● Started in May 2015 as a feature branch 

within Apache Hadoop
● Top-Level Project since October 2020 after 

4 alpha and 1 beta releases
● Latest release on Aug 2025 (v2.0)
● Apache 2.0 License



Apache Ozone (architecture)

Key Features
● Scalable distributed object storage system
● Multi-protocol support (S3 + HDFS) 
● Container-based storage
● Strong consistency with RAFT protocol 
● Cloud-native design for modern apps
● Native support for container environments 

(support for Container Storage Interface)
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One-year project to deploy Ozone in production, followed by user migration

Apache Ozone (status)
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Timeline Status Key Deliverables

Phase 1 Feb-Apr ✅ Complete Initial Ozone deployment testing, basic security, HA setup

Phase 2 May-Jul ✅ Complete Service puppetization, integration with Hadoop and HDFS 

Phase 3 Aug-Nov ⏳ Ongoing Migration strategies, monitoring, initial QA cluster

Phase 4 Dec-Jan 🕒 Planned Documentation, production cluster, performance analysis

Phase 5 Jan-Feb 🕒 Planned Migration of initial users and projects

https://emojis.wiki/in-progress/


Current HBase challenges at CERN
● HBase not optimized for large analytical queries or aggregations
● Complex architecture with multiple components (HDFS, ZooKeeper, RegionServers).
● Requires external engines (Spark, Phoenix) for SQL and aggregations

ClickHouse brings a new modern columnar analytics engine
● Designed for extremely fast query performance
● Integrates with popular data systems: Kafka, Spark, Hadoop
● Horizontal scalability and fault tolerance
● Support for SQL-like language for complex analytics

ClickHouse (motivation)
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Community & Contributors
● 50,000+ commits on GitHub
● 1,200+ contributors across 80+ countries
● Over 40,000 GitHub stars and 30k+ Slack 

community members
● Strong ecosystem with integrations for 

Kafka, S3, Spark, Trino, and Grafana

Open Source Project History
● Started in 2016 at Yandex as an internal 

analytics engine
● Open-sourced in June 2016 under the 

Apache 2.0 License
● Became an independent company in 2021 

to accelerate community and enterprise 
development

● Latest release in Sep 2025 (v25.9)

ClickHouse (upstream project)
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Comparison of ClickHouse and HBase across a few key aspects

ClickHouse (comparison)
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HBase ClickHouse

Best for OLTP, real-time writes, point queries OLAP, aggregations, analytics

Performance Good for point lookups Excellent for large-scale aggregations

Integration Hadoop ecosystem Kafka, Spark, Hadoop, S3...

Data model Wide-column store, Key-value store Columnar storage (optimized for OLAP)

Query operations HBase Shell/APIs or SQL via Phoenix SQL-like (rich analytics functions)



Completed 
● Researching and exploring the technology 
● Learning and gaining experience from concrete use cases (e.g. IT Monitoring)

Ongoing 
● Test current setup with production flows
● Further develop the operations stack (monitoring, security, etc.)

Planned
● Offer ClickHouse as a production solution for more services

ClickHouse (status)
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Current challenges with existing query engines
● Multiple independent data systems without a unified access layer
● Data duplication and complex ETL workflows to join datasets across platforms
● Limited ability to perform cross-source SQL analytics efficiently
● Maintenance overhead from specialized query stacks per technology

Trino brings a unified, federated SQL query engine
● High-performance distributed execution optimized for analytical workloads
● Query data in place across heterogeneous sources 

○ HDFS, Ozone, S3, ClickHouse, OpenSearch, relational DBs
● Compatible with standard SQL and existing BI tools

Trino (motivation)
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Work just starting – one year project launched in October 2025

● Phase 1: Base Trino with Hive connector (HDFS/Ozone)
● Phase 2: Extend connectors to RDBMS, Ozone S3, Kafka, OpenSearch
● Phase 3: Grafana integration with existing data sources
● Phase 4: Explore possible integration with Iceberg and Hudi 
● Phase 5: Performance and operations tuning

Trino (status)
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Summary and outlook
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2025 

● Ozone pre-production deployment 
● ClickHouse proof of concept and initial validation
● OpenSearch K8s pilot architecture and benchmarking

2026

● Ozone in production with ongoing user migration
● ClickHouse testing with selected production use cases
● Complete the evaluation of Trino as a unified SQL query engine
● Hybrid OpenSearch architecture in production with K8s and Puppet

Roadmap summary
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The Data Stores services are mature and widely adopted solutions

Prepare for the evolution of data volumes and models (LHC Run4)

Move to cloud-native solutions for more flexible and efficient services (K8S)

Improve our big data offering by expanding to new tools like Ozone or ClickHouse

Track AI/ML and LLM developments and ensure readiness to support them

Key takeaways
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Questions ?

Thank You !
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