Recent developments of the tape
infrastructure at CNAF
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GEMSS: a brief introduction

e The Grid Enabled Mass Storage System (GEMSS) is a middleware developed at

INFN-T1 based on:

o the Storage Scale file system (GPFS);
o the complete tape backend Storage Spectrum (Tivoli Storage Manager, TSM); and
o the Grid Resource Storage Manager (StoRM) via

m  StoRM WebDAV and

m StoRM Tape REST API services

e |t provides Hierarchical Storage Management (HSM) capabilities
o It orchestrates staging-in and staging-out operations

e |t was adopted at INFN-T1 by CMS in October 2009 and by the other
experiments since the end of 2010
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GEMSS workflow overview: stage-out

e The data is written via StoRM
WebDAV or XRootD to the tape
buffer

https root
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Main Storage: Disk/buffer
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GEMSS workflow overview: stage-out

e The data is written via StoRM
WebDAV or XRootD to the tape
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e GEMSS, through the GPFS
migration policies, scans the file p—
system and prepares the lists of

files to stage out
[ GPFS
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Main Storage: Disk/buffer




-
te‘roz,.t IN EAFN

GEMSS workflow overview: stage-out

e The data is written via StoRM
WebDAV or XRootD to the tape
buffer

e GEMSS, through the GPFS
migration policies, scans the file
system and prepares the lists of
files to stage out

e [t runs a configured number of
parallel migration threads

e Simultaneously, file information is
written into the database of the e | rc
Storage Spectrum server (TSM)

. . Tape Tape
Main Storage: Disk/buffer library library
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GEMSS workflow overview: stage-in

e Stage-in requests are submitted to
StoRM Tape or XRootD
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GEMSS workflow overview: stage-in

e Stage-in requests are submitted to
StoRM Tape or XRootD

e GEMSS periodically asks StoRM and hut
XRootD for the files to be staged — ——
Tape plug in
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GEMSS workflow overview: stage-in

e Stage-in requests are submitted to
StoRM Tape or XRootD

e GEMSS periodically asks StoRM and
XRootD for the files to be staged

BES
e By querying TSM, it distributes files plug in server server
in lists in the most efficient way
[ GPFS

IB | FC

root

Main Storage: Disk/buffer
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GEMSS workflow overview: stage-in

e Stage-in requests are submitted to
StoRM Tape or XRootD
e GEMSS periodically asks StoRM and
XRootD for the files to be staged
HSM TSM
e By querying TSM, it distributes files SIS }[ SBniey }

in lists in the most efficient way

e Based on the input from the tape
drive orchestrator, it runs parallel [ GPFS ”
recall threads T

Tape Tape
library library

Main Storage: Disk/buffer
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Supporting any number of libraries

e GEMSS middleware was designed to work with a fixed number of libraries
o To properly prepare the stage-in lists, it matched the file lists with the cartridge labels

e Since release 2.0.0 of September 2024, at the start of the service, GEMSS
queries the TSM server for the number of libraries and their names, and
prepares the working directories on the file system

e Advantages:
o with a simple restart of the service and without any edit to the code, GEMSS can work with the
same libraries configured in TSM;
o there are no constraints on cartridge labeling;
o a physical library can host more than one logical library, even with different technologies
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Tape storage relocation
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Storage relocation: overview and goal

e We moved the tape infrastructure to a new facility during the last winter
e Goal: make the storage relocation as transparent as possible for end users

o Storage tape resources at source to relocate:
o Disks
o Tapes
m  Ontwo tape libraries:
SL8500 - 80PB installed, 50PB USED
TS4500 - 102PB
o Data Management and Gateway servers
m 12 StoRM WebDAYV, 24 XRootD and 5 HSM servers

INFN

CNAF
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The new INFN-CNAF Data Center at Bologna Tecnopolo
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To be able to operate on two
different locations using the
same servers we established
Long Range FC link (7Km) using
Dark Fibers
Each site hosted two Brocade
G620 FC switches, connected
via 4*32 Gb/s FC long-wave
(LWL) 10 km SFP+ transceivers
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Tape-based-storage relocation: the strategy

e |Install a new tape library (IBM TS4500) at the new location and connect it via

Long Distance FC link to the servers at the old location
e Switch production (writing) to the new library, disassemble and move one of
the two old libraries (the other IBM TS4500) to the new location (one-week

downtime for tape data access)
o From a logic and software point of view, thanks to GEMSS, after the installation, adding a new

library to the whole tape infrastructure was almost seamless

m SL 8500
m TS4500x2
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Tape-based-storage relocation: the strategy

e Meanwhile, do repack from SL8500 to TS4500 to complete data migration via

LD FC link

o Bandwidth 2x32Gbit/s (~ 7GB/s)

o Migration rate limited by number of tape drives in new library and max transfer rate of old tape
drives (250MB/s), so that with 8 tape drives dedicated to data migration we could do 2GB/s,
thus moving 50PB of data in "2 months

o  Of course, stop writing to SL8500
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The strategy for tape-based-storage relocation: what happened in reality

e Because of delay in procurement (no new tapes available on the new IBM
TS4500) we had to stop repack and begin to write data again to SL8500,
postponing the SL8500 decommissioning

e Also, unexpectedly we were asked to free up space occupied by the tape
libraries by the end of Jan 2025

e Thus, we were forced to relocate SL8500 to Tecnopolo as well
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Relocating tape libraries

Declared 1 week of downtime in tape data access, but the process of

relocation took a little more than one week for a library
o Unload tapes from library - 1 day

Disassemble library - 1 day

Transportation - 1 day

Re-assembly and cable tape drives - 1 day

Realignment of library and reload tapes - 1 day

After-relocation troubleshoot - 2 days
m  Some issues with FC cabling, tape drives, robotics

Relocation and reconfiguration of tape servers have been done in parallel with
the tape libraries movement

o O O O O
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Tape libraries: current status
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Tape storage relocation: conclusions

e We faced many difficulties, but thanks to recent developments we were able to

operate in different scenarios:
o until Dec 25: SL8500 and TS4500 at the old facility;
o On Dec 25: moved the old TS4500 to Tecnopolo;
o On Jan 25: moved the SL8500 to Tecnopolo and
o putthe new TS4500 in production
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Efficient usage of NVMe as tape
buffer
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Efficient usage of NVMe as tape buffer

e After installing the new IBM TS4500 library, we started using it heavily

o We moved the new writes from the LHC experiments and other large communities to it, since
the old IBM TS4500 was almost full and we were decommissioning the Oracle SL8500

e The buffer tape file system was entirely HDD-based

e The TS1170 tape drives in the new library were not reaching the nominal rate of
400 MB/s, especially when there were concurrent read and write operations

e So, we added an NVMe disk pool to each tape buffer file system

e By properly editing the GPFS policies:

o we have re-routed the new writes to this NVMe pooal,
o recalls are staged to the HDDs, splitting the traffic between the two disk technologies
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The CMS case

. NVMe buffer space

e Since May 25, CMS has been
using the NVMe pool for
migrations from the tape buffer

e \When the pool is heavily used by i
the experiment, the throughputis - Il -
noticeably higher |

HSM writing rate
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The CMS case

e |t does not depend on the

number of used tape drives:
o with 5 tape drives, the achieved
rate was 1 GB/s on average;
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The CMS case
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Tape drives in use

e |t does not depend on the

number of used tape drives:
o with 5 tape drives, the achieved
rate was 1 GB/s on average;
o with the same number of tape
drives, but with the NVMe pool in
use, the rate exceeds 1.6 GB/s;
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The CMS case

e |t does not depend on the

number of used tape drives:

o with 5 tape drives, the achieved
rate was 1 GB/s on average;

o with the same number of tape
drives, but with the NVMe pool in
use, the rate exceeds 1.6 GB/s;

o with 4 tape drives, the achieved
rate was 800 MB/s on average;
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The CMS case

e |t does not depend on the

number of used tape drives:

o with 5 tape drives, the achieved
rate was 1 GB/s on average;

o with the same number of tape
drives, but with the NVMe pool in
use, the rate exceeds 1.6 GB/s;

o with 4 tape drives, the achieved
rate was 800 MB/s on average;

o with the same number of tape
drives, but with the NVMe pool in
use, the rate is about 1.5 GB/s;
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Tape drives in use

HSM writing rate
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Open issues and next steps
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e Onthe new IBM TS4500, we have installed 18 TS1170 tape drives

e With this new technology, we encountered a couple of issues
o Although the library is in a dedicated room (see slide 20) where dust, temperature, and humidity
are constantly monitored, we have experienced frequent errors with both cartridges and tape
drives, and the cause has not yet been identified
m In 10 months, IBM have replaced about 12 tape drives
m The tape drives have been heavily used since being put into production
o Even if the stage-out process works well, sometimes the stage-in process gets stuck, recalling
only a few bytes to the tape buffer
m This happens sometimes, on some tapes/drives
m We are discussing the problem in an open case with the vendor
m  Some verification/improvements have been done about the environment and the SAN
m Finally a firmware update is going to be provided, with some fixes that could improve the
situation

Open issues
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Next steps

For upcoming WLCG challenges
and requirements, the capabilities
of a single HSM server (RAM,
network interfaces, etc.) could
become a bottleneck

We aim at using two HSM servers
for each cluster, having GEMSS
working across them and splitting
both the traffic and the operations
(eg the file system scan)
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GPFS

IB | FC

FC TAN

Main Storage: Disk/buffer

Tape
library

Tape
library
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