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e IHEP has been running grid site and local clusters separately and serving more than 10 HEP

EXp. RESTI
m Large local HTC cluster (>50,000 CPU cores) shared by multiple Exp. et i

« Including BESIII, JUNO, LHAASO etc. e
» Grid site (>10,000 CPU cores), dedicated by Exp. GNS

e The job slots utilization of grid resources fluctuates frequently

» The workload is sometimes heavy and sometimes sparse.

o IHEP local cluster job queuing situation is very serious

m ~150Kk jobs waiting to be executed every day.

¢ JUNO Exp want to make use of their idle grid resources

m Process the large backlog of the local cluster

» Provide more resource to the peak usage needed by the local cluster.
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e Glidein Factory

Elastic Resource Expansion i)
1deln ractor \
= Configure glidein templates for each experiments. - [ G“d::ib] F{t yM .t }
= Monitor the Glidein queue and configure corresponding CONBOR.CE 1 LM = seheduling
automatic rules for submission and cancellation. @ [ Queue mfo] [[i Site mfo}
AN ~/

¢ It can also be done manually.
m Record resource information of relevant nodes.

e Glidein job
» The startd program used to connect to local cluster.

e Grid resource

m Each experimental resource is relatively independent.
o Each experimental user can only use their own resources.
m Mark the resources of different experiments through
ClassAd.
o +Application = “JUNO”

glidein job
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Workflow & Key Issues

e Create a glidein job

= Includes resource request and configuration for
connecting to the local cluster condor service.

e Submit the glidein job

» Submit manually by the administrator.
= Automatic policy through glidein factory.

e Run the glidein job on gird worker nodes
m Start a startd service for IHEP local cluster.

e Key Issues

= User namespace consistency
+ The grid node has no users on the local cluster.

m System environment consistency
+ Mount point / Software package
= Authorization
« Some operations required root privileges.
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User Namespace Consistency G

e The grid cluster and the local cluster are directly independent of each other, users and
groups are totally different

e Generate new passwd/group files to ensure that local cluster users are available on the grid
nodes.

» Get information about local cluster users from the CCS database.
o CCS is the database to store user and group info of local cluster.

m Combine system users on the grid worker node with local cluster users into new passwd and group files.

e Synchronize files on each JUNO grid worker node through puppet

» Regularly updates the new passwd / group files.

e Set the new passwd / group files to root-only (owner root: root, mode 600) to prevent

Information leakage.
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Job Environment Consistency

e Build the container image based on the worker node of local cluster
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= The container has the same operating system version and configuration as the local cluster node
m Necessary file systems mounted: Lustre / AFS / CVMFS
m EOS: Need to be granted the access permissions by the EOS server

e Bind the generated new passwd / group file to the container

m Completing a fully functional local worker-node environment.

m Ensure the local cluster job has the correct user identity in the container

e The glidein job uses the container to start the startd service ™

m The local cluster receives the resource report from startd.

ihep glidein 1548990@jnws106.ihep.ac.cn 23.0.13.737507
ihep glidein 477778@jnws107.ihep.ac.cn 23.0.13.737507
ihep glidein 98879@junodqm@@2.ihep.ac.cn  23.0.13.737507
ihep glidein 319661@junodgm@@3.ihep.ac.cn 23.0.13.737507
ihep glidein 323535@junodqm@@4.ihep.ac.cn  23.0.13.737507

ihep glidein 2893385@junodqm@@5.ihep.ac.cn 23.0.13.737507
ihep glidein 1496463@junodqm@@6.ihep.ac.cn 23.0.13.737507
ihep glidein 2466298@junodqm@@7.ihep.ac.cn 23.0.13.737507
ihep glidein 2528089@junodqm@@8.ihep.ac.cn 23.0.13.737507
ihep glidein 2215667@junodqm@@9.ihep.ac.cn 23.0.13.737507
ihep glidein 2255934@junodqm@10.ihep.ac.cn 23.0.13.737507
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Authorization G

e The generated passwd and group files must be root-only (read/write by root only)
e The container running startd must be root-only (accessible and runnable by root only)

» The container contains the file system of our local cluster.

e Need to create a new dedicated account to run glidein job

m For security reasons, many operations in the entire process require root access.

m Requires "sudo" privileges for specific commands

o /bin/apptainer: Used to mount the passwd and group files and start the container.

m The account need to be set nologin.
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Glidein Strategy G -

e Automatic submission

= Monitor the job queue and define corresponding rules for glidein submission and cancellation.
+ When no jobs are queued and idle resources exceed a set threshold, submit a defined number of glidein jobs.
+ When the queue begins to accumulate jobs, cancel a portion of glidein jobs to maintain a target level of idle capacity.

e Manual submission
m Controlled by the site administrator.
= When there is a large-scale urgent computing demand in the local cluster queue.
e When Glidein is canceled, the local cluster job on startd will be put back into the queue

m Does not affect the second run of the cluster job.

1,110,100 hits Oct 12, 2025 @ 16:57:14.007 - Nov 1, 2025 @ 16:57:14.007 Auto v % Hide chart

@timestamp per 12 hours
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Scheduling Optimization S5 -

o HEP cluster jobs have diverse resource requirements

= The simulation jobs require higher CPU capabilities.

» The reconstruction and analysis jobs require higher 1/0O performance
+ A large amount of disk space or memory.
+ High-speed read and write speed.

e Because the cluster was expanded in different procurement cycles, node performance

varies widely across generations.

s CPU model & Memory capacity and frequency.
m Local disk capacity and read/write throughput (NVME / SSD / HDD).
» Network bandwidth. (10Gb/s, 25Ghb/s)

e It Is Impossible to ensure that all jobs use the best performance nodes.

CPU Model: Intel(R) Xeon(R) CPU E5-2680 v3 @ 2.50GHz lCPU Model: AMD EPYC 9654 96-Core Processor CPU Model: 1Intel(R) Xeon(R) Gold 6338 CPU @ 2.00GHz

Memory: Total: 62.26 GiB, Speed: 2133 MT/s Memory: Total: 754.96 GiB, Speed: 4800 MT/s Memory: Total: 250.85 GiB, Speed: 3200 MT/s
Network link speeds: eno49 : 10008 Mb/s Network link speeds: ens1f@np@ : 25000 Mb/s Network link speeds: enol2399np@ : 25000 Mb/s
Disk capacity: sda 931.5G LOGICAL VOLUME 1 disk sas Disk capacity: nvme@nl 3.5T INTEL SSDPF2KX@38T1 @ disk nvme Disk capacity: nvme®nl 1.5T Dell Ent NVMe CM6 MU 1.6TB @ disk nvme
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Resource Mismatch

e Some experimental jobs overuse local disks

= Scheduled to nodes with very little disk space.
» The root filesystem fills up, causing a widespread system failure.

ome experimental jobs perform large-scale data transfers
» Scheduled on low-bandwidth (1Gb/s or 10Gb/s) nodes, throughput drops and job efficiency degrades.

ome experimental jobs run compute-intensive simulations

» Scheduled on lower-performance nodes, walltime can increase by several hours.

alivws002 check_disk_cluster_scarich D 2025-10-29 09.19:22 0d 7ThS9m 135 272 DISK CRITICAL - free space: / 76728 MiB (85.31% inode=99%): /scraich 7 MiB (0.00% inode=59%):

argus check_disk_cluster_scartch [ 2025-10-29 08:19:14 1d23h3m14s 22 DISK CRITICAL - fscralch is not accessible: No such file or directory Machine performance differences

aws002 check_disk_cluster_scarich [ 2025-10-29 09:19:25 0d Oh 3m 8s 22 DISK CRITICAL - free space: / 72948 MiB (31.11% inode=09%}: /scratch 18935 MiB (0.53% inode=100%): BOOOD B sinm
aws003 check_disk_cluster_scarich [ 2025-10-29 08:18:36 0d 1h28m57s  2i2 DISK CRITICAL - free space: { 72846 MiB (80 89% inode=99%): /scratch 1 MiB (0.00% inode=55%) rec
aws004 check_disk_cluster_scarich [ 2025-10-29 08:18:54 0d 1h50m38s  2/2 DISK CRITICAL - free space: { 72478 MiB (80.58% inode=99%): /scratch 15 MiB (0.00% inode=53%), 70000 B ana
bws0734 check_disk_cluster scartch [ 2025-10-29 09:19:01 0d 14h 1Im 325 272 DISK CRITICAL - free space: { 75676 MiB (84.36% inode=99%): /scratch 242 MiB (0.03% inode=82%):

bws0739 check_disk_cluster_scartch D 2025-10-29 09:18:44 0d 15h 57m 43 22 DISK CRITICAL - free space: / 75889 MiB (84 39% inode=89%) /scratch 975 MiB (0 12% inode=97%): 0000

bws074T check_disk_cluster_scartch D 2025-10-29 09:18:51 0d 13h 56m 41 22 DISK CRITICAL - free space: / 75884 MiB (84 37% inode=89%) /scratch 235 MiB (0 03% inode=93%): —

bws0749 check_disk_cluster_scartch D 2025-10-29 09:18:38 0d 15h 46m 545 272 DISK CRITICAL - free space: / 75920 MiB (84 41% inode=89%) /scratch 145 MiB (0 01% inode=85%): ‘En’ 50000

bws0761 check_disk_cluster_scartch D 2025-10-29 09:18:34 0d 13h 41m 59s 272 DISK CRITICAL - free space: / 75971 MiB (84.47% inode=89%): /scraich 183 MIB (0.02% inode=87%): E

bws0763 check_disk_cluster_scartch D 2025-10-29 09:18:54 0d 17Th 5m39s 22 DISK CRITICAL - free space: / 75911 MiB (84.40% inode=39%): /scratch 8 MiB (0.00% inode=81%): -CIE) 40000

bws0763 check_disk_cluster_scarich D 2025-10-29 09-18:54 1d 18h 53m 345 212 i?Eﬂl;ﬁ%l&C)AL—ﬁeespm 14490 MiB (4.99% inode=39%): Amp 4490 MIE (4.99% inode=99%): /scratch 662155 MIE (85.95% g

bws0782 check_disk_cluster_scarich D 2025-10-29 09:19:22 0d 14h 43m 115 272 DISK CRITICAL - free space: / 75941 MiB (84.43% inode=99%):. iscraich 482 MIB (0.06% inode=95%): E 30000

bws0783 check_disk_cluster_scartch [ 2025-10-29 08:19:22 0d 14h Im 125 272 DISK CRITICAL - free space: / 71389 MiB (79.37% inode=99%): /scratch 387 MiB (0.04% inode=34%) -

bws0788 check_disk_cluster_scarich [ 2025-10-29 09:18:34 0d 14h 59m 57s 272 DISK CRITICAL - free space: / 75908 MiB (34.40% inode=99%). /scralch 458 MiB (0.05% inode=86%): 20000

bws0793 check_disk_cluster_scarich [ 2025-10-29 08:18:55 0d 13h 58m 40s  2/2 DISK CRITICAL - free space: { 75908 MiB (84.40% inode=88%): /scralch 473 MiB (0.05% inode=85%):

bws0794 check_disk_cluster scartch [ 2025-10-29 09:18:29 0d 14h 54m2s 272 DISK CRITICAL - free space: { 75910 MiB (84.40% inode=99%). /scratch 75 MIB (0.00% inode=35%), 10000

bws0800 check_disk_cluster_scartch D 2025-10-29 09:18:46 0d 14h 6m 455 22 DISK CRITICAL - free space: / 76036 MiB (84 54% inode=89%) /scratch 268 MiB (0 03% inode=92%):

bws0818 check_disk_cluster_scartch D 2025-10-29 09:19:25 0d 17h 1im 85 22 DISK CRITICAL - free space: / 71556 MiB (79 56% inode=89%) /scratch 350 MiB (0 04% inode=93%):

bws0825 check_disk_cluster_scartch D 2025-10-29 09:18:40 0d 17h 4m 525 22 DISK CRITICAL - free space: / 75861 MiB (84 35% inode=89%): /scratch 3 MiB (0.00% inode=51%): 'H'ﬁﬂé‘f«,ﬁ?ﬂﬁf"ﬁﬂk@ -l-'—gﬁ‘ﬁ-g_&-g{]{’ﬁmﬁm 'H'ﬁﬂé‘ﬁ%ﬂﬁf’ﬁﬂk@

bws0826 check_disk_cluster_scartch D 2025-10-29 09:18:52 0d 14h Om 405 22 DISK CRITICAL - free space: / 75923 MiB (84.41% inode=89%): /scraich 415 MiB (0.05% inode=04%):

IHEPCC & NHEPSDC




Cluster Updates G -

e Classify and tag node hardware resources

m Publish the tags in each node’s ClassAd (startd attributes).
s CPU_PERFORMANCE: fast | mid | slow
¢ According to HS23
s DISK_QUOTA: big | mid | small
= MEM_SPEED: fast | mid | slow
s NET_BD (network bandwidth): big | mid | small

o Add resource-selection parameters to HepJob (IHEP job tool)

» Enable users to request specific resource tiers, and match jobs to nodes with corresponding tags.
m Supports declaring multiple resource types simultaneously.

= When no resource type is requested, the default scheduling applies.
+ The job is dispatched across all eligible nodes.

e Implemented the classification and scheduling of BESIII experimental jobs

= Classification via JobOptions (SIM /REC/ ANA)

m Schedule SIM/REC jobs to idle distributed nodes to offload the local cluster.
o Low requirements for I/0 and bandwidth

IHEPCC & NHEPSDC ‘ 12




Summary G <

e Utilize grid idle resources to alleviate peak cluster pressure.

eHelped JUNO complete an additional 1,000,000 jobs in the past 20 days.

e In terms of scheduling, more flexible resource selection methods have been
added.

Thank yout!
Question?
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