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Participants and Contributions

Attendance: 67 (registrants + invited speakers)

Contributions: 37 in total
• 7: Site reports
• 6: Networking and security (incl. IPv6 WG report)
• 5: Computing and batch services (incl. Benchmarking WG report)
• 4: Storage & data management
• 4: Software and Services for Operation
• 4: Science talks, LHAASO, LHCb, JUNO, BES III (all invited)
• 3: Cloud Technologies, Virtualization & Orchestration, Operating Systems
• 2: Miscellaneous, AI
• 1: Environmental sustainability, business continuity, and Facility improvement (incl. Technology 

Watch WG report)
• 1: Topical session
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Site report: IHEP, ASGC, ICEPP, KEK

• IHEP/LZU by Xiaowwei Jiang
• LZU (Lanzhou University) Tier2 Site: Established in 2024
• IHEP Computing Center
• Job Statistics (12 months): 149M jobs completed, 140M CPU hours
• JUNO Support: OS upgraded to AlmaLinux 9.4, DIRAC 8.0.58
• HERD: Successfully completed CERN beam test
• Network: Planning IPv4 phase-out in LHCOPN by April 2026
• AI Platform: GPU resources for model training, 50+ integrated models
• INK (Interactive aNalysis worKbench): Web-based analysis platform, now open source

• ASGC  by Siang-Yu Yang
• ATLAS Tier-2, CMS Tier-2/3
• DiCOS App: Kubernetes-based distributed cloud system
• Tape System: 560 LTO9 cartridges (10 PB capacity) Planning migration from Amanda to CTA
• Prometheus + Grafana deployment for comprehensive system monitoring
• Real-time metrics for CPU, memory, I/O, network across all nodes

• ICEPP by Masahiko Saito
• Tokyo Regional Analysis Center for ATLAS Tier2
• Hardware Replacement (2024 to 2025)
• Jumbo Frame Testing: +50% outbound throughput to distant sites

• KEK by Go Iwai
• KEKCCC Launched September 2024 (first year of 4-year contract)
• Network Infrastructure: Hardware Replacement (Summer 2025)
• New KEK Grid CA 2024: Launched September 2025
• IAM Deployment: Token-based authentication in progress
• Developing KEK institutional IdP for GakuNin federation (IAL2 target)
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Site report: CERN, CNAF, KIT

• CERN by Elvin Sindrilaru
• OpenSearch: 1 PB storage, 3 trillion indexed documents
• Record tape performance: 52 PB written in August (20 GB/s average)
• HTCondor v24 deployed: scale tests show readiness for HL-LHC Run 4
• New NGT cluster with H100/MI300X GPUs operational
• ~1.4M HS23 compute, ~180 PB storage procured
• Meyrin Data Center upgrade ongoing
• All MySQL upgraded to 8.0, PostgreSQL 16 available
• IPv6 rollout: IPv4 removed from US Tier1 links

• CNAF by Alessandro Pascolini
• New Tecnopolo facility inaugurated May 2024
• CINECA Leonardo integration: 562 kHS23 from #10 HPC system globally
• CEPH-FS production deployment (9 PB) since June 2025
• Oracle SL8500 to IBM TS4500 migration: 20 of 60 PB migrated
• Challenge: NVIDIA SkyWay gateway doesn't support IPv6 (until 3rd gen, H2 2026)

• KIT by Matthias Jochen Schnepf
• Procuring 27 new mega-WNs: dual AMD EPYC 9965, 576 cores, 2.3 TB RAM
• Spectra Logic library expansion: +80 PB capacity
• Power: ~450 kW (down from previous years); solar panels on roof
• HoreKa2 HPC system installation in progress
• Migrated to single-process Squid 6 configuration (better performance)
• Storage re-cabling from optical to copper SAS (stability issue)
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Common Themes
• Hardware evolution on performance and power consumption
• Storage growth for disk systems
• OS Migration from RHEL7 to RHEL9/Alma9
• HTCondor upgrade from v24 to v25 
• Network upgrades: 100 Gbps becoming standard
• Following WLCG DOMA protocols (HTTP/XRootD over gsiftp/srm)
• IPv6 adoption challenges
• ARM and GPU expansion
• Transitioning from X.509/VOMS to JWT/IAM

Site report: Summary
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Computing and batch services (5 talks)

• HEPiX Benchmarking Working Group Status Report by Matthias Schnepf
• Maintain consistent, reproducible HEP benchmarks for computing servers
• Physics applications from experiments of LHC
• HEPScore23: Current benchmark with 7 workloads from 5 experiments, normalized 1:1 with HS06
• HEP Benchmark Suite v3.0: Orchestrates multiple benchmarks
• Active development of GPU workloads, New features for energy consumption measurement

• Fapptainer for HPC Environments by Gianfranco Sciacca
• Restrictive HPC environments prevent nested containers needed for HEP workloads
• Fapptainer tool enables un-nesting runs containers sideways instead of nested
• Container images mirror local cluster worker nodes and Integration with ARC CE for job submission
• Memory overhead (~200MB), ATLAS prmon monitoring issues, some CMS job failures

• Elastic Resource Expansion at IHEP by Chaoqi Guo
• IHEP local cluster has severe job queuing while grid resources sit idle
• Glidein system to utilize idle JUNO grid resources for local cluster jobs
• Container with local cluster OS + mounted filesystems
• Helped JUNO complete 1M additional jobs in 20 days

• BESIII Offline Software (BOSS) by Ziyan Deng
• Simulation (Geant4), Calibration (ROOT files), Reconstruction, Event Display, Database, Anaysis
• Extensive checks on generator, simulation, calibration, reconstruction, PID efficiency

• AUDITOR Accounting System by Matthias Schnepf
• Multipurpose accounting ecosystem for HTC resources
• Role-based access control (cert-based)
• Dynamic scores support (in development)
• GridKa (1 AUDITOR/CE), DESY (centralized), Freiburg, Wuppertal, CERN, INFN
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Computing and batch services: Summary

Common Themes
• Containerization is critical for reproducible HEP computing (Fapptainer, 

BOSS Docker)
• Resource optimization through benchmarking (HEPScore23), elastic 

expansion (IHEP), and accounting (AUDITOR)
• Energy efficiency emerging as priority (power monitoring in benchmarking, 

CO2 tracking in AUDITOR)
• Challenges with heterogeneous resources (GPUs, HPCs, opportunistic 

resources) requiring flexible frameworks



2025/11/07 Tomoaki Nakamura 8

Environmental sustainability...: Summary

• Technology watch working group report by Eric Yen
• Monitor computing technology evolution for HEP/NP data centers to optimize investments and assess technology risks.
• Critical Budget Gap

• Experiments need: 15% annual cost reduction
• Reality: Only 10±5% for CPU/tape, 5±5% for disk
• Good news: HL-LHC Run 4 delayed to 2030+ gives more time

• Cost Trends (5-year average)
• CPU: 1.21x improvement/year (slowing recently)
• Disk: 1.03x improvement/year (nearly flat)
• Tape: Prices actually increased slightly

• AI Impact = Storage Crisis
• AI data centers consuming global memory/storage supply
• Prices INCREASING for HDD, SSD, and tape
• Lead times >1 year for high-capacity drives

• Processor Updates: AMD (Strong Position), Intel (Struggling), NVIDIA (Dominant)
• Storage Technology NAND Flash
• HDD: 24TB sweet spot today, HAMR technology enabling 30TB+ (wide adoption 2026), 120TB+ after 2030 with HDMR
• Liquid Cooling Benefits: 40% power savings vs air cooling, 40% water savings

• HEP computing faces a challenging period where historical cost-performance 
improvements are slowing, especially for storage.

• The AI boom is constraining supply and raising prices while the delayed HL-LHC provides 
crucial extra time to adapt.

• Sites must plan for slower cost reductions, higher storage costs, and transition to 
advanced cooling for future high-density systems.
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Storage & data management (4 talks)

• AI Agents for Scientific Data Processing by Dongbo Xiong
• IHEP facilities have 60+ PB of specialized scientific data that's difficult to process efficiently
• OpenDrSai framework: an AI agent system for automated data analysis
• Multi-agent system with components for data acquisition, management, processing, and fusion
• Combines experimental data, simulation data, and text/literature
• Transform scattered data into AI-ready datasets for AI4S research

• Ceph Storage for UK Tier1 by Maksim Abuajamieh
• GEMSS (Grid Enabled Mass Storage System) - 8 years in production
• Scale: 300+ nodes, 6000+ OSDs, 110PB raw capacity
• Major Achievement: Successfully relocated entire tape infrastructure (50PB) to new facility 7km away using dark fiber FC links
• Added NVMe pools to tape buffers, improving write throughput by 50-60% (from 1GB/s to 1.6GB/s)
• Addressing reliability issues with new TS1170 tape drives

• Data System for Light-Source Facilities by Peng Hu
• BSRF, HEPS (300PB/year), CSNS (2PB/year)
• Multi-domain, multi-modal data from diverse experimental methods (spectroscopy, diffraction, scattering, imaging)
• Architecture: Three-layer system
• Software & Tools: DOMAS (management), Daisy (processing), simulation platforms, AI agents
• Service & Provisioning: APIs, portals, datasets for scientists and AI systems

• Tape Infrastructure at CNAF by Andrea Rendina
• GEMSS middleware with IBM tape libraries (SL8500 + 2× TS4500)
• Relocated entire tape infrastructure to new Bologna Tecnopolo facility
• Used 7km dark fiber FC links to operate across two sites during transition
• Moved libraries one at a time with ~1 week downtime each
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Storage & data management: Summary

Common Themes
• Large-scale data management (PB-scale systems)
• AI integration for automated processing and analysis
• Infrastructure modernization and relocations
• Performance optimization through NVMe and intelligent caching
• Open standards and frameworks for interoperability
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Software and Services for Operation (4 talks)

• Web Landscape at CERN by Sebastian Lopienski
• CERN as birthplace of the Web (1989)
• Web governance framework with 2-tier board structure
• Managing .cern TLD and thousands of websites
• Major Migration: Moving from Drupal to WordPress (started May 2025)
• Consolidating from 6 platforms to 4 by Q2 2026

• Evolving Data Stores at CERN by Pedro Andrade
• Managing big data platforms (Hadoop, OpenSearch, Database Storage)
• Infrastructure Scale: 19K+ cores, 54+ PB storage across 143 clusters
• OpenSearch: Moving to Kubernetes for cloud-native deployment
• Apache Ozone: Replacing HDFS for scalable S3-compatible storage
• ClickHouse: New real-time analytics engine replacing HBase
• Trino: Unified SQL query engine across heterogeneous data sources

• Resources Lifecycle & Eligibility by Paolo Tedesco
• Automate service access control and resource lifecycle management
• Eligible, Eligible with Approval, Not Eligible
• Dynamic groups based on personnel status (auto-update when roles change)
• Automatic resource reassignment/deletion when users leave
• Token-based security (supports Kerberos, Linux passwords, API keys)

• NK Platform by Jingyan Shi
• Web-based interactive analysis platform for HEP clusters
• Secure File Sharing: XRootD + JWT tokens for temporary, authentication-free sharing across EOS/Lustre/NFS
• Token-based Auth: Supports multiple SSO types (OAuth, SAML) to backend resource tokens
• Job Tracing (in development): Real-time resource monitoring with ElasticSearch/Prometheus
• Custom App Control: User/group-based application permissions
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Software and Services for Operation: Summary

Common Themes
• Cloud-native transitions (Kubernetes)
• Automation, modernization of aging infrastructure
• User-friendly web interfaces
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Network & Security (4 + 2 talks)
• HEPiX IPv6 WG status report by Bruno Hoeft

• Reports on IPv6 deployment progress across WLCG sites
• Computing/Worker Nodes: >70% complete (ongoing since 2023)
• LHCOPN traffic now 90-98% IPv6
• Challenges include identifying legacy IPv4 usage and configuration issues

• WLCG Network Monitoring (ps-dash) by Yana Holoborodko
• Presents ps-dash system for monitoring network performance across the Worldwide LHC Computing Grid (WLCG)
• Covers ~200 Petabytes of data annually from the Large Hadron Collider
• Architecture includes perfSONAR measurements, alarm generators, and Plotly Dash web interface
• Shows successful transition to IPv6 across WLCG infrastructure

• Routing Anomalies Case Studies by Petya Vasileva
• Investigates correlation between routing changes and performance degradation
• Uses perfSONAR data (3M tests daily) with graph-based anomaly detection
• Developed ML pipeline combining routing anomalies with performance metrics
• Launching community log for documenting network incidents

• CENI (China Environment for Network Innovations) by Bingqing Wu
• National major science and technology infrastructure project
• First in China's information/communication field
• Supports research in future networks, cybersecurity, industrial internet
• Serves national strategies including "east-to-west computing resource channeling“

• CERN Computer Security Update by Sebastian Lopienski
• 2FA deployment (CERN: 45,000 accounts)
• Keep software updated
• Change default credentials
• Forensics toolkit: cern.ch/forensics

• STFC/RAL Scientific SOC by Liam Atherton
• MISP: Threat intelligence (UK academic + WLCG sharing)
• Zeek: Traffic analysis (512 workers total)
• FluentBit: Log pipeline
• OpenSearch: 5-year storage + dashboards
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Network & Security: Summary

Common Themes
• Large-Scale Scientific Network Infrastructure
• IPv6 Transition as Critical Infrastructure Upgrade
• Proactive Network Monitoring and Anomaly Detection
• International Collaboration and Open Infrastructure
• Future-Proofing Critical Research Infrastructure

• Emphasize stolen/compromised credentials as a major attack vector
• Default passwords on hardware (BMCs, IoT devices) are repeatedly 

exploited
• 2FA deployment is the primary defense
• SSH key protection is essential
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Cloud Technologies... (3 talks)

• CSCS - Inference as a Service (P.O.C) by Dino Conciatore
• ALPS specs: 434.9 Petaflops peak performance, 2,688 hybrid nodes with NVIDIA Grace-Hopper GPUs
• 100% hydroelectric green energy
• Implemented "ALPERNETES" - hybrid Kubernetes combining Harvester VMs and HPC nodes
• Provides internal chatbot using Swiss LLM models (Apertus-70B)
• Uses Rancher, Kubernetes, OpenTofu for infrastructure management

• Design of Torch Computing Platform at HEPS by Qingbao Hu
• HEPS generates ~720TB/day from 14 beamlines
• Torch platform provides heterogeneous resource management (CPU, GPU, storage)
• Multiple access methods: SSH, JupyterLab, desktop services, batch processing
• Supports multiple analysis applications (CT reconstruction, diffraction, spectroscopy)
• Future plans include optimizing resource scheduling and improving parallel computing efficiency

• CERN's Apple Playbook by Maciek Muszkowski
• Manages 2,720 devices (2,637 Macs, 88 iOS devices)
• Three management models: self-managed, CERN-managed, and delegated iOS administration
• Security policies include FileVault encryption, automatic updates, ESET antivirus
• Print infrastructure with ~800 printers, moving to driverless IPPS protocol
• Supporting infrastructure uses RHEL9 servers, Puppet, OpenStack, OpenShift
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Cloud Technologies...: Summary

Common Themes
• Hybrid Infrastructure: All three organizations blend traditional HPC with 

cloud-native technologies (Kubernetes, containers)
• User Empowerment: Focus on self-service portals and user autonomy while 

maintaining security/management
• Heterogeneous Resources: Managing diverse hardware (CPUs, GPUs, 

storage types) and platforms
• Identity Management: Integration with institutional authentication systems 

(SSO, OIDC, Kerberos)
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Topical session
• Since HEPiX workshops in Asia are less frequent than those in North America and Europe, 

this session aimed to provide an opportunity for participants to learn about:
• Projects that Asian sites contribute to
• Experiments conducted in Asia
• Current collaboration status among Asian sites
• Ways to strengthen cooperation with European and North American sites

• Challenges: 
• Networking: Asian sites face significant international connectivity issues with Europe 

and North America
• Security: Increasing cybersecurity threats to research facilities require collaborative 

solutions
• Data Management: New science facilities (photon, neutron, materials science) 

generating large data volumes but lack experience handling it
• Infrastructure: Need government support for better scientific networking infrastructure

• Strengthen collaboration among Asian sites
• Transition from Grid computing (X.509) to modern authentication (token-based, AI 

systems)
• Move toward open science and open data initiatives
• Develop long-term data storage policies applicable across scientific communities
• Share technologies beyond high-energy physics to other scientific domains
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Miscellaneous, AI (2 talks) and Summar

• Empowering early-career researchers through AI-driven studies on computing infrastructure at PIC by Jose Flix Molina
• AI and machine learning to optimize operations while providing educational opportunities for early-career researchers
• Job Execution Time Forecasting
• Intelligent XCache Management
• Hot File Identification in dCache Storage
• Predictive Modeling for Power Management

• An AI multi-agent system for physics analysis by Zijie Shang
• BESIII physics analyses take ~3 years with multiple people; need faster workflow after 300% luminosity upgrade
• Dr.Sai - a Multi-Agent System using LLMs (Deepseek models) to automate physics data analysis
• Multiple AI agents (Host, Planner, Coder, Tester)
• RAG system for BESIII internal knowledgeDomain Specific Language (DSL) for physics workflows
• Hierarchical task management

Common Themes
• AI for HEP Acceleration
• Predictive Operations
• Massive Scale & Future Preparation
• Resource Optimization
• LLM Integration
• Educational Component

• Dr.Sai: Developing new physics capabilities
• PIC: Student research projects
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Science talks (4 talks, all invited)
All of the presentations were very interesting.
Also, thank you for the lectures that were conscious of software and computing!
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Yellow river tour

LZU Tier2
Site visit

Group photo

Social events
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Thanks to local organizer

Thank you for being such a wonderful local organizer! 
We couldn't have done this without you.

Dong Xiao (LZU) chair of LOC
Jingyan Shi (IHEP) enthusiastic supporter
Pei-rong Li, Yu-hong You,Ying-hao Wang, Hong-jian Wang, 
Zhi-guo Du, Ying Liu, Yong-chao Yu, Yun-yi Peng,
Xuan-jia Peng, Qian-xi Feng, Si-yuan Fan, Peng-bo Qin,
Qi-le Niu, Wen-ning Lan, Zong-hao Li
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Thanks to all participants

• To the organizing team - Thank you for seamlessly 
managing the program and your continued dedication to 
making HEPiX an excellent community resource.

• To the speakers - We appreciate your outstanding 
presentations and your adaptability with scheduling 
challenges and time limitations.

• To all participants - Your attendance and engagement 
made this workshop truly successful and memorable.
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HEPiX board meeting
• Lengthy review of the current meeting

• Reviewing current tracks, as usual
• Possibility to have new track, particularly regarding AI
• No major issues reported by the local organizing committee
• Dong Xiao was invited to join the HEPiX Board. The Board unanimously 

agreed, and Dong accepted the invitation. 

• Report on progress for the Spring meeting, to be held April 20 - 24, 2026 at LIP, 
Lisbon, Portugal

• Reports from all three working groups were presented during the workshop
• Benchmarking WG
• Technology Watch WG
• IPv6 WG

• Thoughts on HEPiX tracks, content, organization?
New ideas by Fresh eyes are welcome..., please contact us!

• hepix-board@hepix.org
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See you again in Lisbon 
HEPiX 2026 Spring Worksho at LIP, Lisbon, Portugal: 

April 20 - 24, 2026
https://indico.cern.ch/event/1598655/

Até nos vermos em Lisboa
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