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Lecture 2 

Simulation-Based Inference in High Dimensions

Disclaimer: these slides are just one part of the lectures which used slides + whiteboard

̂phist
c (s(x)) =

1
νc

νb,c

Δb
→ ̂pNN

c (x) =
1
νc

dνc(x)
dx

TLDR:

A continuous, high-dimensional generalization of traditional histogram-based techniques
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 dimensional summaryO(1)

m4ℓ(x) = (∑ Ei)
2

− (∑ ⃗pi)
2

Is this the best we can do?

Physics objects & their momentum: 

 ~10-100 dimensional vectorpi = (Ei, ⃗pi)

Jets

Photons

Leptons
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̂p ( m4ℓ(x) | θ )

Loses multivariate 
information for  estimationθ

Physics    

  pi = (Ei, ⃗pi)

Jets

Photons

Leptons

Is this the best we can do?
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  O(1)

̂p ( x | θ )

Directly model as a function of high-
dimensional space  ?


Retain maxmimum  sensitivity 

x

θ

Physics objects & their momentum: 

 ~10-100 dimensional vectorpi = (Ei, ⃗pi)

Jets

Photons

Leptons

Loses  
   θ

̂p ( m4ℓ(x) | θ )

m4ℓ(x) = (∑ Ei)
2

− (∑ ⃗pi)
2

Summary 
 

Physics

Is this the best we can do?



Simulation-Based Inference
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• Deep learning models can be effective surrogates for the probability density 
and density ratio models, as a function of the full multi-variate input space. 

• No need for low-dimensional summaries that lose statistical power.

Proposed by Cranmer, et al. in the CARL [ 1506.02169 ] & MadMiner papers [ 1805.00020, 1805.00013 ]

̂p ( x | θ )

https://arxiv.org/abs/1506.02169
https://arxiv.org/abs/1805.00020
https://arxiv.org/abs/1805.00013


Simulation-Based Inference
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NN estimate

tμ = − log
L(μ, ̂α̂)
L( ̂μ, α̂)

; L(μ, α) ≈ ∏
e

p(xe |μ, α)

p(μ |x) ∝ p(x |μ) ⋅ p(μ)
Bayesian goal

Frequentist goal



Simulation-Based Inference
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NN estimate

Neural Likelihood Estimation:


• Estimate directly the likelihood 


Neural Ratio Estimation:


• Estimate ratio with respect to arbitrary reference 


• Estimate likelihood / evidence = posterior / prior 


Neural Posterior Estimation:


• Directly estimate the posterior  when performing Bayesian inference

p(x ∣ θ)

r(x ∣ θ) =
p(x ∣ θ)
pref (x)

r(x ∣ θ) =
p(x ∣ θ)

p(x)
=

p(θ ∣ x)
p(θ)

p(θ ∣ x)

tμ = − log
L(μ, ̂α̂)
L( ̂μ, α̂)

; L(μ, α) ≈ ∏
e

p(xe |μ, α)

p(μ |x) ∝ p(x |μ) ⋅ p(μ)
Bayesian goal

Frequentist goal
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9

NN estimate

Neural Likelihood Estimation:


• Estimate directly the likelihood 


Neural Ratio Estimation:


• Estimate ratio with respect to arbitrary reference 


• Estimate likelihood / evidence = posterior / prior 


Neural Posterior Estimation:


• Directly estimate the posterior  when performing Bayesian inference

p(x ∣ θ)

r(x ∣ θ) =
p(x ∣ θ)
pref (x)

r(x ∣ θ) =
p(x ∣ θ)

p(x)
=

p(θ ∣ x)
p(θ)

p(θ ∣ x)

tμ = − log
L(μ, ̂α̂)
L( ̂μ, α̂)

; L(μ, α) ≈ ∏
e

p(xe |μ, α)

p(μ |x) ∝ p(x |μ) ⋅ p(μ)
Bayesian goal

Frequentist goal

tμ = − log
L(μ, ̂α̂)/Lref(x)

L( ̂μ, α̂)/Lref(x)
;

L(μ, α)
pref(x)

≈ ∏
e

p(xe |μ, α)
pref(x)

What we will focus on 
for the LHC example



Neural Ratio Estimation
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• Training a binary classifier for hypothesis  and  by minimizing the cross-entropy loss function converges to the posterior 
given infinite data and model flexibility:





• With equal class priors , the posterior reduces to





• where  is commonly referred to as the classification score function, from which the likelihood ratio can be recovered 
via the likelihood-ratio trick or the CARL approach,,


θ0 θ1

̂p(θ1 ∣ x) =
p(θ1) p(x ∣ θ1)

p(θ1) p(x ∣ θ1) + p(θ0) p(x ∣ θ0)

p(θ1) = p(θ0)

̂s(x; θ0, θ1) ≐ ̂p(θ1 ∣ x) =
p(x ∣ θ1)

p(x ∣ θ1) + p(x ∣ θ0)

̂s(x; θ0, θ1)

̂p(x ∣ θ1)
̂p(x ∣ θ0)

=
̂s(x; θ0, θ1)

1 − ̂s(x; θ0, θ1)

ℒBCE = − 𝔼(x,y)∼p(x,y) [y log ̂s(x) + (1 − y)log(1 − ̂s(x)]

̂p(x ∣ θ1)
̂p(x ∣ θ0)

̂s(x; θ0, θ1)

x ∼ p(x ∣ θ0), p(x ∣ θ1)



Neural Ratio Estimation
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• Goal is to estimate density ratios as a function of  


 


• To this end, we sample from a continuously parameterized hypothesis  and from some fixed reference hypothesis 
 - training a parameterized classifer, which learns the density ratio as a function of high-dimensional  

conditioned on the model parameters .

θ

r(x ∣ θ) =
p(x ∣ θ)
pref (x)

x ∼ p(x ∣ θ)
x ∼ pref (x) x

θ

tμ = − log
L(μ, ̂α̂)/Lref(x)

L( ̂μ, α̂)/Lref(x)
;

L(μ, α)
pref(x)

≈ ∏
e

p(xe |μ, α)
pref(x)

ℒBCE = − 𝔼(x,y)∼p(x,y) [y log ̂s(x) + (1 − y)log(1 − ̂s(x)]

̂p(x ∣ θ)
̂pref(x)̂s(x; θ)

x ∼ p(x ∣ θ), pref (x)

θ ∼ p(θ)



Overview: Simulation-Based Inference
Full test statistic function for frequentist parameter estimation on parameter μ

Extended 
Poisson term Constraint termsSum of event-by-event 

log-likelihood ratios
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likelihood from 
subsidiary measurements of 

the nuisance parameters 

psubs →
total observed eventsNobs →

t(μ) = − 2 ⋅ log
Pois(Nobs |μ, ̂α̂)
Pois(Nobs | ̂μ, α̂)

− 2 ⋅
Nobs

∑
i=1

log
p(xi |μ, ̂α̂)/pref (xi)
p(xi | ̂μ, α̂)/pref (xi)

− 2 ⋅
Nsyst

∑
k

log
psubs( ̂α̂)
psubs(α̂)



p(xi |μ, α)
pref(xi)

=
1

∑c Gc(α) ⋅ fc(μ) ⋅ νc ∑
c [ fc(μ) ⋅ gc(xi |α) ⋅ νc ⋅

pc(xi)
pref(xi) ]

Parameterized per-event ratios 

sum over processes 
c = S, B, etc.

parameter-
independent ratio 
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Full test statistic function for frequentist parameter estimation on parameter μ

t(μ) = − 2 ⋅ log
Pois(Nobs |μ, ̂α̂)
Pois(Nobs | ̂μ, α̂)

− 2 ⋅
Nobs

∑
i=1

log
p(xi |μ, ̂α̂)/pref (xi)
p(xi | ̂μ, α̂)/pref (xi)

− 2 ⋅
Nsyst

∑
k

log
psubs( ̂α̂)
psubs(α̂)

Overview: Simulation-Based Inference



p(xi |μ, α)
pref(xi)

=
1

∑c Gc(α) ⋅ fc(μ) ⋅ νc ∑
c [ fc(μ) ⋅ gc(xi |α) ⋅ νc ⋅

pc(xi)
pref(xi) ]

Parameterized per-event ratios 

sum over processes 
c = S, B, etc.

parameter-
independent ratio 
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Full test statistic function for frequentist parameter estimation on parameter μ

t(μ) = − 2 ⋅ log
Pois(Nobs |μ, ̂α̂)
Pois(Nobs | ̂μ, α̂)

− 2 ⋅
Nobs

∑
i=1

log
p(xi |μ, ̂α̂)/pref (xi)
p(xi | ̂μ, α̂)/pref (xi)

− 2 ⋅
Nsyst

∑
k

log
psubs( ̂α̂)
psubs(α̂)

p(x |μ) =
1

ν(μ) [μ ⋅ νS ⋅ pS(x) + νB ⋅ pB(x)]

E.g. in stat-only model:

Parameter dependancies are factorized out


"Morphing Aware Estimation - MadMiner"

Overview: Simulation-Based Inference



p(xi |μ, α)
pref(xi)

=
1

∑c Gc(α) ⋅ fc(μ) ⋅ νc ∑
c [ fc(μ) ⋅ gc(xi |α) ⋅ νc ⋅

pc(xi)
pref(xi) ]

Parameterized per-event ratios 

sum over processes 
c = S, B, etc.

Factorized nuisance parameter -dependence:





To be discussed in Lecture 4 - ignore for now

α

gc(x |α) =
pc(x |α)

pc(x)Parameter dependancies are factorized out


"Morphing Aware Estimation - MadMiner"

parameter-
independent ratio 
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Full test statistic function for frequentist parameter estimation on parameter μ

t(μ) = − 2 ⋅ log
Pois(Nobs |μ, ̂α̂)
Pois(Nobs | ̂μ, α̂)

− 2 ⋅
Nobs

∑
i=1

log
p(xi |μ, ̂α̂)/pref (xi)
p(xi | ̂μ, α̂)/pref (xi)

− 2 ⋅
Nsyst

∑
k

log
psubs( ̂α̂)
psubs(α̂)

Overview: Simulation-Based Inference



sum over processes 
c = S, B, etc.

̂s(x) =
pc

pref + pc
(x)

  x ∼ pc
S = 1

 
 

x ∼ pref

S = 0
Binary Cross-Entropy loss 

pc

pref
(x) =

̂s(x)
1.0 − ̂s(x)

Two hypothesis: 

 and pc pref

"Likelihood ratio trick" or CARL approach [ ]Classification NN
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p(xi |μ, α)
pref(xi)

=
1

∑c Gc(α) ⋅ fc(μ) ⋅ νc ∑
c [ fc(μ) ⋅ gc(xi |α) ⋅ νc ⋅

pc(xi)
pref(xi) ]

t(μ) = − 2 ⋅ log
Pois(Nobs |μ, ̂α̂)
Pois(Nobs | ̂μ, α̂)

− 2 ⋅
Nobs

∑
i=1

log
p(xi |μ, ̂α̂)/pref (xi)
p(xi | ̂μ, α̂)/pref (xi)

− 2 ⋅
Nsyst

∑
k

log
psubs( ̂α̂)
psubs(α̂)

Full test statistic function for frequentist parameter estimation on parameter μ

multi-dimensional 
kinematic inputs

x ∼

Overview: Simulation-Based Inference

https://arxiv.org/abs/1506.02169


Calibration, Calibration, Calibration..
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t(μ) = − 2 ⋅ log
Pois(Nobs |μ, ̂α̂)
Pois(Nobs | ̂μ, α̂)

− 2 ⋅
Nobs

∑
i=1

log
p(xi |μ, ̂α̂)/pref (xi)
p(xi | ̂μ, α̂)/pref (xi)

− 2 ⋅
Nsyst

∑
k

log
psubs( ̂α̂)
psubs(α̂)

Is this really the profile negative log-likelihood ratio test statistic of our dreams?

Yesterday we checked the modeling of  using reweighting diagnostics.  

But this only tells us about how well modeled our likelihood ratios are as a function of high-dim 

ps(x)
pref(x)

x



Calibration, Calibration, Calibration..
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t(μ) = − 2 ⋅ log
Pois(Nobs |μ, ̂α̂)
Pois(Nobs | ̂μ, α̂)

− 2 ⋅
Nobs

∑
i=1

log
p(xi |μ, ̂α̂)/pref (xi)
p(xi | ̂μ, α̂)/pref (xi)

− 2 ⋅
Nsyst

∑
k

log
psubs( ̂α̂)
psubs(α̂)

Is this really the profile negative log-likelihood ratio test statistic of our dreams?

To use this as a test statistic and enjoy the nice properties of the profile likelihood ratio test, 
we must ensure that the estimated density ratios have a probabilistic interpretation

( ignoring nuisance parameters for now )

By checking for various values of , 
we ensure that the composite test using





is a true profile negative log-likelihood ratio test and thus..

θ = (μ, α), θ0 = (μ0, α0)

−2 ⋅
Nobs

∑
i=1

log
p(xi |μ, ̂α̂)
p(xi | ̂μ, α̂)



( ignoring nuisance parameters for now )

By checking for various values of , we ensure 
that the composite test using





is a true profile negative log-likelihood ratio test and thus.. implies 
that the following asymptotic properties hold for the final test 

θ = (μ, α), θ0 = (μ0, α0)

−2 ⋅
Nobs

∑
i=1

log
p(xi |μ, ̂α̂)
p(xi | ̂μ, α̂)

Calibration, Calibration, Calibration..
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• Asymptotically optimal hypothesis testing (maximum power locally near the null hypothesis ).


• The maximum likelihood estimator  is asymptotically efficient - i.e. it saturates the Cramer–Rao bound in the 
large-sample limit.





• Nice asymptotic properties - Wilks theorem ensures -distribution of the test . 

μ

̂μ

Var[ ̂μ] →
1

I(μ)

χ2 tμ



Calibration, Calibration, Calibration..
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What if the estimated likelihood ratios are not calibrated? But we are certain that the estimation is a 
monotonic function of the true likelihood ratio:





In this case we can perform this monotonic transformation using post-hoc calibration techinques

exp 𝒯̂(x; θ, θ0) = m ( p(x |θ0) / p(x |θ0) )

Use bins for 
probability 
predicitons

OR

Details in CARL paper: https://arxiv.org/pdf/1506.02169 

https://arxiv.org/pdf/1506.02169


No likelihood ratio test
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What if the estimated likelihood ratios are not calibrated, even after post-hoc calibration?


We can just use the estimated test statistic  as some test statistic that is not the profile negative log-
likelihood ratio and build confidence intervals explicitly. 


This is still valid frequentist inference!

tμ

A true likelihood-free inference, where the test statistic is optimized on the full set of events . This 
converges roughly to the profile negative log-likelihood ratio test statistic, but no guarantees! Still possible to 

do inference using this.

𝒟 = {x}



Results
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p(x |μ) =
1

ν(μ) [μ ⋅ νS ⋅ phττ(x) + νtt̄ ⋅ ptt̄(x) + νzττ ⋅ pzττ(x)]

̂phist
c (s(x)) =

1
νc

νb,c

Δb
→ ̂pNN

c (x) =
1
νc

dνc(x)
dx

From Exercise 3

The model used in the exercises:

Compare the high-dimensional unbinned 
approach with traditional one:

The fit results show huge reduction in uncertainties on not just 
the parameters of interest but also background normalization 

uncertainties. 


The high-dimensional fit captures the dependence on all the 
parameters of the model, not just the POI. 


More in Lecture 4



Lecture 3 

Systematic Uncertainties In Histogram Fits
Disclaimer: these slides are just one part of the lectures which used slides + whiteboard



Systematic Uncertainties
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tμ = − 2 ⋅ log
Pois(Nobs |μ, ̂α̂)
Pois(Nobs | ̂μ, α̂)

− 2 ⋅
Nobs

∑
e=1

log
p(xe |μ, ̂α̂)
p(xe | ̂μ, α̂)

− 2 ⋅
Nsyst

∑
p

log
psubs( ̂α̂p)
psubs(α̂p)

• The test statistic typical of the LHC can be written as

• The probability model we are working with have the form: 

 

where the sum runs over all signals (s) and all backgrounds (b) in the model, 
together making up all the components (c).

p(x |μ, α) =
1

∑c fc(μ) ⋅ νc(α) [μ ⋅ νs(α) ⋅ ∑
s

ps(x ∣ α) + ∑
b

νb(α) ⋅ pb(x ∣ α) ]



Systematic Uncertainties
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• The probability model we are working with have the form: 

 

• In a typical traditional analysis we build summary observable  
from simulated events  and use  histogram estimators

p(x |μ, α) =
1

∑c fc(μ) ⋅ νc(α) [μ ⋅ ∑
s

νs(α) ⋅ ps(x ∣ α) + ∑
b

νb(α) ⋅ pb(x ∣ α) ]
s(x) : ℝd → ℝ

x ∼ pc(x)

pc(x) → ̂phist
c (s(x)) =

1
νc

νc,b

Δb

But what about  ?pc(x |α)



Systematic Uncertainties
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pc(x) → ̂phist
c (s(x)) =

1
νc

νc,b

Δb

But what about  ?pc(x |α)

pc(x ∣ α) → ̂phist
c (s(x) ∣ α) =

1
νc(α)

νc,b(α)
Δb

• The probability model we are working with have the form: 

 

• In a typical traditional analysis we build summary observable  
from simulated events  and use  histogram estimators

p(x |μ, α) =
1

∑c fc(μ) ⋅ νc(α) [μ ⋅ ∑
s

νs(α) ⋅ ps(x ∣ α) + ∑
b

νb(α) ⋅ pb(x ∣ α) ]
s(x) : ℝd → ℝ

x ∼ pc(x)



Systematic Uncertainties
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pc(x ∣ α) → ̂phist
c (s(x) ∣ α) =

1
νc(α)

νc,b(α)
Δb

But the parameter space for uncertainties at the LHC is huge α ∈ ℝ100−1000



Systematic Uncertainties
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pc(x ∣ α) → ̂phist
c (s(x) ∣ α) =

1
νc(α)

νc,b(α)
Δb

But the parameter space for uncertainties at the LHC is huge α ∈ ℝ100−1000

The statistical model is designed to identify and parameterize using independent sources of 
uncertainties - or orthogonal directions in the high-dimensional parameter space.

Simulations are available along each 
of these orthogonal axes 

Each of these parameters are constrained by 
independent auxiliary or subsidiary 

measurements (for experimental uncertainties) 
and some theoretical prior (for theoretical 

uncertainties) 

psubs(αp)
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HistFactory Model

The binned template model we are familiar with:

Constraint termsbin-by-bin Poisson PDFs

p(n, a |μ, α) =
Nbins

∏
b

Pois (nb ∣ νb(μ, α)) ⋅
Nsysts

∏
p

psubs (ap ∣ αp)




high-dimensional space

Λb,c(α) =
νb,c(α)

ν0
b,c

α ∈ ℝ100−1000

Nominal yield

Norm factors

e.g. POIs, lumi, MC stat

νb(μ, α) = ∑
c

fc(μ) ⋅ Λb,c(α) ⋅ ν0
b,c
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Traditional HistFactory Model

α ∈ ℝ100−1000

Traditional HistFactory model relies on two key assumptions:

Λcb(α) =
νcb(α)

ν0
cb

=
Nsyst

∏
p

Assumption 1: Factorization

The impact factorize:

α1

α2

Available 

simulations

νcb(αp)
ν0

cb

νb(μ, α) = ∑
c

fc(μ) ⋅ Λb,c(α) ⋅ ν0
b,c
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Traditional HistFactory Model

νcb(αp)
ν0

cb

δαp
−δαp 0

αp

Assumption 1: Factorization Assumption 2: Parametric Form

The impact factorize:

Available simulations at αp = {0, ± δαp
}

α1

α2

Available 

simulations

Λcb(α) =
νcb(α)

ν0
cb

=
Nsyst

∏
p

νcb(αp)
ν0

cb

α ∈ ℝ100−1000

νb(μ, α) = ∑
c

fc(μ) ⋅ Λb,c(α) ⋅ ν0
b,c

Traditional HistFactory model relies on two key assumptions:
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Traditional HistFactory Model

Example parameterization used by HistFactory:

δαp
−δαp 0

αp

Assumption 2: Parametric Form

Available simulations at αp = {0, ± δαp
}

νcb(αp)
ν0

cb

Λb,c(α) = ∏
p

Ipoly|exp (α; 1, Λb,c(α+
p ), Λb,c(α−

p ))

In compact form:
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Traditional HistFactory Model

Example parameterization used by 
HistFactory:

The sufficient summary we discussed yesterday


t(x |μref = 1) =
∂

∂μ
log p(x |μ)

μ=1

̂phist
c (t(x |μ = 1) ∣ α) =

1
νc(α)

νc,b(α)
Δb

Nsyst

∏
p

νc,b(αp)
ν0

c,b
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Traditional HistFactory Model

The sufficient summary we discussed yesterday


t(x |μref = 1) =
∂

∂μ
log p(x |μ)

μ=1

The sensitivity drops when simultaneously 
measuring POIs and NPs - the NPs are profiled 

in the test statistic

tμ = − log
L(μ, ̂α̂)
L( ̂μ, α̂)̂phist

c (t(x |μ = 1) ∣ α) =
1

νc(α)
νc,b(α)

Δb


