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The unfolding problem

Any differential cross section measurement is affected by the finite
resolution of the particle detectors

This causes the observed spectrum of events to be “smeared” or
“blurred” with respect to the true one

The unfolding problem is to estimate the true spectrum using the
smeared observations

Ill-posed inverse problem with many methodological challenges
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Examples of unfolding in LHC data analysis
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Why unfold?

Unfolding is usually done to achieve one or more of the following goals:

1 Comparison of experiments with different responses
2 Comparison of the measurement with future theories
→ Debatable since one could also think of smearing the theory

3 Input to a subsequent analysis (e.g., PDF fits)

4 Exploratory / more interpretable data analysis
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Problem formulation

Let f be the true, particle-level spectrum and g the smeared, detector-level
spectrum

Denote the true space by T and the smeared space by S (both taken
to be intervals on the real line for now)
Mathematically f and g are the intensity functions of the underlying
Poisson point process

The two spectra are related by

g(s) =

∫
T

k(s, t)f (t) dt,

where the smearing kernel k represents the response of the detector and is
given by

k(s, t) = p(Y = s|X = t,X observed)P(X observed|X = t),

where X is a true event and Y the corresponding smeared event

Task: Infer the true spectrum f given smeared observations from g
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Discretization

Problem usually discretized using histograms (splines are also sometimes used)
Let {Ti}pi=1 and {Si}ni=1 be binnings of the true space T and the smeared space S
Smeared histogram y = [y1, . . . , yn]

T with mean

µ =

[∫
S1

g(s) ds, . . . ,

∫
Sn

g(s) ds

]T

Quantity of interest:

λ =

[∫
T1

f (t) dt, . . . ,

∫
Tp

f (t) dt

]T

The mean histograms are related by µ = Kλ, where the elements of the response
matrix K are given by

Ki,j =

∫
Si

∫
Tj
k(s, t)f (t) dt ds∫
Tj
f (t) dt

= P(smeared event in bin i | true event in bin j)

The discretized statistical model becomes

y ∼ Poisson(Kλ)

and we wish to make inferences about λ under this model
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Response matrix

Response matrix for inclusive jet p⊥ spectrum
(example taken from Zhu et al. (2025))
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Unfolding is an ill-posed inverse problem

The main challenge in unfolding is that K is an ill-conditioned matrix

When the linear system µ = Kλ is ill-conditioned, true histograms λ1

and λ2 that are very different can map into smeared histograms µ1

and µ2 that are very similar

As a result, distinguishing between λ1 and λ2 based on noisy data in
the µ-space is very difficult
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Demonstration of ill-posedness
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Demonstration of ill-posedness
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MSE(θ̂) = E((θ̂ − θ)2) = [bias(θ̂)]2 + var(θ̂)

Regularization: bias ↑, variance ↓ ⇒ MSE ↓
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The likelihood function

The likelihood function in unfolding is:

L(λ) = p(y|λ) =
n∏

i=1

p(yi |λ) =
n∏

i=1

(∑p
j=1 Kijλj

)yi

yi !
e−

∑p
j=1 Kijλj , λ ∈ Rp

+

This function uses our Poisson regression model to link the
observations y with the unknown λ

The likelihood function plays a key role in all sensible unfolding
methods

In most statistical problems, the maximum of the likelihood (or
equivalently the maximum of the log-likelihood) provides a good
estimate of the unknown

In ill-posed problems, this is usually not the case, but the maximum
likelihood solution still provides a good starting point
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Maximum likelihood estimation

Any histogram that maximizes the log-likelihood of the unfolding
problem is called a maximum likelihood estimator λ̂MLE of λ

Hence, we want to solve:

max
λ∈Rp

+

log p(y|λ) =
n∑

i=1

yi log
 p∑

j=1

Kijλj

− p∑
j=1

Kijλj

+ const

How to find the maximizer?
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Maximum likelihood estimation

Proposition

Let K be an invertible square matrix and assume that λ̂ = K−1y ≥ 0.
Then λ̂ is the MLE of λ.

That is, matrix inversion gives us the MLE if K is invertible and the
resulting estimate is positive

Note that this result is more restrictive than it may seem

K is often non-square
Even if K was square, it is often not invertible
And even if K was invertible, K−1y often contains negative values

Is there a general recipe for finding the MLE?
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Maximum likelihood estimation

The MLE can always be found computationally by using the
expectation-maximization (EM) algorithm (Dempster et al. (1977))

This is a widely used iterative algorithm for finding maximum likelihood
solutions in problems that can be seen as containing incomplete
observations

Starting from some initial value λ(0) > 0, the EM iteration for
unfolding is given by:

λ
(k+1)
j =

λ
(k)
j∑n

i=1 Kij

n∑
i=1

Kijyi∑p
l=1 Kilλ

(k)
l

, j = 1, . . . , p

The convergence of this iteration to an MLE (i.e., λ(k) k→∞−→ λ̂MLE)
was proved by Vardi et al. (1985)
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Aside: The EM algorithm

Assume that we are interested in finding the MLE of parameter θ in the
model p(y |θ)

Assume that the model is such that maximizing ℓ(θ; y) = log p(y |θ) is
difficult but there exists a random variable x , with y = g(x) for some
many-to-one mapping g , such that ℓ(θ; x) = log p(x |θ) is easier to handle

Here, x and y are called the complete and incomplete data, respectively

For example, we could have x = (y , z) for some latent variable z

Then the following expectation–maximization (EM) algorithm can be used
to iteratively maximize ℓ(θ; y):

E-step: Compute Q(θ;θ(k)) = E(log p(x |θ)|y ,θ(k))

M-step: Set θ(k+1) = argmax
θ

Q(θ;θ(k))

Theorem (Dempster et al. (1977)): ℓ(θ(k+1); y) ≥ ℓ(θ(k); y) for all
k = 0, 1, 2, . . .
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Maximum likelihood estimation

The EM iteration for finding the MLE in Poisson regression problems
has been rediscovered many times in different fields:

Optics: Richardson (1972)
Astronomy: Lucy (1974)
Tomography: Shepp and Vardi (1982); Lange and Carson (1984); Vardi
et al. (1985)
HEP: Kondor (1983); Mülthei and Schorr (1987b,a, 1989); D’Agostini
(1995)

In modern use, the algorithm is most often called D’Agostini iteration
in particle physics and Lucy–Richardson deconvolution in astronomy
and optics

In particle physics, also the name “(iterative) Bayesian unfolding” has
been used but this is an unfortunate misnomer

D’Agostini iteration is a fully frequentist technique for finding the MLE
There is nothing Bayesian about it!
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D’Agostini demo, k = 0
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D’Agostini demo, k = 100
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D’Agostini demo, k = 10000
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D’Agostini demo, k = 100000
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Regularization by early stopping of the EM iteration

We have seen that unfortunately the MLE itself is usually not
particularly useful

Due to the ill-posedness of the problem, it exhibits large, unphysical
fluctuations
In other words, the likelihood function alone does not contain enough
information to constrain the solution

As the EM iteration proceeds, the solutions will typically first improve
but will start to degrade at some point

This is because the algorithm will start overfitting to the Poisson
fluctuations in y

This behavior can be exploited by stopping the iteration before
unphysical features start to appear

The number of iterations k now becomes a regularization parameter
that controls the trade-off between fitting the data and taming
unphysical oscillations
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D’Agostini demo, k = 100
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Penalized maximum likelihood estimation

Early stopping of the EM iteration seems a bit ad-hoc

Is there a more principled way of finding good solutions?

Ideally we would like to find a solution that fits the data but at the
same time seems physically plausible

Let’s consider a penalized maximum likelihood problem:

max
λ∈Rp

+

F (λ) = log p(y|λ)− δP(λ)

Here:

P(λ) is a penalty function that obtains large values for physically
implausible solutions
δ > 0 is a regularization parameter that controls the balance between
maximizing the likelihood and minimizing the penalty

Typically P(λ) is a measure of the curvature of the solution

I.e., it penalizes for large oscillations

Mikael Kuusela (CMU) November 21, 2025 28 / 80



From penalized likelihood to Tikhonov regularization

To simplify this optimization problem, we use a Gaussian
approximation of the Poisson likelihood

y|λ ∼ Poisson(Kλ) ≈ N(Kλ, Ĉ),

where Ĉ = diag(y)

Hence the objective function becomes:

F (λ) = log p(y|λ)− δP(λ)

=
n∑

i=1

yi log
 p∑

j=1

Kijλj

− p∑
j=1

Kijλj

− δP(λ) + const

≈ −1

2
(y −Kλ)TĈ−1(y −Kλ)− δP(λ) + const
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From penalized likelihood to Tikhonov regularization

Let us drop the positivity constraint and absorb the factor 1/2 into
the penalty to obtain

λ̂ = argmax
λ∈Rp

−(y −Kλ)TĈ−1(y −Kλ)− δP(λ)

= argmin
λ∈Rp

(y −Kλ)TĈ−1(y −Kλ) + δP(λ)

We see that we have ended up with a penalized χ2 problem

This is typically called (generalized) Tikhonov regularization
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How to choose the penalty?

The penalty term should reflect the analyst’s a priori understanding of
plausible solutions

Common choices include:

Norm of the solution: P(λ) = ∥λ∥2
Curvature of the solution: P(λ) = ∥Lλ∥2, where L is a discretized 2nd
derivative operator
SVD unfolding (Höcker and Kartvelishvili, 1996):

P(λ) =

∥∥∥∥∥∥∥∥∥L

λ1/λ

MC
1

λ2/λ
MC
2

...
λp/λ

MC
p


∥∥∥∥∥∥∥∥∥
2

,

where λMC is a MC prediction for λ
TUnfold1 (Schmitt, 2012): P(λ) = ∥L(λ− λMC)∥2

1TUnfold implements also more general penalty terms
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Explicit form of the Tikhonov estimator

For each of these penalty terms, the Tikhonov regularized point
estimator λ̂ can be written down in closed form

For instance, consider the problem

λ̂ = argmin
λ∈Rp

(y −Kλ)TĈ−1(y −Kλ) + δ∥Lλ∥2

One can easily show that the minimizer is given by

λ̂ =
(
KTĈ−1K + δLTL

)−1
KTĈ−1y
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Demonstration of Tikhonov regularization, P(λ) = ∥λ∥2
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Machine learning based unfolding

Recent years have seen the introduction of various machine learning based
unfolding methods (see Huetsch et al. (2025) for a review)

Two main approaches:

1 OmniFold (Andreassen et al., 2020, 2021): iteratively reweight
particle-level MC events using classifier-based density ratios

2 Generative unfolding (e.g., Bellagente et al., 2020; Backes et al.,
2024): Train a generative ML model to sample from p(X = t|Y = s);
iterate to reduce dependence on pMC(X = t)

These provide several advantages:

Unbinned event-level unfolding (no need to discretize the problem
with histograms)

Can handle (moderately) high-dimensional phase spaces

No need to estimate the response matrix
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Machine learning based unfolding

Let us consider again the unbinned unfolding problem:

g(s) =

∫
k(s, t)f (t) dt =

∫
p(s|t)f (t) dt,

where, for simplicity, we take f and g to be probability densities and
assume

∫
k(s, t) ds = 1 (i.e., ignore normalization and efficiency)

Our task is to find f

Let’s assume, for now, that we get to observe g

Then we could find f by minimizing the KL divergence

KL

(
g ,

∫
p(·|t)f (t)dt

)
=

∫
g(s) log

g(s)∫
p(s|t)f (t)dt

ds,

which is equivalent to maximizing the (population) log-likelihood of f

ℓ(f ) =

∫
g(s) log

(∫
p(s|t)f (t)dt

)
ds
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Unbinned EM iteration

The current ML-based unfolding methods can be understood as EM
iterations for maximizing the log-likelihood ℓ(f )

The Q-function of the EM iteration is

Q(f , f (k)) =

∫
g(s)

∫
p(t|s, f (k)) log[p(s|t)f (t)]dtds,

which can be rewritten as

Q(f , f (k)) =

∫
g(s)

∫
p(s|t)f (k)(t)∫
p(s|t ′)f (k)(t ′)dt ′

log[p(s|t)f (t)]dtds

Then the EM iteration proceeds by computing

f (k+1) = argmax
f

Q(f , f (k))

subject to the constraint
∫
f (t)dt = 1
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Unbinned EM iteration

The maximizer can be found in closed form and is given by

f (k+1)(t) = f (k)(t)

∫
p(s|t)g(s)∫

p(s|t ′)f (k)(t ′)dt ′
ds (1)

It is useful to compare this with the D’Agostini iteration (with
n∑

i=1

Kij = 1):

λ
(k+1)
j = λ

(k)
j

n∑
i=1

Kijyi∑p
l=1 Kilλ

(k)
l

(2)

We see that (2) is a binned version of (1) with the population-level
smeared histogram replaced by the empirical bin counts yi
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OmniFold

OmniFold (Andreassen et al., 2020, 2021) rewrites the previous unbinned
EM iteration using density ratios and learns these density ratios from data
using an ML classifier

Specifically, assume access to MC samples {X ′
i ,Y

′
i }ni=1 from density

q(t, s) = p(s|t)q(t), where p(s|t) = k(s, t) is the same smearing kernel as
in the real observations {Xi ,Yi}ni=1

Then the unbinned EM update can be rewritten as

f (k+1)(t)

q(t)
=

f (k)(t)

q(t)

∫
p(s|t)g(s)∫

p(s|t ′)q(t ′) f
(k)(t′)
q(t′) dt ′

ds

Denoting the density ratio ν(k)(t) = f (k)(t)
q(t) , this becomes

ν(k+1)(t) = ν(k)(t)

∫
p(s|t)g(s)∫

ν(k)(t ′)q(t ′, s)dt ′
ds
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OmniFold

The OmniFold EM update

ν(k+1)(t) = ν(k)(t)
1

q(t)

∫
g(s)∫

ν(k)(t ′)q(t ′, s)dt ′
p(s|t)q(t)ds

can be written as two density ratio estimation problems, leading to the
following two-step algorithm:

1 Estimate detector-level density ratio:
r (k)(s) = g(s)

q̃(k)(s)
, where q̃(k)(s) =

∫
ν(k)(t)q(t, s)dt

2 Estimate particle-level density ratio and update ν(k):

ν(k+1)(t) = ν(k)(t) q̃
(k)(t)
q(t) , where q̃(k)(t) =

∫
r (k)(s)q(t, s)ds

The sample-level implementation of this estimates the density ratios using
classifiers (usually neural networks) and applies r (k)(s) and ν(k)(t)
iteratively as weights on the MC sample {X ′

i ,Y
′
i }ni=1

After K iterations, the end result is a MC sample reweighted using ν(K)(t)
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Aside: Classifiers and Density Ratios

Let:

C1 : z1
1 , z

1
2 , . . . , z

1
n

iid∼ p1

C2 : z2
1 , z

2
2 , . . . , z

2
n

iid∼ p2

Train a classifier h(z) to separate C1 from C2 by minimizing the binary
cross-entropy loss; then the classifier will asymptotically give:

h(z) = P
(
C1 | z

)
=

p
(
z | C1

)
P(C1)

p
(
z | C1

)
P(C1) + p

(
z | C2

)
P(C2)

=

p(z|C1)
p(z|C2)

p(z|C1)
p(z|C2)

+ 1
=

p1(z)
p2(z)

p1(z)
p2(z) + 1

Solving this for ψ(z) = p1(z)
p2(z)

gives ψ(z) = p1(z)
p2(z)

= h(z)
1−h(z) = odds(h(z))

The classifier h(z) is learning the density ratio p1(z)/p2(z)!
When h(z) is a (deep) neural network, this works amazingly well for
high-dimensional z
This can be used to learn likelihood functions (Walchessen et al., 2024) and
likelihood ratios (Cranmer et al., 2015), to perform two-sample testing
(Chakravarti et al., 2023), for transfer learning (Manole et al., 2024) and
many other tasks in high-dimensional spaces
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OmniFold

(Illustration on the whiteboard)
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OmniFold demo

(Simulation by Richard Zhu)
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Generative unfolding

Let’s consider again the unbinned EM update:

f (k+1)(t) =

∫
p(s|t)f (k)(t)∫
p(s|t ′)f (k)(t ′)dt ′

g(s)ds

The key idea in generative unfolding (e.g., Bellagente et al., 2020; Backes
et al., 2024) is to use generative ML to sample from f (k+1)(t)

By Bayes’ rule2,

p(t|s, f (k)) = p(s|t)f (k)(t)∫
p(s|t ′)f (k)(t ′)dt ′

,

which enables us to write the EM update as

f (k+1)(t) =

∫
p(t|s, f (k))g(s)ds

So to sample from f (k+1)(t) it suffices to sample Yi ∼ g(s) followed by

X
(k)
i ∼ p(t|s = Yi , f

(k))
2Note that the use of Bayes’ rule doesn’t make this procedure Bayesian because X

and Y are random variables here.
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Generative unfolding

The smeared observations already give us the sample Yi ∼ g(s)

The sample X
(k)
i ∼ p(t|s = Yi , f

(k)) is obtained using a conditional
generative ML model trained using the MC sample {X ′

i ,Y
′
i }ni=1 reweighted

according to f (k)(t)

Once the sample {X (k)
i }ni=1 has been obtained, one can train a classifier to

separate {X (k)
i }ni=1 vs. {X ′

i }ni=1 to obtain a reweighting of the MC sample

This reweighted sample is then used to retrain the generative model for
the next iteration

After K iterations, the output of the procedure can be taken to be either

the sample {X (K)
i }ni=1 or the corresponding reweighting of the MC sample
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Aside: Generative models

The basic idea in most ML generative models is to train a neural model to map from
a latent variable z generated from some tractable distribution (usually N(0, I )) to
the data distribution

(Source: https://lilianweng.github.io/posts/2021-07-11-diffusion-models/)
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Bayesian unfolding

In Bayesian unfolding (Choudalakis, 2012), inferences about λ are
based on the posterior distribution p(λ|y)
This is obtained using Bayes’ rule:

p(λ|y) = p(y |λ)p(λ)
p(y)

=
p(y |λ)p(λ)∫

Rp
+
p(y |λ′)p(λ′) dλ′ , λ ∈ Rp

+,

where the likelihood p(y |λ) is the same as earlier and p(λ) is a prior
distribution for λ

The most common choices as a point estimator of λ are:
The posterior mean: λ̂ = E(λ|y) =

∫
Rp

+
λp(λ|y) dλ

The maximum a posteriori (MAP) estimator: λ̂ = argmax
λ∈Rp

+

p(λ|y)

The width of the posterior distribution p(λ|y) can be used to
quantify uncertainty about λ

But note that the interpretation of the resulting Bayesian credible
intervals is different from frequentist confidence intervals
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Regularization using the prior

In the Bayesian approach, the prior density p(λ) regularizes the
otherwise ill-posed problem

It concentrates the probability mass of the posterior on physically
plausible solutions

The prior is typically of the form

p(λ) ∝ exp (−δP(λ)) , λ ∈ Rp
+,

where P(λ) is a function characterizing a priori plausible solutions and
δ > 0 is a hyperparameter controlling the scale of the prior density

For example, choosing P(λ) = ∥Lλ∥2, where L a discretized 2nd
derivative operator, leads to the Gaussian smoothness prior

p(λ) ∝ exp
(
−δ∥Lλ∥2

)
, λ ∈ Rp

+
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Connection between Bayesian unfolding and penalized MLE

Notice that when p(λ) ∝ exp (−δP(λ)), the Bayesian MAP solution
coincides with the penalized maximum likelihood estimator:

λ̂MAP = argmax
λ∈Rp

+

p(λ|y)

= argmax
λ∈Rp

+

log p(λ|y)

= argmax
λ∈Rp

+

log p(y |λ) + log p(λ)

= argmax
λ∈Rp

+

log p(y |λ)− δP(λ)

= λ̂PMLE

So the penalty term δP(λ) can either be interpreted as a Bayesian
prior or as a frequentist regularization term
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Choice of the regularization strength

The choice of the regularization strength (δ in Tikhonov, # of iterations in
D’Agostini and ML unfolding) is a key issue in unfolding

Controls the bias-variance trade-off inherent in regularization
The solution and especially the uncertainties depend heavily on this choice

This choice should ideally be done using an objective data-driven criterion

In particular, one must not rely on the software defaults for the regularization
strength (such as 4 iterations of D’Agostini in RooUnfold)

Many data-driven methods have been proposed:
1 (Weighted/generalized) cross-validation (e.g., Green and Silverman, 1994)
2 L-curve (Hansen, 1992)
3 Marginal maximum likelihood (MMLE; Kuusela and Panaretos (2015))
4 Goodness-of-fit test in the smeared space (Veklerov and Llacer, 1987)
5 Akaike information criterion (Volobouev, 2015)
6 Minimization of a global correlation coefficient (Schmitt, 2012)
7 Stein’s unbiased risk estimate (SURE; new in TUnfold V17.9)
8 Confidence interval coverage (Kuusela, 2016; Brenner et al., 2020)
9 ...

Limited experience about the relative merits of these in typical unfolding
problems
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Tikhonov regularization, P(λ) = ∥λ∥2, varying δ
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λ̂± ŜE[λ̂]

−5 0 5
−100

0

100

200

300

400

500

600

δ = 0.001

 

 

λ

λ̂± ŜE[λ̂]
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Regularization in ML-based unfolding

In ML-based unfolding, regularization is not only controlled by the number
of iterations, but also by the ML model training and architecture

200 iterations of OmniFold with the neural nets trained for 10 epochs

(Simulation by Richard Zhu)
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Regularization in ML-based unfolding

In ML-based unfolding, regularization is not only controlled by the number
of iterations, but also by the ML model training and architecture

This particular combination of neural net architecture and training scheme
struggles with features that are comparable to the smearing kernel size

(Simulation by Richard Zhu)
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Uncertainty quantification in unfolding

Let’s assume that we are interested in some linear functional θ = hTλ of
λ (or potentially some collection of functionals)

For example, θ = eT
i λ = ith unfolded bin

We can use θ̂ = hTλ̂ as a natural point estimator of θ
For uncertainty quantification, our goal is to find a random interval[
θ(y), θ(y)

]
with coverage probability 1− α:

P
(
θ ∈

[
θ(y), θ(y)

]
|λ

)
≥ 1− α

Most implementations construct the interval based on the variance of θ̂:

[θ, θ] =
[
θ̂ − z1−α/2

√
var(θ̂), θ̂ + z1−α/2

√
var(θ̂)

]
But: These intervals may suffer from significant undercoverage because
they ignore the regularization bias
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Regularization and frequentist coverage

In fact, if we approximate the Poisson noise using a Gaussian and use an
affine estimator λ̂ (e.g., Tikhonov-type estimators), then the coverage of
the variability intervals can be written down in closed form (Kuusela, 2016):

P(θ ∈ [θ, θ] |λ) = Φ

 bias(θ̂)√
var(θ̂)

+ z1−α/2

− Φ

 bias(θ̂)√
var(θ̂)

− z1−α/2


These intervals have coverage 1− α if and only if bias(θ̂) = 0; otherwise
coverage < 1− α and symmetric w.r.t. the sign of bias(θ̂)
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Simulation setup
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Undercoverage in unfolding
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Coverage in SVD unfolding: as a function of the regularization strength (left) and for
cross-validated regularization strength (right)

The optimal point estimator in terms of the MSE has a sizeable regularization bias
As a result, the unfolded variability intervals have substantial undercoverage
Similar conclusions hold for other common methods (D’Agostini, TUnfold,...)
By undersmoothing w.r.t. the MSE-optimal estimator, we can try to pick the
regularization strength so that we have close-to-nominal coverage (Kuusela, 2016;
Brenner et al., 2020)
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MC dependence of the response matrix

The response matrix K is typically estimated using Monte Carlo

As a result, there are at least three sources of uncertainty in K :

1 Finite MC sample size

2 The matrix depends on the shape of the spectrum within each true
bin

Ki ,j =

∫
Si

∫
Tj
k(s, t)f (t) dt ds∫
Tj
f (t) dt

,

where {Ti}pi=1 and {Si}ni=1 are the true and smeared bins, respectively

3 The smearing of the variable of interest may depend on the MC
distribution of some confounding variables

For example, the energy resolution of jets depends on their
pseudorapidity distribution

Point 2 becomes especially problematic when one attempts to regularize
the unfolding problem by using large true bins
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Wide-bin unfolding

The response matrix elements are:

Ki ,j =

∫
Si

∫
Tj
k(s, t)f (t) dt ds∫
Tj
f (t) dt

This depends on the unknown intensity function f (specifically, the shape
of f inside the true bins Tj)

To get around this, Ki ,j is approximated based on a MC ansatz f MC:

KMC
i ,j =

∫
Si

∫
Tj
k(s, t)f MC(t) dt ds∫
Tj
f MC(t) dt

This means that unfolding is performed using an approximate matrix KMC

instead of the true matrix K
When p is small, one can typically unfold simply using the unregularized
generalized least-squares estimator

λ̂MC = ((KMC)TC−1KMC)−1(KMC)TC−1y

But this is biased because KMC ̸= K ⇒ Wide-bin bias
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Wide-bin bias

The unfolded solution is biased and the intervals undercover because of the
wide-bin bias caused by the misspecified f MC

This can be alleviated by making the true bins smaller at the cost of increased
ill-posedness of estimating λ and increased difficulty of estimating K

We’ll discuss the latter problem next; for solutions to the former problem, see
Stanley et al. (2022, 2025)
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Response matrix estimation

An aspect of the unfolding problem that has received relatively less
attention is that in practice we do not know the response kernel k(s, t) or
the response matrix K

Instead, we are given paired MC samples (Xi ,Yi ) from

pMC(X = t,Y = s) = pMC(Y = s|X = t)pMC(X = t)

These samples are then used to produce an estimator K̂ of K which is
used in the chosen unfolding method as if it were the true matrix K

For example, Tikhonov regularization for known K is

λ̂ = (KTK + δI )−1KTy ,

but in practice we use

λ̂ = (K̂TK̂ + δI )−1K̂Ty

This raises the following questions:
1 Which estimator K̂ should one use?
2 How does the estimated matrix affect the unfolded solution?
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Binned estimator

In most cases, K is understood as a 2D (conditional) histogram whose
entries are estimated as follows:

K̂i ,j =
# events originating from bin j that have been recorded in bin i

# events originating from bin j

Assuming f MC is correct, this gives an unbiased estimator of K

However, this estimator can be very noisy, especially in the tails of steeply
falling spectra where there are few MC events available:
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Estimating the response kernel

We should be able to do better by borrowing strength from nearby bins

In Zhu et al. (2025), we propose to do this by estimating the response
kernel k(s, t) = p(Y = s|X = t) based on the MC samples (Xi ,Yi )

Doing this is a well-studied problem in statistics called nonparametric
conditional density estimation (CDE)

Lots of existing methods and software available to produce the
estimator

Once we have the estimator k̂(s, t), we can use it to obtain an estimator
of the response matrix elements:

K̂i ,j =

∫
Si

∫
Tj
k̂(s, t)f MC(t) dt ds∫
Tj
f MC(t) dt

Note also that if we discretize f (t) using a basis expansion (such as
splines), we also need k̂(s, t) to obtain an estimate of the discretized
forward model
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Estimating the response kernel

We consider the following nonparametric estimators of the response kernel:

1 Kernel CDE:

p̂(y |x) = argmin
a

n∑
i=1

(Kh2(y − Yi )− a)2 Kh1 (x − Xi )

=
n∑

i=1

wi (x)Kh2(y − Yi ), where wi (x) =
Kh1(x − Xi )∑n
j=1 Kh1(x − Xj)

2 Local linear CDE:

(â, b̂) = argmin
a,b

n∑
i=1

(Kh2(y − Yi )− a− b(Xi − x))2 Kh1 (x − Xi )

p̂(y |x) = â
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Estimating the response kernel

3 Kernel CDE with local bandwidths: Make the bandwidths h1 and h2
functions of x by estimating them within some window of size δ(x)
around x

p̂(y |x) =
∑

i :|x−Xi |<δ(x)

wi (x)Kh2(x)(y − Yi ),

where

wi (x) =
Kh1(x)(x − Xi )∑

j :|x−Xj |<δ(x) Kh1(x)(x − Xj)
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Estimating the response kernel

4 Location-scale model: Assume the following model for the smeared
observations

Y = µ(X ) + σ(X )ε,

where ε has some distribution pε with mean 0 and variance 1

It follows that

p(y |x) = 1

σ(x)
pε

(
y − µ(x)
σ(x)

)
We can estimate µ(x) and σ(x) using nonparametric regression and
pε using KDE on the standardized observations (yi − µ̂(xi ))/σ̂(xi )

The estimated response kernel is then

p̂(y |x) = 1

σ̂(x)
p̂ε

(
y − µ̂(x)
σ̂(x)

)
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Simulation setup

The following simulation study is designed to mimic the unfolding of inclusive jet
p⊥ spectrum at the LHC

The particle-level spectrum is

f (p⊥) = LN0

( p⊥
GeV

)−α
(
1− 2√

s
p⊥

)β

e−γ/p⊥ , 0 < p⊥ ≤
√
s

2
,

where L,N0, α, β, γ,
√
s are parameters set to mimic conditions at the LHC

The response kernel is k(p′⊥, p⊥) = N(p′⊥ − p⊥|0, σ(p⊥)2) with(
σ (p⊥)

p⊥

)2

=

(
C1√
p⊥

)2

+

(
C2

p⊥

)2

+ C 2
3

so this is a heteroscedastic deconvolution problem

The problem is discretized using n = p = 40 bins over [400 GeV, 1000 GeV]

The resulting response matrix K is severely ill-conditioned but not singular
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Comparison of estimated response matrices

Figure: Estimated response matrices

Figure: Mean absolute errors
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Effect on unfolded estimators

Now let’s see how the different response matrix estimators affect the
quality of Tikhonov-regularized unfolded point estimators
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Tikhonov regularization

Figure: Tikhonov regularization solutions with
δ = 10−10

Figure: Mean squared error for
Tikhonov regularization with
δ = 10−10

With moderate regularization, things behave as expected: better response
matrix estimators tend to give better unfolded histograms
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Tikhonov regularization

Figure: Tikhonov regularization solutions with
δ = 0

Figure: Mean squared error for
Tikhonov regularization with
δ = 0

With no regularization (i.e., matrix inversion), we see something
unexpected: the estimated response matrices give better unfolded
histograms than the actual true response matrix
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Implicit regularization

The explanation is that the estimated response matrices implicitly perform
regularization (an ill-conditioned matrix with some additive random noise
becomes well-conditioned with high probability (Tao and Vu, 2007))

Table: The median condition numbers for the estimated response matrices over
M = 1000 simulations

Estimation method Median condition number

True 1.7 · 1017
Kernel 3.9 · 107
Local linear 6.7 · 103
Local kernel 1.5 · 108
Location-scale 3.9 · 104
Naive histogram 2.6 · 103
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Conclusions

Unfolding is a complex data analysis task with many statistical challenges

Among classical methods, the most common techniques are D’Agostini
iteration and various flavors of Tikhonov regularization

Recent developments in ML-based unfolding enable high-dimensional
unbinned unfolding
All regularized unfolding methods complement the likelihood with
additional information about physically plausible solutions

This includes ML-based methods where neural network training induces
implicit regularization, the properties of which are not fully understood

Beware that for most unfolding methods:
There is a MC dependence in the smearing matrix and usually also in the
regularization
Uncertainties do not necessarily provide good coverage performance
Regularization strength has a major impact on the solution and should
ideally be chosen in a data-driven way

Uncertainty quatification in unfolding remains a major challenge
Wide-bins-via-fine-bins unfolding (Stanley et al., 2022, 2025) provides a
potential solution
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Summary of unfolding uncertainties

Unfolding has at least the following sources of uncertainty:

Statistical:

Variation in the unfolded solution due to randomness in the smeared
data
Variation in the estimated response matrix due to randomness in the
MC sample

Systematic:
1 Regularization bias
2 Wide-bin bias
3 Missing confounding variables
4 Nuisance parameters in the response kernel k
5 Misspecification of the MC generator to estimate k
6 . . .
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A. Höcker and V. Kartvelishvili, SVD approach to data unfolding, Nuclear Instruments
and Methods in Physics Research A, 372:469–481, 1996.

Mikael Kuusela (CMU) November 21, 2025 82 / 80



References III

N. Huetsch, J. M. Villadamigo, A. Shmakov, S. Diefenbacher, V. Mikuni, T. Heimel,
M. Fenton, K. Greif, B. Nachman, D. Whiteson, A. Butter, and T. Plehn, The
landscape of unfolding with machine learning, SciPost Physics, 18:070, 2025. doi:
10.21468/SciPostPhys.18.2.070.

A. Kondor, Method of convergent weights – An iterative procedure for solving
Fredholm’s integral equations of the first kind, Nuclear Instruments and Methods,
216:177–181, 1983.

M. Kuusela. Uncertainty quantification in unfolding elementary particle spectra at the
Large Hadron Collider. PhD thesis, EPFL, 2016. Available online at:
https://infoscience.epfl.ch/record/220015.

M. Kuusela and V. M. Panaretos, Statistical unfolding of elementary particle spectra:
Empirical Bayes estimation and bias-corrected uncertainty quantification, The Annals
of Applied Statistics, 9(3):1671–1705, 2015.

K. Lange and R. Carson, EM reconstruction algorithms for emission and transmission
tomography, Journal of Computer Assisted Tomography, 8(2):306–316, 1984.

L. B. Lucy, An iterative technique for the rectification of observed distributions,
Astronomical Journal, 79(6):745–754, 1974.

Mikael Kuusela (CMU) November 21, 2025 83 / 80

https://infoscience.epfl.ch/record/220015


References IV

T. Manole, P. Bryant, J. Alison, M. Kuusela, and L. Wasserman, Background modeling
for double Higgs boson production: Density ratios and optimal transport, The Annals
of Applied Statistics, 18(4):2950–2978, 2024.

H. N. Mülthei and B. Schorr, On an iterative method for a class of integral equations of
the first kind, Mathematical Methods in the Applied Sciences, 9:137–168, 1987a.

H. N. Mülthei and B. Schorr, On an iterative method for the unfolding of spectra,
Nuclear Instruments and Methods in Physics Research A, 257:371–377, 1987b.

H. N. Mülthei and B. Schorr, On properties of the iterative maximum likelihood
reconstruction method, Mathematical Methods in the Applied Sciences, 11:331–342,
1989.

W. H. Richardson, Bayesian-based iterative method of image restoration, Journal of the
Optical Society of America, 62(1):55–59, 1972.

S. S. Saquib, C. A. Bouman, and K. Sauer, ML parameter estimation for Markov
random fields with applications to Bayesian tomography, IEEE Transactions on Image
Processing, 7(7):1029–1044, 1998.

S. Schmitt, TUnfold, an algorithm for correcting migration effects in high energy
physics, Journal of Instrumentation, 7:T10003, 2012.

Mikael Kuusela (CMU) November 21, 2025 84 / 80



References V

L. A. Shepp and Y. Vardi, Maximum likelihood reconstruction for emission tomography,
IEEE Transactions on Medical Imaging, 1(2):113–122, 1982.

M. Stanley, P. Patil, and M. Kuusela, Uncertainty quantification for wide-bin unfolding:
one-at-a-time strict bounds and prior-optimized confidence intervals, Journal of
Instrumentation, 17(10):P10013, 2022.

M. Stanley, P. Batlle, P. Patil, H. Owhadi, and M. Kuusela, Confidence intervals for
functionals in constrained inverse problems via data-adaptive sampling-based
calibration, arXiv: 2502.02674 [stat.ME], 2025.

P. B. Stark, Inference in infinite-dimensional inverse problems: Discretization and
duality, Journal of Geophysical Research, 97(B10):14055–14082, 1992.

T. Tao and V. H. Vu. The condition number of a randomly perturbed matrix. In
Proceedings of the Thirty-Ninth Annual ACM Symposium on Theory of Computing,
pages 248–255. Association for Computing Machinery, 2007.

Y. Vardi, L. A. Shepp, and L. Kaufman, A statistical model for positron emission
tomography, Journal of the American Statistical Association, 80(389):8–20, 1985.

E. Veklerov and J. Llacer, Stopping rule for the MLE algorithm based on statistical
hypothesis testing, IEEE Transactions on Medical Imaging, 6(4):313–319, 1987.

Mikael Kuusela (CMU) November 21, 2025 85 / 80



References VI

I. Volobouev. On the expectation-maximization unfolding with smoothing.
arXiv:1408.6500v2 [physics.data-an], 2015.

J. Walchessen, A. Lenzi, and M. Kuusela, Neural likelihood surfaces for spatial processes
with computationally intensive or intractable likelihoods, Spatial Statistics, 62:
100848, 2024.

H. Zhu, A. C. Marini, M. Kuusela, and L. Wasserman, Response matrix estimation in
unfolding differential cross sections, arXiv:2509.00892 [hep-ex], 2025.

Mikael Kuusela (CMU) November 21, 2025 86 / 80



Backup
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A note about Bayesian computations

To be able to compute the posterior mean E(λ|y) or form the Bayesian
credible intervals, we need to be able to evaluate the posterior

p(λ|y) = p(y |λ)p(λ)∫
Rp
+
p(y |λ′)p(λ′) dλ′

But the denominator is an intractable high-dimensional integral...
Luckily, it turns out that it is possible to sample from the posterior without
evaluating the denominator

The sample mean and sample quantiles can then be used to compute the
posterior mean and the credible intervals

Algorithms that enable this are called Markov chain Monte Carlo (MCMC)
samplers and are based on a Markov chain whose equilibrium distribution is
the posterior p(λ|y)

The single-component Metropolis–Hastings sampler of Saquib et al. (1998) is
particularly well-suited for the unfolding problem and seems to also work well
in practice

As an alternative to MCMC, one could use a Gaussian approximation to the
Poisson likelihood in which case the posterior is available in closed form
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Wide-bin unfolding

An alternative approach that has become increasingly popular in LHC data
analysis is to simply use very few unfolded bins (i.e., use small p)

⇒ Regularization using wide bins

Intuition: The detector should not be able to recover features smaller than
its intrinsic resolution so should chose

bin size ≳ detector resolution

This intuition is sound but the typical implementation is problematic
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Wide-bin unfolding

The response matrix elements are:

Ki ,j =

∫
Si

∫
Tj
k(s, t)f (t) dt ds∫
Tj
f (t) dt

This depends on the unknown intensity function f (specifically, the shape
of f inside the true bins Tj)

To get around this, Ki ,j is approximated based on a MC ansatz f MC:

KMC
i ,j =

∫
Si

∫
Tj
k(s, t)f MC(t) dt ds∫
Tj
f MC(t) dt

This means that unfolding is performed using an approximate matrix KMC

instead of the true matrix K
When p is small, one can typically unfold simply using the unregularized
generalized least-squares estimator

λ̂MC = ((KMC)TC−1KMC)−1(KMC)TC−1y

But this is biased because KMC ̸= K ⇒ Wide-bin bias
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Wide-bins-via-fine-bins unfolding

Because of the wide-bin bias, variability intervals based on λ̂MC will
undercover

We could try to inflate the intervals by an amount corresponding to the
bias, but, as before, this bias is very difficult to estimate and quantify

Alternative idea (Stanley et al., 2022):

The wide-bin bias gets reduced the smaller the bins in the true space

So we can first unfold with fine bins (and no regularization) and then
aggregate into wide bins, keeping track of the bin-to-bin correlations in the
error propagation

This wide-bins-via-fine-bins unfolding approach provides reasonably sized
unfolded confidence intervals that do not suffer from regularization bias
and have minimal wide-bin bias
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Wide bins, standard approach, misspecified MC

Intervals undercover because they ignore the wide-bin bias caused by the
misspecified f MC
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Fine bins, standard approach, misspecified MC

With narrow bins, there is less dependence on f MC so coverage is
improved, but the intervals are very wide
⇒ Let’s aggregate these into wide bins
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Wide bins via fine bins, misspecified MC

With the same misspecified f MC, wide-bins-via-fine-bins unfolding gives
both correct coverage and reasonably sized intervals
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Handling constraints and rank-deficient matrices

The previous example shows that the wide-bins-via-fine-bins approach can
circumvent both the regularization bias and the wide-bin bias

But the simple approach based on the least-squares variability intervals has
two important limitations:

It cannot easily impose constraints (such as positivity) on the solution

It cannot handle column-rank-deficient response matrices K (such as
when # of true bins > # of smeared bins)
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Handling constraints and rank-deficient matrices

In Stanley et al. (2022), we developed two new methods that can
incorporate constraints and handle rank-deficient matrices:

One-at-a-time strict bounds (OSB) intervals

Prior-optimized (PO) intervals

The OSB intervals are a modification of the simultaneous strict bounds
(SSB) intervals of Stark (1992) with the intervals designed to provide
binwise coverage instead of simultaneous coverage

The PO intervals are decision-theoretic intervals where the interval length
is optimized using a prior subject to a constraint on correct coverage3

Both intervals have correct empirical coverage in most scenarios; PO also
has a rigorous proof of coverage; details in Stanley et al. (2022)

3Importantly, finite-sample frequentist coverage is guaranteed even for misspecified
priors, but the interval length might be suboptimal in those cases.
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Wide bins via fine bins, with positivity constraint

The interval lengths can be reduced by imposing a positivity constraint on
the solution:

All of the above intervals have correct empirical coverage
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Test inversion confidence intervals for unfolding

The OSB intervals are closely related to the inversion of the following test
with respect to θ (Batlle et al., 2024):

H0 : λ ∈ Φθ ∩ C versus H1 : λ ∈ C \ Φθ,

where Φθ = {λ : hTλ = θ} and C is a constrained set of solutions

In fact, they are equivalent to the inversion of the likelihood ratio test

Λ(θ) =

sup
λ∈Φθ∩C

L(λ)

sup
λ∈C

L(λ)

assuming that the null distribution of −2 log Λ(θ) is χ2
1

In the presence of constraints (i.e., C ⊊ Rp), this is only approximately true

In Stanley et al. (2025), we show how to calibrate this test for
high-dimensional λ using sampling and quantile regression
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Test inversion confidence intervals for unfolding

Figure: Test inversion intervals maintain nominal coverage (left panel) but are
substantially shorter than the OSB intervals (right panel)
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Test inversion confidence intervals for unfolding

Figure: Test inversion intervals for an adversarial particle-level spectrum
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Motivation for the rank-deficient case

However, even with a 40× 40 response matrix, the wide-bin bias can be
sizeable for heavily misspecified f MC

Coverage of the previous three methods for an adversarial f MC:
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Wide bins via fine bins, with rank-deficient K

This can be fixed by using an even larger number of true bins, which
requires methods that can handle a rank-deficient K

Coverage of the OSB and PO intervals with a 40× 80 response matrix:

We have additionally found that:

The interval width of both methods flattens out as the number of
true bins is further increased

The PO interval width has little sensitivity to the choice of the prior
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Application to unfolding a steeply falling spectrum

The OSB, PO and SSB intervals based on a 30× 60 response matrix all have at least

95% coverage, while the least-squares intervals with a 30× 10 matrix do not cover:
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Coverage as a function of regularization strength
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Undercoverage of existing methods
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There is major undercoverage if regularization strength chosen using
(weighted) cross-validation; same is true for L-curve and MMLE.

Key point: These methods are designed for optimal point estimation, but:

optimal point estimation ̸= optimal uncertainty quantification
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Undersmoothed unfolding

Standard methods for picking the regularization strength choose too much bias
from the perspective of the variance-based uncertainties

One possible solution is to debias the estimator, i.e., to adjust the bias-variance
trade-off to the direction of less bias and more variance

The simplest form of debiasing is to reduce δ from the cross-validation /
L-curve / MMLE value until the intervals have close-to-nominal coverage

The challenge is to come up with a data-driven rule for deciding how much to
undersmooth

With Lyle Kim, we have implemented the data-driven methods from Kuusela
(2016) as an extension of TUnfold

The code is available at:

https://github.com/lylejkim/UndersmoothedUnfolding

If you’re already working with TUnfold, then trying this approach requires
adding only one extra line of code to your analysis
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Unfolded histograms, λMC = 0
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Binwise coverage, λMC = 0
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Figure: Undersmoothing
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Unregularized unfolding?

At the end of the day, any regularization technique makes unverifiable
assumptions about the true solution

If these assumptions are not satisfied, the uncertainties will be wrong
In the absence of oracle information about the true λ, there does not
seem to be any obvious way around this

So maybe we should reconsider whether explicit regularization is such a good
idea to start with?

Instead of finding a regularized estimator of λ, what if we simply used4 the
unregularized matrix inverse λ̂ = K−1y?
This is unbiased (E(λ̂) = λ) and hence also the corresponding estimator
θ̂ = hTλ̂ of the functional θ = hTλ is unbiased

Therefore, by the previous discussion, the resulting variability intervals have
correct coverage 1− α
4For simplicity, I assume here that K ∈ Rn×p is an invertible square matrix. The case

where n > p with K having full column rank is also easy using the pseudoinverse
λ̂ = (KTK)−1KTy . The case where K is column-rank deficient (including when p > n)
is trickier but probably doable; see https://indico.cern.ch/event/882374/.
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Implicit regularization

Of course, when K is ill-conditioned, the unregularized estimator λ̂ will
have a huge variance

But this does not mean that θ̂ = hTλ̂ needs to have a huge variance!

The mapping λ̂ 7→ θ̂ = hTλ̂ can act as an implicit regularizer resulting
in a well-constrained interval [θ, θ] for the functional θ = hTλ

This is especially the case when the functional is a smoothing /
averaging / aggregation operation

For example, inference for aggregated unfolded bins (demo to follow)

Of course, there are also functionals that are more difficult to constrain
(e.g., individual bins θ = eT

i λ, derivatives,...)

In those cases, the intervals [θ, θ] are wide—as they should be, since
there is simply not enough information in the data y to constrain these
functionals
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Wide bin unfolding

One functional we should be able to recover without explicit
regularization is the integral of f over a wide unfolded bin:

Hj [f ] =

∫
Tj

f (t) dt, width of Tj large

But one cannot simply arbitrarily increase the particle-level bin size in the
conventional approaches, since this increases the MC dependence of K
To circumvent this, it is possible to first unfold with fine bins (without
regularization) and then aggregate into wide bins

Let’s see how this works using a similar deconvolution setup as before
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Wide bins, standard approach, perturbed MC
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The response matrix Ki ,j =

∫
Si

∫
Tj
k(s,t)f MC(t) dt ds∫
Tj
f MC(t) dt

depends on f MC

⇒ Undercoverage if f MC ̸= f
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Wide bins, standard approach, correct MC
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If f MC = f , coverage is correct

⇒ But this situation is unrealistic because f of course is unknown
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Fine bins, standard approach, perturbed MC
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With narrow bins, less dependence on f MC so coverage is correct, but the
intervals are very wide5

⇒ Let’s aggregate these into wide bins, keeping track of the bin-to-bin
correlations in the error propagation

5More unfolded realizations given in the backup .
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Wide bins via fine bins, perturbed MC
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Wide bins via fine bins gives both correct coverage and intervals with
reasonable length6

6More unfolded realizations given in the backup .
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Current unfolding methods
Two main approaches:

1 Tikhonov regularization (i.e., SVD by Höcker and Kartvelishvili (1996) and TUnfold by

Schmitt (2012)):
min
λ∈Rp

(y − Kλ)TĈ−1(y − Kλ) + δP(λ)

with

PSVD(λ) =

∥∥∥∥∥∥∥∥∥L


λ1/λ

MC
1

λ2/λ
MC
2

...
λp/λ

MC
p


∥∥∥∥∥∥∥∥∥

2

or PTUnfold(λ) = ∥L(λ− λMC)∥2,

where L is usually the discretized second derivative (also other choices possible)

2 Expectation-maximization iteration with early stopping (D’Agostini, 1995):

λ
(t+1)
j =

λ
(t)
j∑n

i=1 Ki,j

n∑
i=1

Ki,jyi∑p
k=1 Ki,kλ

(t)
k

, with λ(0) = λMC

All these methods typically regularize by biasing towards a MC ansatz λMC

Regularization strength controlled by the choice of δ in Tikhonov or by the number of
iterations in D’Agostini

Uncertainty quantification:
[
λi , λi

]
=

[
λ̂i − z1−α/2

√
v̂ar

(
λ̂i

)
, λ̂i + z1−α/2

√
v̂ar

(
λ̂i

) ]
,

with v̂ar
(
λ̂i

)
estimated using error propagation or resampling
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Coverage as a function of τ =
√
δ

Tau (regularization strength)
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Figure: Coverage at the right peak of a bimodal density
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Interval lengths, λMC = 0
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Histograms, coverage and interval lengths when λMC ̸= 0
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Coverage study from Kuusela (2016)

Method Coverage at t = 0 Mean length

BC (data) 0.932 (0.915, 0.947) 0.079 (0.077, 0.081)
BC (oracle) 0.937 (0.920, 0.951) 0.064 (0.064, 0.064)
US (data) 0.933 (0.916, 0.948) 0.091 (0.087, 0.095)
US (oracle) 0.949 (0.933, 0.962) 0.070 (0.070, 0.070)
MMLE 0.478 (0.447, 0.509) 0.030 (0.030, 0.030)
MISE 0.359 (0.329, 0.390) 0.028
Unregularized 0.952 (0.937, 0.964) 40316

BC = iterative bias-correction
US = undersmoothing
MMLE = choose δ to maximize the marginal likelihood

MISE = choose δ to minimize the mean integrated squared error
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UQ in inverse problems is challenging
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Fine bins, standard approach, perturbed MC, 4 realizations
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Wide bins via fine bins, perturbed MC, 4 realizations
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