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Preliminaries
IEEE Floating-Point



Evolution of Peak Performance
Leveraging High Performance and Energy-Efficient Hardware for Higher Precision

ωArchitectures will have to accommodate both AI 
and scientific computing even as the fields 
become increasingly intertwined1

ωCan we leverage reduced precision tensor cores 
to:

ωAccelerated mixed-precision algorithms?

ωEmulate FP64 and FP32 matrix multiplies without 
sacrificing accuracy for a performance gain?

ωCan we realize the higher perf/Watt gain for 
a wide range of applications?

ωCan we do this in a non-intrusive way (i.e., 
not require any code changes)?

1 Hardware Trends Impacting Floating-Point Computations In Scientific Applications https://arxiv.org/abs/2411.12090

1

10

100

1000

10000

Volta (V100) Ampere (A100) Hopper (H200) Blackwell (B200)

P
e
r
f
o
r
m
a
n
c
e
 
i
n
 
T
F
L
O
P

/s
 
o
r
 
T
O
P

/s

Hardware Evolution for Mixed-Precision Support

FP64 FP64 Tensor FP32 FP16 Tensor

BF16 Tensor FP8 Tensor INT8 Tensor FP4 Tensor

112.5X

28X

https://arxiv.org/abs/2411.12090


Historical Perspective on Emulation
The evolution of floating-point (FP) computation

Simulated floating-point 
arithmetic utilizing fixed-
point representations 

IBM 701 Speedcoding System

1950s

IBM Hexadecimal FP Cray FP

Diversity in representations

1960s-70s
IEEE 754
Standardization of FP

1985

FPU Coprocessor

Intel 8087

1980
Integrated FPU

Intel i486

1989 GPU Tensor Cores introduced for 
for reduced & mixed-precision

FP16, BF16, TF32, FP8, 
NVFP4, MXFP8

2017+

FP emulation returns (e.g., 
Ozaki-I & II)

GPU Tensor Cores Accelerated 
Matrix Multiplication using AI 
FP types

Today
GPUs with programmable 
shaders

NVIDIA GeForce3

2001



Emulation Methods for Matrix Multiplication

ωFP32 using BF16 Tensor Cores1

ωTested for accuracy and performance impact in:

ωWeather, quantum circuit and condensed matter simulations

ωDense Linear Algebra (QR, LU)

ωUses 9 inner matrix multiplies in BF16 (BF16x9)

ωReleased with CUDA 12.9 for Blackwell GPUs

ωFP64 using INT8 Tensor Cores 2

ωComing soon for Ampere, Ada, Hopper, and Blackwell GPUs

ωBeing tested for accuracy and performance impact in:

ÁMaterials Science, Electronic Structure

ÁMolecular Dynamics, Computational Chemistry

ÁHPL, Dense Linear Algebra (QR, LU)

ÁUses a variable number of inner matrix multiplies in INT8

1 https://arxiv.org/pdf/2203.03341 and  https:// arxiv.org/pdf/1904.06376
2 https://arxiv.org/abs/2306.11975 and https://arxiv.org/abs/2409.13313
See GTC Session Energy-Efficient Supercomputing Through Tensor Core-Accelerated Mixed-Precision Computing and Floating-Point Emulation [S71487]
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Productization of Emulation for Matrix Multiplications 
Single- and Double-Precision Matrix Multiplications 

ωInitial release with cuBLAS as an opt-in

ωIf you opt-in it will also apply to libraries that depend on 
cuBLAS where applicable

ωEnvironment variables and new APIs allow full control of 
emulation parameters

ωCUBLAS_EMULATE_SINGLE_PRECISION=1|0

ωcublasEmulationStrategy_t

ωSafeguards are in place to fallback to native HW-based 
kernels to guarantee results are always correct and corner 
cases are handled

ωSingle-precision (FP32) 

ωPublicly released with CUDA 12.9 May 2025

ωDouble-precision (FP64)

ωFirst with Ozaki-I method

ωRelease planned for second half of 2025

ωFuture releases will

ωAdd opt-in through other libraries

ωAfter enough exposure will switch to opt-out

cuBLAS
ÅFP32 I/O Real & Complex: 
ÅSGEMM/CGEMM
ÅFP64 I/O Real & Complex:
ÅDGEMM/ZGEMM

cuDSS1
ÅFP64 APIs

cuSOLVER
ÅFP32 & FP64 LAPACK 
APIs Using BLAS Level 3

cuTENSOR2

Tensor Contractions
ÅFP32 I/O Real & Complex
ÅFP64 I/O Real & Complex

cuQuantum/ 
cuTensorNet

1. Direct Sparse Solvers will mostly benefit on non-100 class GPUs.
2. Initial emulation support in cuTENSOR will initially accelerate very large contractions on Blackwell and newer GPU architectures.
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Device Extension Libraries & Emulation
Bringing advanced MathDx capabilities to ease writing high-performance 
emulation kernels in C++ and Python



Breaking Down the Compute Stack
Example using an application that relies on a sparse direct solver

Compiler Stack

Kernel Authoring

Device Libraries

Domain-Specific Libraries

SDKs

Frameworks & Applications

Host Runtimes & Tools

Accelerated Libraries

Communication Libraries

PTX

NVVM / LLVM

CUDA C++

cuBLASDx CuTe

cuBLAS

cuDSS

Application



Device Extension Math Libraries
Maximum Flexibility of CUDA with Library Productivity

ωCUDA kernels require handling CUDA memory and thread 

hierarchy

ωDevice Extension APIs provide configurable building blocks, with 

no call overhead for use in user CUDA kernel

ωC++ and Python support

ωCurrently available: 

ωcuFFTDx

ωcuBLASDx

ωcuSOLVERDx

ωcuRANDDx

ωnvCOMPDx

CUDA Kernel

Global Memory Shared 
Memory

Load

Store

Dx:GEMM

User Code

Dx:FFT

User Code

User Code

User Code: 

Custom Ops for FFTs or 

activations for GEMM



nvmath-python
Reimagining math libraries for the Python ecosystem

nvmath-python

Core math 
operations

Intuitive host 
APIs

Host APIs 
with device 
callbacks

Device APIs

Python JIT machinery

NVIDIA CUDA Math Libraries NVIDIA Performance Libraries for Grace CPU

BLAS FFT TENSOR SPARSE ScaLAPACK

Intel MKL for x86

BLAS FFT Sparse BLAS ScaLAPACK

Peak GPU performance from native math libraries Consistent CPU experience and productivity

User Application

nvmath-python low -level Python bindings

Interoperability with core 
tensor libraries

FP64

FP32

FP16

BF16

FP8

MXFP8

TF32Rich FP compute & 
storage types support for 

AI and scientific 
applications 

@wp.kernel
def  custom_kernel ( signal : wp.array2d( dtype =wp.vec2d)):
 ƛ

  # Forward FFT ( inplace ) on the tile.
  wp.tile_fft ( signal_tile )

 ƛ
 

NVIDIA Warp

cuda.program cuda.linkercuda.core

NVRTC nvJITLink

Powerful JIT compiler stack

Pythonic programming models for custom kernel writers

@cuda.jit ( link =FFT.files)
def  custom_kernel ( signal  : cp.array ) :
 ƛ
  # Forward FFT ( inplace ).
  FFT(signal_rmem , shared_mem)

 ƛ

numba-cuda

import  torch
import  nvmath

a = torch. rand ( m, k)
b = torch. rand ( k, n)

result  = nvmath.linalg.advanced. matmul( a, b)

Stateless API Stateful API

Stateless APIs for convenience, stateful for peak performance

import  torch
import  nvmath

a = torch. rand ( m, k)
b = torch. rand ( k, n)

with  nvmath.linalg.advanced. Matmul( a, b) as mm:
  mm. plan ()
  result  = mm. execute ()



Floating-Point Emulation Using nvmath-python and Numba
GEMM emulation using INT8 tensor-core IMMA accessible through nvmath-python

nvmath-python

numba-cuda 
SIMT

Host APIs
Host APIs 

with device 
callbacks

Device APIs

Thanks to NVIDIA MathDx, developers can easily 
write high-performance numerical kernels in C++. 

Now nvmath-python brings the MathDx goodness 
to Python so that users can write high-performance 

kernels using numba-cuda

https://arxiv.org/pdf/2306.11975 

https://arxiv.org/pdf/2306.11975
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Floating-Point Emulation Using nvmath-python and Numba
GEMM emulation using INT8 tensor-core IMMA accessible through nvmath-python

nvmath-python

Host APIs
Host APIs 

with device 
callbacks

C++ Python

LOC

3K
0.5K

numba-cuda 
SIMT

Device APIs

Thanks to NVIDIA MathDx, developers can easily 
write high-performance numerical kernels in C++ . 
Now nvmath-python brings the MathDx goodness 
to Python so that users can write high-performance 

kernels using numba-cuda

https://arxiv.org/pdf/2306.11975


Floating-Point Emulation Using nvmath-python and Numba
GEMM emulation performance* using INT8 tensor-core IMMA accessible through nvmath-python

(*) Preliminary data, subject to change.
(**) cuBLAS DGEMM w/ Emulation not yet released

https://github.com/NVIDIA/CUDALibrarySamples/tree/master/MathDx/cuBLASDx/16_dgemm_emulation 

https://github.com/NVIDIA/nvmath-python/blob/main/examples/device/cublasdx_fp64_emulation.py 

C++ Python

m=n=k=8192 problem size for Cmn=AmkBkn

C++ Python

Dx Samples
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FP32 Matrix Multiplication Emulation in cuBLAS



SGEMM Emulation Using the BF16x9 Method
A High-level Overview of SGEMM using bfloat16 Tensor Cores

ωRepresent each FP32 exactly 
as three bf16 scaled values 
using CUDA cores

ωMultiply decomposed matrices 
using Tensor Cores. Leverages 
.ƭŀŎƪǿŜƭƭΩǎ ŦǳǎŜŘ ǎŎŀƭŜ-
multiply instructions

ωInputs are bf16, outputs are 
FP32

ωAccumulate dot product terms 
from small to large 
magnitudes

ωThis is merged with step 2 in 
practice. 

Step 1: Slicing Step 2: Outer product Step 3: Reduction



FP32 Emulation Numerical Studies and Performance
Shorter data types are faster and more energy efficient

ωWe have performed detailed accuracy studies validating FP32 
emulation using BF16 tensor cores1

ωNumerical corner cases investigation and comparison to other methods 
such as TF32-based emulation

ωResults validated through three different applications

ωOn Blackwell architecture GPUs, data shows we can realize the 
expected performance gains

Weat her Forecast ing Quant um Comput ing Condensed Mat t er Physics

[1] .ŀȅǊŀƪǘŀǊΣ Ŝǘ ŀƭΦΣ L{/Ωно It/ ƻƴ IŜǘŜǊƻƎŜƴŜƻǳǎ IŀǊŘǿŀǊŜ όIоύ ²ƻǊƪǎƘƻǇ 
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ωUp to 2.3xfor QR (shown here) and LU vs. Hopper

ωComing soon in cuSOLVERDn and cuSOLVERMp

cuSOLVER FP32 Emulation on Blackwell B200
Leveraging Emulation for Compute-Bound Linear Algebra Routines

Energy-Efficient Supercomputing Through Tensor Core-Accelerated Mixed-Precision Computing and Floating-Point Emulation [S71487]

cuSOLVERDn QR Factorization
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FP32 Matrix Multiplication Emulation in cuBLAS



Preliminaries
Aligning exponents of floating-point numbers


