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Some Background

The Level-1 Trigger System (L1T) at the CMS Experiment

1Al H 1 O\
e Deterministic latency R racking oo
i i 370 FPGAsy 174 FPGAs 96 FPGAs
e <1 ps for individual algorithms 'y 3
| 5us i
e ML algorithms are being explored and | e J 2

—

Detector
Frontend

has been deployed :
| : e ! — J 750 kHz
. . | Global Trigger
e Baseline methods: conventional y [ 24 FPGAS Jeticcept :
: . . (2.5us HL-LHC CMS Level 1 Trigger Y, To D'gflwa\?(l‘rléam
guantization aware training, deployment

via direct logic mapping (i.e., for loop
unrolling) in hls4ml with Vitis HLS

Schematic of the proposed CMS L1T for the
future High-Luminosity LHC upgrade.
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Example Usecase

8-layer MLP VAE with VICREG preprocessor

e Only two combinational blocks

o All logics are unrolled
o No register allowed

e DSPs are not useful here:

o If all dense, this one needs ~2289
DSPs for all mul-accum ops

->We need specific ways to optimize for
networks with similar requirements.
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Key Motivations

For unrolled computation graph, uniform quantization is not optimal
e The operations no longer share the same PE

Issue: The current methods support heterogeneous quantization only at tensor level.
e Not useful for unrolled models: the operations happen in parallel on different PEs.

Solution: Allow different bitwidth for different weights/activations.

e New Issue: This creates a huge search space for bitwidths (same as O(#weights)),
and the current methods are not efficient enough to explore it.

e Solution: differentiable quantization method to optimize the bitwidth also via gradient
descent along with the weights.
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High Granularity Quantization
Proposed Method

We propose High Granularity Quantization (HGQ), a method and codesign framework
that assigns an independent learnable bitwidth to every weight and activation

Pruning

Pruning is included naturally as 0-bit the case and unified with the quantization process.

HGQ: High Granularity Quantization for Real-time Neural Networks on FPGAs [FPGA'26]
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Differentiable Quantization

Let x, be a fixed point number with sign s, i integer bits (ex. sign), and f fractional
bits: z, = quant(x, s,7, f) =z + 6.

55 IS available from backpropagation where L is the loss, we need onIy f and %.

The quantization error 0 come from two sources: 1. rounding and 2.clamping/overflow.

For rounding, assume the error d ¢ is uniform: 6y ~ U(—27/71,27/71) and loss is
insensitive to the direction of the error L(x,d¢) ~ L(z, [d¢|).

Using an alternative form of the finite difference approximation 2o ~ In £ 64,

of 07|
With mean-field approximation, we replace the first term by its expectation In 2, and we
have 2L ~1n2-§
ave 3f 1l f-
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Differentiable quantization

For the overflow part, the overflow mode matters:

e For "saturation" (clamp-like) quantization, we direct consider the value of the clamping
point as the value of x when overflow happens.

o i.e., direct autodifferentiation on clamp(zx, —2¢, 2" — 2_f)

e For "wrap-around" (dropping MSBs) quantization, the actual quantization error is too
noisy to be useful. We instead trace the number of bits needed to represent the any
seen value during training to prevent overflow statically.

Together, we have the surrogate gradient for the bitwidths directly derived from the loss.
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Differentiable Resource Surrogate

To enable the optimization of bitwidths, we need also a differentiable surrogate for the
resource usage estimation on FPGAs.

e differentiable — trainable hardware cost

Bit-Operations (BOPs) is a common metric to estimate the resource usage. However, it is
not accurate for unrolled models on FPGAs.

We proposed Effective Bit Operations (EBOPs) as a better surrogate for FPGA
resource usage estimation:

EBOPs = » b;-b;+ » max(b;,b;)
iajEM i,jEA

L = Loiginal + 8+ EBOPs + - )~ bitwidths

The second term is for regularization of parameters not involved in EBOPs, i.e., preventing them to grow unboundedly and cause numerical issues
during training. In general, ~y of ~ 108 is sufficient.
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Effective Bit Operations as Resource Estimation Metric

LUT

Empirical formulas for Xilinx UltraScale+ FPGAs:

e LUTSs = exp(0.985 - log(EBOPs))

i y |
- rd
e The coefficients is expected to change for 0 /»/ 1
different FPGA families. el "

For the Constant-Matrix-Vector-Multiplication (CMVM) €, [
dominant models, EBOPs is also found to be a good .,
resource estimation metric. 2o

EBOPs can be extended for other operations, such as *°
table-lookups for LUT-based models. 0="20% -20% 0%

20% 40%
LUTtrue - I-UTpred

The SVHN samples used includes FIFOs uncounted in EBOPs, which explains the outliers.

HGQ-LUT = FCCM 2026

LUTtrue

1 B HLF JSC OpenML

HLF JSC CERNBox

.| WM SVHN

B Muon Tracking

| I PLF JSC 32P3F

Il PLF JSC 32P16F

{ W PLF JSC 64P16F



LUT-based Arithmetic

e Quantization w/ distributed arithmetic: Lower the precision, shift-add-based
distributed arithmetic for matmul-based layers

o Underutilizes: each 3:2 or 3:1 compressor uses ~1 LUT
m after dedicated CARRY8 (Xilinx) or full adder (Altera)

o LUTG6 is not fully utilized
o LUT-aware approaches: Directly map logic functions to LUTs

o Better aligned with the current LUT-heavy FPGA fabric

o Generic n:m functions are efficiently implementable with LUT primitives
® if n >= smallest fracturable LUT size (e.qg., 5 for newer Xilinx FPGAs or 4 for Altera FPGASs)

o Demonstrated efficiency in prior works

HGQ-LUT: Fast LUT-Aware Training and Efficient Architectures for DNN Inference [FCCM'26]
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Challenges in Existing LAT Methods

Slow in training

Order of magnitudes slower than standard matmul-based QAT due to mem access

Limited to simple multi-layer perceptron (MLPSs)

Due to slowness and instability

Uniform Table Sizes / Manual Bitwidth Configuration

Per-layer, manual configuration of LUT table sizes (i.e., bitwidths for i/0) are still required
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Fast LUT-Aware Training on GPUs

Relax an MLP (activation at inputs): (biased) multiplication — Logic-LUT (L-LUT) function:

wa D (af ) 460 ZL LUT,;(a!"")

As this is a strict relaxation of the MLP, universal approximation theorem applies.
Implement each L-LUT;; as a 2-layer MLP:

l+1 () () () ()
Z ¢ (a W jiq T bO]zd) Wysiqg + b1;

The operation is then representable as einsums operations that are vectorized and highly
optimized for GPU.
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Differentiable Quantization for LUTs

Approximated X-LUT primitive per m — n bit L-LUT:

e When F7/8/9 sufficiently covers mux ops for combining tables
2m—X x m, m>Y

LUTsL Lyt =

Y is the smallest fracturable LUT size (e.g., 5 for newer Xilinx FPGAS)
This enters the EBOPs differentiable resource surrogate in HGQ:

L = Lorigina + 8- EBOPs + v ) _ bitwidths
m and n of each individual L-LUT are individually quantized with HGQ

e Differentiable quantization, pruning automatically included (m = 0 or n = 0)

HGQ-LUT = FCCM 2026 13/24



Workflow: HGQ2 — dadml

e Support for all operations in da4ml
o Any combination of matmul-based and LUT-based layers in one model

e Full RTL verification

Model Definition&Training Symbolic Tracer
Other layers or All operations lowered to DAIS
LUT-Layers operations L-LUTs are instantiated here

duloenyal uonesado

&{>( Fast Emulation ] G

| [_Fake quantization based | da4ml IR (DAIS)
Operation

[ Bit-Exact Emulation
(DAIS: Interpreter-based ] L'Ifl,JTs
|[RTL: GHDL andJor verilator] Eu o
Q addr0,1| dtype
\_
Output G
[ tcl/Makefile ] <:| Pipelining/retiming
scripts Heuristic Based

DAIS in SSA Form

1/0 Config ’

Metadata

[ RTL/HLS Source

dad4ml: Distributed Arithmetic for Real-time Neural Networks on FPGAs [TRETS'25]
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Workflow: HGQ2 — hls4ml

Most operations except the LUT-based ones are supported in hls4ml

Synthesis
Place & Route

@ — g D—® 0 RT L
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his 4 ml_y| caapre |—3
o HLS Backends
The CMVM based models are implemented with optimized adder trees; heterogeneous
bitwidths can be fully utilized for resource saving.

e LUT-layers not supported in hls4ml, da4ml -only for now

hls4ml: A Flexible, Open-Source Platform for Deep Learning Acceleration on Reconfigurable Hardware [TRETS'26]
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Results - Training Speed

> X d
HGQ-LUT is more than 100 times faster than HGQ-LUT —=e

previous SOTA LAT methods per batch NLA -
e number of steps required is similar KANELE —
e vectorized implementation / Regular HGQ =
MLP Baselines ]
memory access Keras -

e MLP baselines are wider and deeper | 160 — 161 — 162

Training time: t/batch (ms)

e Higher than MLP with same dimensions
o But HGQ-LUT can use lower dimensionality in general

o Tradeoff for higher efficiency and lower latency at inference
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Results: Bit-width obtained

When applying HGQ at per-parameter level, the resultant bitwidth is usually a very sparse
and peaked at 0/1 bit (pruned/powers-of-two):
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Higher bitwidths are associated with better performance in general
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Results: Bit-width obtained

When applying HGQ at per-parameter level, the resultant bitwidth is usually a very sparse
and peaked at 0/1 bit (pruned/powers-of-two):
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Higher bitwidths are associated with better performance in general
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Results - JSC High Level Feature (HLF)

16-feature classification task for LHC physics trigger
CERNBox
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e HGQ-LUT achieves pareto improvement over all previous works
o 1/3x resource to HGQ/NLA for same accuracy
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e Corrected biased comparison in NLA, partially for KANELE. See paper for details.
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Results - Thin Gap Chambers (TGC) Track Regression

Charged particle angle regression

e Hybrid architecture
o 1-bit feature gathering in conventional blocks
o Dense MLP replaced with L-LUTs
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e 3/4x LUTs, 1/3x to HGQ latency for same
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Results - JSC Particle Level Feature (PLF)

Particle level classification

Sequence length: 32, 16 features each
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Results - JSC Particle Level Feature (PLF)

Particle level classification

PLF JSC (3 features)

Implementation Particles | Accuracy T Latency [cycles] LUT DSP FF Fmax[MHz] 1I [cycles]
HGQ (GNN) 32 79.2% 24 (108.8 ns) 159,238 0 91,027 220.5 1
HGQ (GNN) 32 78.5% 20 (72.3 ns) 80,618 0 42,101 276.5 1
QKeras, DS [MLST’24] 32 < 75.9% 26 (130 ns) 903,284 434 358,754 ~ 200 2
QKeras, GNN [MLST’24] 32 < 75.8% 32 (160 ns) 1,162,104 2,120 761,061 ~ 200 3
PLF JSC (16 features)

Implementation Particles | Accuracy T Latency [cycles] (A)LUT DSP FF Fmax[MHz] 1I [cycles]
HGQ (GNN) 64 82.4% 26 (122.5 ns) 244,515 0 112,993 212.2 1
HGQ (GNN) 64 80.7% 9 (45.0 ns) 53,546 0 13,629 199.9 1
HGQ (GNN) 32 81.5% 26(119.8ns) 238,255 0 116,039 217.1 1
HGQ (GNN) 32 80.2% 9 (45.5 ns) 48,343 0 10,012 197.7 1
GNN U4 (TECS’24) 50 80.9% 130 (650 ns) 855k 8,945 201k ~ 200 100
GNN U5 (TECS’24) 50 81.2% 181 (905 ns) 815k 8,986 189k ~ 200 150
GNN J4 (TECS’24) 30 78.4% 58 (290 ns) 865k 8,776 138k ~ 200 30
GNN J5 (TECS’24) 30 79.9% 181 (905 ns) 911k 9,833 158k ~ 200 150
GNN (FPL’ZZ) 50 80.4% 2132 (10660 ns) 1515k 12,284 533k ~ 200 650
GNN (FPL’ZZ) 30 78.7% 382 (1910 ns) 1158k 11,504 246k ~ 200 400

JEDI-linear: Fast and Efficient Graph Neural Networks for Jet Tagging on FPGAs [FPT'25]
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Results - Drift Chamber Particle Identification

Input: (20,) / clock

Event counting over waveform for particle identification 2 R oo
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e 6813 LUTs, 1 DSP, Fmax=122.1 MHz, [I=151 (UltraScale+) ”[} 4]
e Better than classical baseline and fits in budget (10k LUTS) @ =17
o Experimental eFPGA target (OpenFPGA stack) ' it
| . ]
2.5us HL-LHC CMS Level 1 Trigger

HGQ-LUT = FCCM 2026 23 /24




Conclusion

e Proposed HGQ-LUT, an efficient LAT method
o 100x faster than previous SOTA

o SOTA accuracy-resource trade-offs on multiple real-world benchmarks
e Novel mixed LAT + Distributed Arithmetic: more complex networks
e Automatic table-size tuning with HGQ, no manual configuration

e Open Sourced packages (LGPL-3.0)
o Full integration in HGQ2 and da4ml

o end-to-end workflow from training to RTL generation and verification

e Looking forward for applications beyond physics
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