
Accelerating Data: 
Lossless Compression for HPC, Datacenter, 

AI, and Scientific Data Pipelines

Calliope-Louisa Sotiropoulou, PhD
Sales Engineer and Product Manager
FDF 2026 27-29 May 2026 www.cast-inc.com



FDF’26 — Lossless Data Compression |  1



►Past: processing capacity 
Today: data movement
• Memory bandwidth limitations

• Storage bottlenecks
- Cost and volume but now also availability → 

Western Digital complete 2026 production is already sold out

• PCIe and Ethernet/interconnect congestion
- Congestion under continuous high-rate workloads and high network traffic

• GPU and accelerator starvation

►Particularly important in FPGA-based systems
• on-chip memory and external interfaces balance against resources and power

The Real Bottleneck 
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►Enables exact data reconstruction with zero information loss

►No impact on AI accuracy or scientific precision

►Reduces storage and bandwidth requirements
• Even a 2:1 compression ratio means a 50% cost reduction  

►Multiplies effective bandwidth
• 2:1 compression ratio gives a 100Gbps link a 200Gbps effective BW

Lossless Data Compression: Why?
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►A method of reducing the size of a data file or stream so that the original 
data can be fully and perfectly reconstructed 

► Two-step operation
1. Identifying and eliminating 

redundancies 

Lossless Data Compression

|  4

2. Encoding
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Algorithm Compression Ratio Latency Speed
Search algorithm/

Encoding

GZIP/Dynamic High ↑ High ↑ Moderate LZ77/Huffman

GZIP/Static Moderate Moderate Moderate LZ77/Huffman

LZ4 Low ↓ Low ↓ High ↑
LZ77/

Dictionary based

Zstd High ↑ High ↑ Moderate LZ77/FSE/Huffman

Snappy Low ↓ Low ↓ High ↑ LZ77/Literal

Lossless Compression 
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With Software 



►Software is flexible, but:
• It creates a high CPU load
• It scales poorly, especially with the high throughput of today’s 

applications
• It has unpredictable latency

►Hardware:
• It offers deterministic performance: latency, throughput, power
• It scales to multi-Gbps throughput
• It consumes less power
• It is real-time ready

Why Hardware Instead of Software?
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Algorithm Compression Ratio Latency Resources
Search algorithm/

Encoding

GZIP/Dynamic High ↑ High  ↑ High ↑ LZ77/Huffman

GZIP/Static Moderate Low↓ Low ↓ LZ77/Huffman

LZ4 Low ↓ Low ↓ Low ↓
LZ77/

Dictionary based

Zstd High ↑ High  ↑ High ↑ LZ77/FSE/Huffman

Snappy Low ↓ Low↓ Low ↓ LZ77/Literal
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► Is this enough to choose? 

No, depends on the data set, type and size!

It also depends on the algorithm configuration

Lossless Compression 
With Hardware 



Silesia Corpus Aggregate CR
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►Gzip with Dynamic Huffman 
has the higher aggregate CR

►Zstd and Gzip with Static 
Huffman have similar CR

►LZ4 and Snappy have the 
lowest compression ratio

https://sun.aei.polsl.pl/~sdeor/index.php?page=silesia

• n is the number of files (or data blocks)
• originali is the original size of the i-th file
• compressedi is the compressed size of the i-th file  

𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝐶𝑜𝑚𝑝𝑟𝑒𝑠𝑠𝑖𝑜𝑛 𝑅𝑎𝑡𝑖𝑜 =
σ𝑖=1

𝑛 𝑜𝑟𝑖𝑔𝑖𝑛𝑎𝑙𝑖

σ𝑖=1
𝑛 𝑐𝑜𝑚𝑝𝑟𝑒𝑠𝑠𝑒𝑑𝑖

https://sun.aei.polsl.pl/~sdeor/index.php?page=silesia


But what about HW?
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►A high-throughput HW instantiation will require 
multiple cores

►The cost in memory resources of using a big history 
window is high, especially when it is combined with 
Dynamic Huffman calculation 

►A good strategy is to limit the search to a smaller 
window 



►Limiting the history 
window has a smaller 
impact on lower CR 
algorithms

►It is a compromise 
between availability 
of resources and 
required CR

Optimizing Memory Size
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►Several applications limit the 
files/blocks to a specific size 
• e.g. 4kB for data centers where 

file paging is often used

►For a smaller file sizes, reducing 
the history window has a 
smaller impact

►The history window can be less than 
half the size of the target input file size 
without compromising the CR

Limiting the File/Block Size
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► Inline Ethernet compression

• Between memory/storage and MACs

► PCIe and NVMe acceleration

• PCIe Gen4 → ~32 GB/s, PCIe Gen6 → ~128 GB/s

• Traditional SATA SSDs max out around 550 MB/s. 
Modern NVMe SSDs can reach 7–14 GB/s per drive

► DDR/HBM bandwidth reduction

• Fewer accesses to the memory → Significant power reduction

► Sensor and acquisition pipelines

• To reduce data traffic/BW

In most cases the Software Layer doesn’t even need to know that compression exists

FPGA Compression IP: 
Natural Integration into Modern Data Paths
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► Latency vs compression ratio

• Higher compression ratio algorithms/implementations produce systems with higher 
latencies (thousands of clock cycles)

• A lower compression ratio algorithm has significantly lower latency (tens of clock cycles)

► Throughput vs FPGA resource usage

• Higher throughput → More FPGA resources → Approximately linear size growth

► Power efficiency considerations

• Increase resources or clock speed to improve performance?

► Choosing the right algorithm for the workload

• Lossless data compression efficiency is always data dependent

Key Design Tradeoffs
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CAST’s portfolio can cover all developer requirements:

► Low latency cores with limited resources usage 
→ GZIP with Static Huffman, LZ4, Snappy

• Latency of a few tens clock cycles even for high throughput 
configurations 

►High Compression Ratio Cores → 
GZIP with Dynamic Huffman tables, Zstd

►Combinations of the above configurations

All cores can reach >100Gbps on FPGA devices (much higher on the 
latest generation of boards) and >400Gbps on ASICs

Considering Lossless Data 
Compression IP Cores
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Core Device Throughput Logic Resources Memory
Latency (FIFO – 

cycles)

ZipAccel-C
Dynamic Huffman

ALVEO-U200 100Gbps ~660KLUTs ~1400BRAMs ~12,000

ZipAccel-C
Static Huffman

VUP/Versal 100Gbps ~250kLUTs ~440BRAMs ~150

ZipAccel-D
Dynamic Huffman

ALVEO-U200 100Gbps ~450KLUTs ~1000BRAMs ~3000

ZipAccel-D
Static Huffman

VUP/Versal 100Gbps ~80kLUTs ~100BRAMs ~100

Implementation Results – Examples FPGA #1
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►These results are only indicative and the cores are technology-agnostic

►All results are scalable

►Each configuration is design-specific



Core Device Throughput Logic Resources Memory
Latency (FIFO – 

cycles)

LZ4SNP-C Agilex-5 64Gbps ~100kALMs ~310M20Ks ~4500

LZ4SNP-C Artix US+ 64Gbps ~63kLUTs ~95BRAMs ~4500

LZ4SNP-D Agilex-5 64Gbps ~35kALMs ~135M20Ks ~100

LZ4SNP-D Artix US+ 64Gbps ~24kLUTs 0 ~100

Implementation Results – Examples FPGA #2
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►These results are only indicative and the cores are technology-agnostic

►All results are scalable

►Each configuration is design-specific



► Lossless Data Compression is becoming a fundamental part of 
new Embedded Systems because of the latest application trends

► There isn’t a unique solution; every case is different 
based on the system requirements: 
technology, throughput, compression ratio, latency

►High Compression Ratio solutions come at the expense of 
more resources and higher latency

► Ease of integration is fundamental: interfaces, memory access etc.

► The designer must make an educated decision → This is why it is best to rely on experts 
(like CAST ☺)

Takeaways
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What are your Questions?

Contact CAST:

c.sotiropoulou@cast-inc.com

sales@cast-inc.com www.cast-inc.com

For more information: 
https://www.cast-inc.com/compression/lossless-data-compression

Lossless Data Compression is Beneficial 
but Implementing it is Complex:

https://www.cast-inc.com/compression/lossless-data-compression
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