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SY-EPC is CERN’s Electrical Power Converters group.

The group develops and operates electrical power systems for CERN 
accelerators, including high-performance power converters, RF 
power supplies, and embedded real-time control systems.

For this purpose, SY-EPC develops the Function 
Generator/Controller platform (FGC)

FGC2 and FGC3 are currently in operation, while the next-generation 
platform, FGC4, is under development.

These systems regulate power converters with precision down to the 
ppm level.

SY-EPC Power converters
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FGC3 needs a successor. Modular system with many cards, and on them:

• FPGAs (e.g., Spartan 3: Discontinued)

• CPLDs (e.g., XC9572XV: Discontinued) 

• Microcontrollers (e.g., RX610: Discontinued) 

• DSPs (e.g., Texas C672x: Active)

• Discrete electronics

Interconnected with low bandwidth busses.

Very successful and modular platform, but now limited by aging components, 

legacy architectures, and communication bandwidth.

The new platform needs to be based on modern technology and should be able 

to achieve a real-time regulation rate of 100 kHz: only 10 µs time budget!

Where are we now
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The Zynq UltraScale+ looks very attractive for this application:

• Fast processor(s)

• Tight coupling between FPGA and CPUs

• Large FPGA

• Shared memory

• Long product support ahead

Looks like the ideal candidate, until…

The standard CPU→FPGA path burns 10% of the time budget

Zynq Architecture for FGC4: tight integration
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Probing a timer in the PL from the APU core using an FPD port

Multimodal distribution:

• 93.7% of accesses at 590 ns

• 6% @ 690 ns

• 0.18% above 800 ns

• Some accesses lasting up to 1.07 µs

It’s a lot!

We can’t afford to use up to 10% of our time budget for each access.

Zynq Architecture: AXI ports to FPGA
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N = 106

Log scale!



The (obvious) idea: can we DMA the data instead?

“The ACP provides a low-latency path between the PS and the 

accelerators implemented in the PL […]” UG1085 (v2.5)

The ACP (Accelerator Coherency Port) provides: 

• a very short path

• direct access to level 2 cache

ACP comes with its own limitations:

• Only 16B and 64B transaction, aligned to 16B or 64B

• Can get a cache miss! What happens then?

Zynq Architecture: ACP and Caches
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What even is Level 2 cache in a ZynqUS+? 

• Level 1 is local to each core, 32 KB data + 32 KB instruction

• Level 2 is shared for all cores, 1 MB

How long to get data from L2? 

Cache Performance
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Great news!

Inspired by Chips and Cheese

https://chipsandcheese.com/p/arms-cortex-a53-tiny-but-important


How fast can we put the data in the cache with ACP?

Two modes exist: 16B and 64B. Both are reported.

Random access

Most writes take < 100 ns, but 1% takes longer! 

Is this realistic for our application? Not really!

We can pack our data in a tight region

Hitting a fixed address instead, shows much better results

Now 99.99986% of the writes are < 100 ns!

But surely, we can’t fit everything in a 64 B cache line.

ACP Performance
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A small number of cache lines have the same 

performance as one.

Now we start talking about some KB.

Very fast converters will not need a lot of data; bigger 

converters are generally slower and want more data

How local is “local”?
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How do we sync the FPGA and the APU, to time the DMA transfers?

The obvious answer: interrupts, but… how do they perform on the Zynq US+?

How do you even measure the delay of an event across two domains that don’t have common knowledge of 
time?

PS-PL synchronization
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a) PL holds the time

1. Start a timer in the PL at the same time 
as an interrupt

2. Read the timer in the PL from the ISR
(delay) 

b) PS holds the time

1. Start a timer in the PS before triggering 
the IRQ (delay)

2. Read the timer in the PS

No way out?



The two methods are executed in parallel, and the results 

are compatible.

They are both affected by the same systematic error.

Set up a timer to trigger an interrupt every 10 µs, and 

measure the jitter only. No need to access the PL.

Most events sit in a 75 ns window. 

Can’t measure latency with this approach!

But what happens when other things are going on in the SoC?

Interrupt latency

29 May 2026V. Nappi | Latency analysis of the CPU-FPGA interface in the Zynq UltraScale+ SoC 11

N = 106



Ethernet traffic towards a different core, engages the 

interrupt controller and the AXI infrastructure of the SoC

The effect is visible both in the PL access time (upper)

as well as in the interrupt latency (lower), but much 

worse for the interrupts (up to 3 µs!).

A small pause (10 µs – 1 ms) progressively worsens it.

I can’t explain it! Can you? Let’s talk.

Interrupt latency: ethernet traffic
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• FPGA access through the HPMx FPD ports take too long

• Data can be DMA’d directly to L2 cache in less than 100 ns per 64B

• The APU needs about 17 ns per word access time to L2

• Interrupt latency is hard to measure! 

• But a higher bound can be put at 800 ns

• Interrupt latency does not matter that much, if it is constant 

• Interrupt latency is not constant but has about 75 ns jitter (100 ns under load)

• FGC4 will use the Zynq UltraScale+ SoC with this paradigm

Conclusions
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Interrupt jitter: ethernet traffic
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