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Motivation

Variational autoencoder (VAE)
Encoder 
Maps each input into a low-dimensional latent space
Each point is a distribution 𝓝(μ,σ) ⇒ the latent space is regularised

Decoder
Reconstructs the event from its latent space representation

Discriminator
Tries to distinguish between real and reconstructed data
⇒ improves reconstruction

Input variables
(ET, η, ϕ) of 6 leading jets, 4 leading taus, 4 leading muons and ET

miss

Dataset
Proton-proton collisions at √s=13.6 TeV with no particular selection

Input preparation
● Make sure all inputs have the same order of magnitude so that none of 

them is over-represented when computing the loss function
● Remove redundant ϕ coordinate by subtracting ET

miss ϕ

Reconstruction error
● Normalise each object by 1/std(pT) to enhance low-ET reconstruction

(particularly relevant for muons)

Firmware implementation

Preliminary results
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max(ET) cuts on jets, taus, muons and ET
miss to 

remove overlaps and lower the score cut

Very good ET reconstruction for all objects
Good (η, ϕ) reconstruction for leading objects

The ATLAS Level-1 trigger is a 
hardware-based event selection 
system that operates within a 

latency of 2.5 μs

Traditional trigger algorithms are 
based on Physics from existing 

hypotheses

They rely on energy threshold and 
simple kinematic cuts (inv. mass, 
angular distance, total energy…)

Can we use unsupervised machine 
learning to flag “unusual” events?

The VAE can only learn 
events that are common in 
the training dataset,   and 

will struggle to reconstruct 
anomalies or outliers

Which Physics studies 
should be prioritised?

How do we study 
low-energy processes?

What about unknown 
Physics theories?

Latency ≤ 25 ns

FPGA AMD Virtex Ultrascale+ XCVU9P

How do we perform ultra-fast inference?

Small model + quantisation-aware 
training with reduced precision*

In the FPGA, implement only the 
encoder and the latent space
Use the latent space variables μ, log(σ2) 
for signal vs. background discrimination

Can we still use reconstruction 
information?
Use  a DisCo loss term to correlate the 
reconstruction error and the latent space

Avoid complex operations
Input normalisation ⇒ divide by closest 
power of 2 (can be performed as a bitshift)
Anomaly score = μ2 ー log(σ2)

ARTEMIS has been enabled in ATLAS 
for the 2026 data-taking period

A dataset with events uniquely selected by 
ARTEMIS under different pileup conditions 
will be available for R&D studies on anomaly 
detection during LS3

Algorithm deployed in the
Level-1 Topological trigger

*Model trained with 
TensorFlow+QKeras, 

converted to HLS and VHDL 
using hls4ml+Vitis™

Non-negligible fraction of 
unique events selected by 

ARTEMIS with respect to the 
Level-1 (hardware) trigger

The fraction is even larger 
when compared to the 

High-Level (software) trigger

High anomaly scores for 
events that fail the 

“traditional” triggers!

https://twiki.cern.ch/twiki/bin/view/AtlasPublic/CombinedTriggerPublicResults
https://cds.cern.ch/record/2285584
https://arxiv.org/pdf/2001.05310

