
PandA-Bambu Backend for hls4ml

hls4ml tool flow. Teal arrows highlight the Bambu→NanoXplore open-source path.

Deploying neural networks on FPGAs has long required proprietary HLS compilers, making
reproducibility and cost-free access difficult. hls4ml addresses the front end — translating
trained models from Keras, PyTorch or QONNX directly into hardware-ready C++ — but
historically its output fed closed-source tools. PandA-Bambu changes this: an open-source
HLS compiler that transforms hls4ml's C++ output into synthesizable RTL, targeting both
AMD/Xilinx and NanoXplore devices. The backend (F2) applies ~10 optimizer passes over
ac_types HLS C++, producing vendor-neutral RTL routable by either Vivado or Impulse.
Combining hls4ml and PandA-Bambu yields the first end-to-end open-source inference flow,
from floating-point model to RTL — auditable, forkable and free.

Bambu backend internals: ~10 optimizer passes, ac_types HLS C++ with #pragmas, outputting Verilog/VHDL RTL.

VALIDATED WORKLOADS

Workload Vitis · xc7z020 Bambu · xc7z020

W1 jet-MLP (64-32-32-5) ✓ ap_fixed<4,1> · <6,2> · <8,3> ✓ ap_fixed<4,1> · <6,2> · <8,3>

W2 dense sweep N∈{16,24,32,40,48,56,64} ✓ all 7 widths × ap_fixed<4,1> · <6,2> · <8,3> ✓ all 7 widths × ap_fixed<4,1> · <6,2> · <8,3>

W3 ReLU (io_parallel) ✓ ap_fixed<4,1> · <6,2> · <8,3> · <16,6> ✓ ap_fixed<4,1> · <6,2> · <8,3> · <16,6>

W3 softmax (io_parallel) ✓ ap_fixed<16,6> ✓ ap_fixed<16,6>

NanoXplore NG-ULTRA deployment (see bottom right): a shared 3-layer MLP (10→3→5→3, ap_fixed<16,6>) is synthesized via BambuAccelerator in both io_parallel and io_stream modes, producing a bitstream deployed on the NG-ULTRA DevKit. On-board inference is
validated through a COBS-framed UART harness (M0–M6 test milestones). Both designs meet the 40 MHz timing target post-route.

Functional equivalence: All designs csim-verified against the float reference and RTL co-simulated against csim, with no observed divergence across all tested workloads and precisions.

JET-MLP QOR ON XC7Z020

jet-MLP · 4,389 trainable parameters

Bambu and Vitis reflect fundamentally different HLS philosophies. Vitis prioritizes
performance — pipelining keeps latency constant at ~24 cycles across all N —
accepting a 40–45× LUT overhead and up to 7× higher power. Bambu prioritizes
resource efficiency through component reuse: LUT and power scale modestly with
N, while latency grows proportionally. For resource-constrained FPGA
deployments, Bambu's profile is a better fit.

Backend Precision LUT FF DSP BRAM Lat (cycles) Power (mW)

Bambu <4,1> 425 501 5 2 180 110

Vitis <4,1> 18363 9576 5 4 24 814

Bambu <6,2> 742 835 5 2 294 116

Vitis <6,2> 33891 17817 5 4 24 1193

xc7z020, post-impl Vivado, io_parallel. Target clock 10 ns.
Bambu: Latency strategy, memory partition + full unroll, no pipelining.
Vitis: Latency strategy, pipelining enabled, memory partition + loop unroll.

DENSE LAYER WIDTH SWEEP

LUT Latency (cycles)

KEY FINDINGS

Bambu uses 20–40× fewer LUTs than Vitis across
all precisions and N

Vitis holds constant ~24-cycle latency regardless of
N — full pipelining

Power gap up to 7× at N=64, consistent across
precisions

Bambu latency and LUT scale proportionally with
N — reuse-limited

Power (mW)

ACTIVATION MICRO-BENCH

Resource usage (LUT and DSP, log scale, left axis) and latency in cycles (markers, right axis) for ReLU and Softmax on xc7z020, io_parallel. For ReLU, neither backend
requires DSPs, and LUT count grows modestly with precision width. Vitis produces a fully combinational path (0 cycles latency), while Bambu produces designs with 2 cycles

latency. Concerning Softmax, both backends consume 8 DSPs and an identical LUT count, yet Vitis achieves 7-cycle latency against Bambu's 12-cycle latency.

NANOXPLORE NG-ULTRA DEPLOYMENT

BAMBU → NANOXPLORE END-TO-END FLOW

Keras
model → BambuAccelerator

Backend → NanoXplore SoC
Integration IP → FPGA bitstream +

CPU controller

SHARED MODEL — BOTH IO_PARALLEL AND IO_STREAM

10 → 3 → 5 → 3

Both experiments use the same 3-layer MLP (71 parameters, ap_fixed<16,6>), synthesized via
BambuAccelerator and integrated with the NanoXplore SoC IP. io_parallel presents all 10 inputs
simultaneously; io_stream serializes them one element at a time over AXI-Stream. On-board inference is
validated via a COBS-framed UART harness — the io_stream design is ~11× larger in LUTs due to AXI-
Stream FIFO logic, while io_parallel meets timing with larger margin (86 vs 54 MHz).

Interface 4-LUT DFF Carry DSP Freq (MHz) WNS (ns)

io_parallel 1,981 4,407 3,808 0 86.1 13.4

io_stream 22,031 12,417 3,814 0† 54.0 6.5

NG-ULTRA DevKit, post-route Impulse, target 40 MHz, worst-case (0.95 V / 125 °C).
†io_stream uses 5 RF blocks (register-file) for AXI-Stream FIFOs; no dedicated DSPs in either design.
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