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A track streaming streaming MLP, partitioned across AIE-ML and 
programmable logic, run detector-alignment inference faster than a 
PL-only FPGA baseline.
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Detector misalignment biases track reconstruction. 
Correcting it event-by-event, within trigger-latency budgets 
needs heterogeneous compute co-locating vector math 
with deterministic I/O.
- Why now — data rates and pile-up push ML into the 

µs-scale decision path of HEP DAQ.
- Why heterogeneous — separating dense math from I/O 

bounds latency.
- Why Versal — commercial, mature tools; AIE-ML for ML, PL 

for streaming.
Target regime: an ATLAS-style Level-0 trigger runs at a fixed 
~10 µs latency ceiling.

- The original model processes 50 tracks jointly — efficient on 
a GPU, but it exceeds on-device AIE and PL resources.

- Inference is restructured into a track-by-track streaming 
model: the embedding runs once per track; cross-track 
feature mixing is handled by one-track delay buffers 
between solver stages, mapping cleanly to Versal 
compute domains:

- A bit-matched Keras twin enables exact AIE-vs-FPGA 
comparison and direct hls4ml conversion.

runtime-reconfigurable 
threshold averaging, 
deterministic DAQ interface

PL 

all dense layers; high MAC 
density, on-chip cascade 
streams, no host round-trips.

AIE-ML tiles
PetaLinux + XRT for 
orchestration.
Pre-loads weights/biases 
and starts runs; no ML math 
on PS.

PS

Two implementations built and compared on the Versal VEK280:

Fig. 3. Track-by-track streaming dataflow. Each solver mixes the current pipeline value 
with a one-track delayed copy (z⁻¹) from the preceding stage. (A) Heterogeneous 
AIE+PL: dense layers on AIE-ML array, threshold-averaging output on PL. (B) PL-only 
baseline via hls4ml.

Metric AIE + PL PL-ONLY

Latency / track 18.2 µs 40.66 µs

Kernel exec / event 0.91 ms 2.03 ms

PL clock —- 150 MHz

Speed-up 2.2 x 1.0x (ref)

PL baseline clock limited at 150 MHz due to resource 
budget.

Resource AIE + PL PL-ONLY

DSP 0.1% 80.6%

LUT 3.7% 43.1%

FF 1.9% 46.3%

AIE-ML tiles 115 / 304 —-

On-chip power 28.8 W 21.0 W
62%

AIE ARRAY FREE

FOR MULTIPLE INSTANCES

80%
DSP FREED ON

THE PL FABRIC

The plot below quantifies the resulting deviation across all three layers on the 27-dim 
output.

AIE hardware (silicon) Keras fp32 hls4ml ap_fixed<16,6>

Fig. 4. AIE silicon closely tracks the fp32 reference. The hls4ml deviation is dominated by ɑ = 0.125 
approximation

Fig. 5. Dense layers mapped to 103 AIE-ML tiles; "tall" 128-wide matrices split across 
cascaded tiles.

- 64 KB / tile memory cap → split weights, use cascades.
- Initiation interval set by DSPLib + stream width → match 

cascade length to PLIO width.

64 KB/tile cap → split weights, use cascades.

Stream first — several small dense steps beat one giant 
layer; stay on-stream, touch DDR only at the edges.

Export-friendly graphs — no dynamic slicing or odd 
quantisation; pre-slice, keep fixed shapes.

Cap FIFO depths — predictable latency spread.

Match cascade length to PLIO width — initiation interval is 
set by DSPLib + stream width; mismatches stall the 
pipeline.

A reusable Versal AIE-ML + PL pattern delivers deterministic, 
µs-class MLP inference for beam telescope alignment. The 
placement recipe is proven; weights, biases, and the 
averaging threshold are runtime-reconfigurable from the 
host. 

● Built — track-by-track streaming pipeline on VEK280; dense 
layers on AIE-ML, host-reconfigurable averaging in PL.

● Measured — 2.2× lower per-track latency than PL-only; 
115/304 AIE tiles; DSP freed on the fabric.

● Next — optimizations : bus-width, run quantization 
benchmarks
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Design flow. From a single streaming Keras graph, two hardware targets are derived: AIE-ML 
compiles MLP blocks as DSPLib matmul graphs; the PL-only path quantises to ap_fixed<16,6> via 
hls4ml.

Fig. 2. Subset solver based model architecture for predicting misalignment of beam 
telescope

Fig. 1a. Beam telescope and its misalignments 
which are targeted in this use case. 

Fig. 1b. Improvement in hit 
residual after ML application


