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Abstract:  We discuss and contrast SVN vs. Git for FPGA HDL development. Hierarchical designs with multiple repositories are common in large FPGA projects. SVN:Externals provides native hierarchical support with precise submodule references, requiring no plugins or scripting. Git Submodules are 
cumbersome by contrast and require careful cross-repository coordination. More critically, Git clones entire repository histories locally — a major problem for hierarchical designs. For example, a 3-level, 4-submodule-per-level hierarchy yields 21 full repository checkouts. FPGA binary files such as 
bitstreams and build artifacts inflate repositories with every commit but must be version-controlled, since FPGA builds often take hours or days. We discuss Git shallow cloning and Git LFS and show that these provide inferior solutions to SVN. Though not the conventional wisdom, we contend that 
SVN is demonstrably superior to Git for FPGA HDL development. 

SVN Hierarchical Design Methodology Git Problems & Analysis

 Goals: What Good Version Control Must Achieve 
Efficient FPGA HDL development requires good version control. A proper Version 
Control System (VCS) must achieve all of the following: 
•  Archivability — place files in a permanent vault, reliably preserved 
•  Retrievability — recover any specific version on demand, quickly and exactly 
•  File Coherence — retrieved subsystems are mutually compatible 
•  Repeatability — reliably and easily reproduce the full source and binary files 

needed to replicate a system state 
•  Design Reuse — incorporate previously designed modules easily 
•  Modularity — foster the partitioning of designs into tractable modules 
•  Hierarchical Design — integrate and swap subsystems seamlessly 
•  Team Design — promote efficient design by a team of developers  

 
 Team design: Standardized Foundation 
In the Electronics Development Group at TRIUMF, every module is a TRIUMF System Block (TSB), and follows an identical directory layout (Fig. 1), so 
any engineer can navigate any module instantly. Tagging creates named snapshots (t_a_release_001, …) distinct from ongoing commits. Tags are 
immutable by convention; some clients can warn when committing to tag paths, and immutability can be enforced via hooks/permissions, if 
necessary. The naming of tags, for example t_a_release_035, is such that “t” stands for TRIUMF, “a” is a major version (e.g. PCB revision) and then an 
incrementing tag number starting at 001 (here, 035). The sequential nature of the tag naming allows for easy identification of the tags’ chronological 
order. The method provided here is an example, but other hierarchical standardized schemes should follow the same general principles.  

 

 Hierarchical Design via the tsbs/ Directory 
Submodules live under tsbs/ (“TRIUMF System Blocks”), each with the same standardized layout and optionally their own submodules — recursive 
ad infinitum. Assigning tsbs/ entries to different engineers gives clear, non-overlapping ownership.  

 

 
Fig. 2: Multi-level hierarchy organization 

 The Killer Feature: svn:externals 

★  svn:externals — The Feature That Makes It All Work  ★ 
svn:externals is a versioned SVN property that instructs SVN to auto-check out specific tagged revisions of external repositories when the 
parent is checked out. This is a zero cost, zero plugins, fully GUI-operable feature of SVN. 
•  Built into SVN — no extra tools or scripting, requiring trivial training 
•  One SVN checkout materializes the entire hierarchy, recursively 
•  Each submodule pinned to an exact tag — guaranteed reproducibility 
•  Externals are versioned — tagging parent captures exact state of all externals 
•  Changing a version = editing one property field in the TortoiseSVN GUI, or a 

simple command line operation 
• This is not a novel usage of svn:externals, this is exactly their purpose 
• This methodology is used in many FPGA/ASIC design companies and elsewhere 

 
Fig. 3: svn:externals in TortoiseSVN  

 

 Real-World Example: GRIFFIN (Gamma-Ray Infrastructure For Fundamental Investigations of Nuclei) 
Master FPGA board design hierarchy at TRIUMF 

 
Fig. 4: GRIFFIN Master FPGA hierarchy at TRIUMF, all dependencies auto-resolved at checkout. 

 How the Methodology Enables Team Design 
The tsbs/ hierarchy and svn:externals are not merely a technical 
convenience — they are the structural foundation for efficient 
multi-engineer collaboration. The ASIC industry developed these 
practices precisely because teams of thousands of engineers 
across multiple time zones must coordinate without interfering 
with each other. The same principles scale down to small FPGA 
teams at TRIUMF. On the right is an example module hierarchy, 
where some submodules are themselves composed of 
submodules. In the following, we will discuss the team design 
methodology and illustrate its usage in practice at TRIUMF. This 
general methodology is also employed in many ASIC and FPGA 
companies worldwide. 

 
Fig. 5: System partitioning — TOP integrates D+E, D 

integrates A+F, A integrates B+C, E integrates B 
 Step 1: Initial Design Partitioning 
The design process begins with a system-level partitioning meeting (alternatively, the hierarchy is established during the 
development process). The full system is divided into subsystems and ownership is assigned. For example, in a six-engineer team: 
•  Alice: implement module A, integrate modules B and C into it 
•  Bob: implement module B 
•  Charlie: implement module C 
•  Dave: implement module D, integrate modules A and F 
•  Edward: implement module E, integrate module B into it (note: the version of B can be different from that incorporated in A) 
•  Tim: top-level integrator, integrate modules D and E 

Each engineer creates their own SVN repository for their module, sets up the standardized directory structure, and begins 
developing independently. There is no shared mutable trunk — only immutable tagged releases propagate between engineers. 

• Note that it is possible for engineers to work on the same repository, but typically they would work on different 
branches and merge their work into a common trunk periodically. This standard intra-repository methodology is not 
covered in this poster and augments (and is compatible with) the system-level workflow presented here. 

Step 2: Parallel Development via Tagged Releases 
All six engineers work in parallel. As milestones are reached, each engineer creates a new tag. Communication is tag-based: 

Bob → Alice: “Hey Alice, a new version of Module B is ready in tag t_a_release_015” 
Alice → Bob: “Thank you Bob!” — Alice updates her svn:externals to point to t_a_release_015 

Because tags are immutable, Alice knows exactly what she will get. There is no risk of Bob’s ongoing development silently 
breaking her integration. Tagged releases never break modules that are dependent on other tags. 
 Step 3: Problem Solving Propagation Through the Hierarchy 
When a problem is found during integration, its debugging and solution propagates cleanly through the hierarchy via the same 
tag-based protocol: 
•  Dave finds a bug in Alice’s module A (tag t_a_release_034) and reports it via issue tracker 
•  Alice traces the bug to Charlie’s module C (tag t_a_release_067) and reports it to Charlie 
•  Charlie fixes the bug and releases module C tag t_a_release_068 
•  Alice incorporates Charlie’s new tag, and releases module A tag t_a_release_035 
•  Dave incorporates Alice’s new tag, releases a new module D tag, and notifies Tim, who incorporates it into the top level 

The issue tracker (e.g., OpenProject or Redmine, used at TRIUMF and which are free and integrate natively with SVN) records the 
full chain of cause and effect. Every change is traceable from a systems requirement down to a specific RTL commit. Emails are 
avoided — the issue tracker is the authoritative record (emails are an inferior method of recording development progress). 

Key Properties of the Team Design Model
•  Each engineer has exclusive ownership of their module — other engineers cannot accidentally modify it 
•  Updating a submodule is a deliberate, conscious act (editing svn:externals) — never automatic or silent 
•  The top-level integrator can swap any submodule version aggressively without affecting any other team member 
•  Module reuse across projects is trivial: add one svn:externals entry pointing to an existing tag 
•  Heterogeneous systems (e.g. PCBs, FPGAs, embedded Linux, software) can all coexist in one hierarchy, coherently. 
•  The methodology encourages modular self-contained designs — tight coupling between modules is structurally discouraged 
Common Misconception: “This lets other people change my code” 
The opposite is true. The tsbs/ ownership model explicitly assigns each module to one engineer. Others can only reference your 
tagged releases — they cannot modify your working copy or trunk. The methodology actively protects individual ownership while 
enabling team integration. It has been used successfully both at TRIUMF and in semiconductor companies, among others. 

 
Git for Hierarchical FPGA HDL — Problems & Analysis 

 Motivation: Can Git Replace SVN for This Methodology? 
The SVN methodology described above has been running reliably at TRIUMF for years. Pressure has arisen to migrate to Git due to 
widespread adoption of Git-based infrastructure elsewhere in the organization. The central question: can Git replicate the 
svn:externals-based hierarchical design methodology? 

Git Submodules are the nearest analog to svn:externals, but they are not equivalent. They are far more complicated to operate, are 
not as operable from a GUI, require additional scripting to automate, and do not natively pin to tag names — they pin to commit 
hashes that must be manually coordinated across repositories. Some Git operations (e.g., filter-repo/force-push) can modify 
commit hashes and thus invalidate those references, thereby breaking the hierarchy in previous releases. Git Submodules become 
even more complicated to operate in conjunction with mitigations we discuss next concerning shallow cloning and Git LFS. 
Verdict: Git Submodules are not a drop-in replacement for svn:externals. 
 

 Problem 1: Git By Default Uses Full Repository Checkout 
Git is a distributed version control system: every clone contains the complete repository history from the first commit to the 
latest. This is a fundamental architectural decision in Git, though newer Git mechanisms (which we shall discuss later) allow the 
advanced user to partially modify this behavior (albeit to an insufficient degree). 
•  A user checking out a single tagged release still downloads every commit ever made to that repository 
• Every submodule checked out via the Git Submodules paradigm means checkout of the entire repository of every submodule 
• Each such full repository checkout means checking out the data of all the commits ever made to every constituent repository 
• For example, a 3 level/4 submodules-per-level hierarchy means 21 full repositories are checked out via the Git Submodules 

paradigm (1 at top level, 4 at level 2, and 16 at level 3) 
•  In SVN, only the working copy of the requested revision is transferred — no other commits are stored on the client 
•  For text-based software, Git repo sizes are manageable. For FPGA development, this assumption completely breaks down. 

Problem 2: FPGA Binary Files Are Large and Must Be Checked In 
FPGA development generates a large variety of binary outputs. Unlike software, where only source code is checked in and binaries are rebuilt quickly, FPGA 
binaries should be stored in version control because rebuilding them from source files on an as-needed basis is not practical. 
•  A Vivado implementation run (synthesis, placement, routing) for a complex FPGA often takes 4–24 hours or longer 
•  Bitstreams, device checkpoint files (.dcp), netlists, timing reports, and PetaLinux images are all binary 
•  These files are needed for every deploy, debug session, and system regression — recompiling on demand is not feasible 
•  Not checking them in defeats the entire purpose of version control for an FPGA project 

 
Fig. 6a: Treemap of a typical TRIUMF FPGA development directory 

 
Fig. 6b: Breakdown per subdirectory 

Binary files do not compress well and accumulate with every commit. In SVN, repository growth occurs only on the server and does not affect users. In Git, 
every developer’s machine holds the complete history — every binary commit permanently expands disk usage on every workstation. 

At TRIUMF, Git repositories have grown to unusable sizes repeatedly. Engineers have been forced to abandon repositories mid-project (losing all history) or 
to deliberately omit files that should have been checked in. Both practices directly compromise reproducibility of physics results and experimental data. 

Proposed Workaround 1: Shallow Clone (--depth) 
Git’s --depth flag limits cloning to a specified number of recent commits, reducing download size. This sounds like it mimics SVN’s working-copy behavior. 

Apparent Benefit Fatal Drawback 

Reduces disk to near the size of a single commit git log, git blame, git diff with history, git bisect, and other core VCS tools are unavailable. 
Merging into shallow repos is unreliable. A VCS without history is not a true VCS. 

Verdict: Shallow cloning disrupts version control functionality. In many cases it is not a viable workflow for active development. 

Proposed Workaround 2: Git LFS
Git Large File Storage (LFS) offloads large files to a separate server, storing only pointers in the Git repository. 

Fundamental LFS Limitations 
•  Tracking is by file extension or explicit filename only — no size-based automatic tracking 
•  FPGA toolchains (e.g., PetaLinux) generate binary files with non-standard or no extensions — nearly impossible to track exhaustively 
•  LFS must be separately installed, configured, and enabled per user machine and per repository, which is tedious and time-consuming 
•  Any file not tracked by LFS that is larger than, say, ~50 MB will eventually make the repo unusable 
•  A single missed extension (e.g., *.bin, *.elf, *.ub) and one large commit contaminates the repository going forward 
•  Removal of accidentally committed large files from Git history requires git filter-branch or git filter-repo — destructive operations that 

rewrite all subsequent commit hashes, breaking all existing clones 

The Accumulation Problem (Even With Perfect LFS Configuration) 
Assume LFS is perfectly configured but 10 binary files averaging 1 MB each slip through. At 1 commit/day: +3.65 GB/year, +36.5 GB over 10 years. 
The repository becomes unfeasible to clone. This is not a hypothetical — it has occurred multiple times at TRIUMF. 

Claimed Git Advantages — Do They Apply to FPGA Development? 
Git Advantage Reality for FPGA HDL Development 

Superior merging FPGA RTL and binary files should not be automatically merged. As a general rule, during FPGA HDL development all 
merges must be done manually regardless of VCS. Git’s purported merge advantage does not apply. 

Offline / distributed work Negated entirely by Git LFS: LFS files live on a central server, requiring network access. Functionally equivalent to SVN. 

Local commits before push Engineers frequently forget to push local commits, often losing hours of FPGA compilation. This has happened many 
times at TRIUMF.  Immediate server backup (SVN model) is safer for build artifacts. 

Better branching, lots of features FPGA projects rarely require complex branching strategies. Tag-based release management in SVN is sufficient and 
simpler. The vast majority of FPGA engineers are not Git experts and excess Git features are a confusing burden. 

Mitigations, the AI Era, and a Word from Linus 
The Git ecosystem can partially address the issues pertaining to binary files by using partial clones, sparse checkouts, monorepo architectures,  external artifact storage, 
or extensions such as Scalar/VFS, though these mitigations introduce significant additional complexity relative to SVN and hinder modularity and code reuse. 

For teams forced into Git-based infrastructure, git-svn offers a practical escape hatch: SVN remains the authoritative VCS; git-svn interfaces with Git-based workflows. 
The entire svn:externals hierarchy remains intact; Git is relegated to a thin integration layer rather than the primary store. 

AI coding agents such as Claude Code default to Git, but this is a convention, not a hard constraint. Claude Code supports hooks and custom integrations allowing full 
operation with SVN repositories. The default use of Git by AI tools is not a genuine advantage of Git — it is a matter of configuration. Ensuring SVN compatibility in AI 
coding tools is both important and entirely feasible. 

😄  A Word from Linus Torvalds (Google Tech Talk, 2007) 
“If there are any SVN users in the audience, you might want to leave …  I see Subversion as being 
the most pointless project ever started.”  — Linus Torvalds 
Linus, the inventor of Linux and Git, is one of the most consequential software engineers alive — and 
characteristically outspoken. But his objection is rooted in the needs of a massively distributed open source 
software project: thousands of contributors worldwide using text files with no central authority. FPGA 
development is the opposite: a small team, large binary files, long compilation times, deep hierarchical 
dependencies, and strict reproducibility requirements. With all due respect, Linus is simply wrong here — 
perhaps because he has never had to wait 5 hours for a Vivado compilation to finish. 

Conclusions 
•  svn:externals provides automatic, recursive, tag-pinned hierarchical checkout out-of-the-box. It is tailor-made for hierarchical 

team design of FPGAs. Git has no native equivalent and Git Submodules are not an adequate substitute. 
•  SVN’s working-copy model is architecturally correct for FPGA development: binary file growth affects only the server, not 

developer workstations. Opting to omit checking in binary files just to satisfy Git’s limitations is absurd, but is often the case. 
•  Git LFS is a fragile workaround: extension-based tracking is inherently incomplete for FPGA toolchains, and mistakes are often 

unrecoverable without significant remedial actions. Furthermore, Git LFS relies on a central server and negates Git’s biggest 
purported advantage: distributed storage of the entire repo. 

•  Git shallow cloning removes the version control features that make a VCS worth using, hence it is of limited help. 
•  Every claimed Git advantage or mitigation either does not apply to FPGA workflows or is lacking due to Git’s limitations. 

“A version control system should be a force multiplier, not a force decimator.” 
For FPGA HDL development use SVN, tagging, and svn:externals, and do not use Git. 

 

 

 
Fig. 1: Standardized directory 
structure 
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