
 

 

 

 

 

 
 

  

    

 

 

 

 

 

 

 

 

 

 

AI Acceleration on Discrete Dedicated 
Execution Engines  

 

 
Beyond Sequential AI Execution 
 

• Traditional AI engines optimize layer-by-
layer operations and execute sequentially.  

• Dataflow orchestration: layers are pipeline 
stages triggered by data availability.  

• Klepsydra AI implements this dataflow 
orchestration using lock-free pipelining 
across multiple cores.  
 

Offloading AI workloads 
 

• Challenge: Rad-hard CPUs have lower compute 
density than commercial chips. AI workloads 
quickly saturate the main CPU. 

• Offloading: Running AI operations on dedicated 
processing devices frees the CPU and enables 
higher-throughput, lower-latency execution. 

• Trade-off: Despite extra cost and footprint, 
efficient AI orchestration reduces latency and 
boosts resource efficiency. 

 
Designing & Characterising AI Offloading 
 

• Mapping & execution model: Ops are explored under different paradigms, mapped to 
the target device with a defined call interface from the host AI framework. 

• Toolset: Programming tools (C/NML or HDL), simulators, debugger and CPU 
reference models are used to design, verify and validate (V&V) offloaded workloads. 

• Performance characterisation: Selected CNN layers are benchmarked on space-
suitable CPUs, SoC FPGAs and HPDP to measure latency and compare platforms. 
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