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An end-to-end workflow, from candidate ML designs to comparable FPGA implementation and hardware-in-the-loop evidence.
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Try the hls4ml CI/CD Lab
Scan to access the code and try the
workflow in your own CI pipeline.

From Chaos to Comparable FPGA ML Results

FPGA ML experimentation is slow, fragile, and hard to
compare.

This workflow

End-to-End Pipeline
GitLab CI/CD Flow

check
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prepare artifacts

generate
write CI YAML

create jobs

build_model parallel

hls4ml, synth, cosim
impl, bitstream

compare
parse normalized reports

HIL
validate on board

results
publish dashboard

Tool Chain

Model Library model to FPGA Vitis Unified
ZCU102 Run
PYNQ notebook

Dashboard

What Gets Aggregated

Model metadata

HLS reports

Impl. reports

HIL metrics

JSON
one file for all models

with all metrics

HTML
Dashboard

Deployment Trade-offs

Model Selection

Accuracy target
compare model-card accuracy

Resource budget
watch LUT / FF / BRAM / DSP

Real-time target
use latency and throughput

Edge efficiency
focus on energy efficiency

Hardware-in-the-Loop

CI

Stage artifacts

➔ SCP

Copy to ZCU102

➔ RUN

Benchmark on board

➔ JSON

Merge results

To run the lab: ZCU102 with PYNQ · SSH key stored in CI · generated bit/HWH/driver · NumPy test vectors

Inputs
bitstream + .hwh, PYNQ driver, test vectors

Board Run
load overlay · run with profile=True

Measurements
latency · inferences/s · pixels/s · MAE/MSE

Robustness
skip incomplete models · merge board JSON

Example Run Fashion-MNIST · ZCU102
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Each experiment crosses many stages: conversion, HLS, cosim,
implementation, and board execution
Failures often appear late, after hours of tool runtime
Resource limits force many model, quantization, and configuration trials
Evidence is scattered across reports, logs, generated folders, and HIL
outputs
Good decisions need accuracy, resources, timing, power, throughput, and
correctness together

Runs each candidate model as a repeatable CI experiment, with
models built in parallel
Uses the hls4ml Vitis Unified backend to surface key reports at the top
level and parse them automatically
Adds a Hardware-in-the-Loop stage to validate generated bitstreams
on real Xilinx boards
Collects board metrics and produces one dashboard for trade-off
analysis

Key Takeaways
CI turns FPGA ML into repeatable experiments, not one-off tool runs
Each candidate produces one comparable evidence record across model, HLS, implementation, and HIL
Hardware-in-the-loop closes the gap between report estimates and real board behaviour
The dashboard supports deployment trade-offs: accuracy, resources, power, latency, throughput, and energy efficiency

Generated Dashboard


