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Background and Contributions Mixed-Precision QAT and Distributed Arithmetic (DA)
Challenges in CERN Level-1 trigger system: 1. HGQ: Majority of weights < 4 bits, high sparsity and high accuracy.
Conventional interaction-based GNNs for jet tagging suffer from 2. da4ml: Replaces CMVMs with DA adder treef .................. ‘
quaqlratlc complexny, high resource usage and Io.ng latency, A AT N> §1o4: | 122'3 Ig’arliclesl—
making real-time deployment on latency-constrained and resource- ERCRRCD0 Goamiater > _ NS :
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I. Algorithm: Linear-complexity GNN with global context aggregation 01234567
. Bitwidth of:Weights

Il. Efficient hardware: Fine-grained QAT and distributed arithmetic
(DA) reduce resources and latency vaiudation :

® GNN (AICAS'22) m GNN (FPL22) = GNN J4/U4 (TECS'24)

. . B GNN J5/U5 (TECS'24) m JEDl-linear (b)
1. JEDI-linear consistently 85 -

Our Approach outperforms GNN baselines

l1l.Open source: https://github.com/calad0i/JEDI-linear

IV.Comprehensive evaluation

Linearize interactions: Global Context Vector 2. 16 features, 64 particles
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Why challenging? JEDI-linear: up to 82.4%
1. original JEDI-net compute all pairwise edges = O(N2) edge MLP fg() others: 80.4 ... 81.2% I
2. prior FPGA-based GNNs [TECS’24, MLST’24] hit latency / resource 45 " e - = -
walls (coarse-grained DSPs > 8.7k, fine-grained Lookup Tables LUT > 1 M)
R NoxNg ] . Ne=Ng (No-1)
B1 pxng B 2P xN_] E p_xN ——
| PxN_] Model Particles  Features  ocC | 1AW | | pgp | LUT P ppaM (e —Fmax
- [Concaﬂ} LDN"“J MMM3 | ; @ | @9 ©  ® (MH?)
(fR) DS (MLST’24) [7] 8 3 <64.0 | 95 626 | 38 121 4 3 N/A
\ DS (MLST’24) [7] 16 3 <694 | 115 || 555 | 747 239 4 3 N/A
MMM2 B2 pxN,] RRT N.x Nolﬁ DS (MLST’24) [7] 32 3 <759 | 130 | | 434 | 903 359 4 2 N/A
GNN (MLST’24) [7] 8 3 (<649 | 160 | [2,120 472 ) 192 132 3 N/A
RS [Nox Nelﬁ GNN (MLST’24) (7] 16 3 1<70.8 | 180 | |5362| 1,388 52 3 N/A
o o . . GNN (MLST’24) [7] 32 3 1<75.8 | 205 | |2,120| 1,162 76 12 3 N/A
Explicit pairwise computation for global aggregatlon DS M (MLST'25) [30] : ; 51 1o 1 ses | 3o a0 Va2 ; A
DS L (MLST’25) [30] 8 3 666 | 135 | |2458| 337 140 / 4 3 N/A
1. compute a Global Context Vector (GCV): W, —3.1. _ PR ISR S e S,
N &i JEDI-linear 8 3 17665 79 0 136 ) 0 1 302.8
2. broadcast this vector to update individual particles TEDL i - s Uge0 lsoll ol 1Bt o L o
JEDI-linear 64 3 81.8 78 0 164 93 0 1 307.0
X 0. xN.] S (D xN.] JEDI-linear 128 3 81.6 | 138 0 296 163 0 1 203.1
E (0 E 0 —
['PxN) E— [P E D_xN_] GNN (AICAS’22) [16] 30 16 787 | 3000 | | 7417 | 810 205 924 600 N/A
' Densel Dense2 QAdd == GNN (FPL'22) [17] 30 16 787 | 1910 | |11504| 1158 246 1392 400  N/A
Broadcast GNN (FPL’22) [17] 50 16 80.4 |10660| [12,284| 1515 533 1607 650  N/A
GNN J4 (TECS’24) [4] 3.7~ 11.5x 200 | [8776| 865 138 37 30 N/A
g [Dg x1] d o x1) GNN J5 (TECS’24) [4] ' ' 905 | | 9,833 158 37 150  N/A
, GNN U4 (TECS’24) [4] || lower latency 650 | | 8,945 201 25 100  N/A
Computing QSum Dense3 GNN U5 (TECS’24) [4] 50 16 005 | [8986| 8154 189 37 150  N/A
the GCV JEDI-linear 8 16 67 0 72 4 40 0 1 311.3
JEDI-linear 16 16 72 0 50 0 1 307.0
Each particle sees the jet’s global average + its own local features TEDL iy ” o Sl o [N & o L e
1. still interaction-aware, but linear JEDI-linear 128 1 e e R

2. reduces complexity from O(N?2) to O(N)

The architecture of the JEDI-linear model

- , l , -
> - _
Average O 0.82 [ ~
Input | > © | New Pareto PR X -
g 1 " f 3 0.81 - . ""é' N
2 =) [Einsum] o : g | Frontier  ..% :
' D e i e :
.,.QEJ ; ense ass :rn Better 0.80 — f,*’". °® —
~ NParticles ~ | accurac ! 35 :
Avglr'age gl gt Y y 0.79 — //;. ,r*""*_"_—"‘ _
\ - [Einsum@Dense J [Dge] Wlth 0.78 F :'%‘:. :‘.__".’"o “ -
: = an A E ,,’/ {.—— o E
i - ; Lower 0.77 | ,".:r’ e JEDI-linear32 -
: - ¢ {DenseJ ‘ O - o e JEDI-linear16 -
: : LUTs 0.76 |- 6 o . MLPM 35 -
\ : i J §
> ' 0.75 |- MLPM 16 -
[DenseX4] < I — | | | | | | | | | | | | —
<_L Output (5 classes) Broadcast sum 10k 50Kk 100k 500k
LUT
Partial support from the United Kingdom EPSRC (grant numbers UKRI256, Artifacts Evaluation Results:
EP/V028251/1, EP/N031768/1, EP/S030069/1, and EP/X036006/1), and STFC (grant 3.7x to 11.5x lower latency Available
numbers ST/Y509115/1, ST/R005788/1, ST/W000490/1, ST/2000149/1, ST/W000636/1, ’ _
and ST/R005745/1), and United States DOE (grant number DE-SC0011925), and NSF Up tO 63X IOWGF LUT Evaluated Functional,
- Reusable
ACCE§S (grant number PHY240298), Intel and Lenovo (ICICLE HPC & Al partnership), and IeSS than 60 ns IatenCy )
AMD is gratefully acknowledged.



mailto:z.que@Bristol.ac.uk
mailto:chsun@cern.ch

