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Overview

1. Introduction to the LHCb detector at CERN
a. Ring-Cherenkov (RICH) detector readout
b. Online (real-time) DAQ system of the LHCb

2. The challenge: novel FastRICH readout ASIC
3. Solution: the Dynamic Derandomizing Buffer

a. Re-usable, scalable and portable
b. Data stream aggregation and time ordering
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The LHCb experiment at CERN
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2 proton beams cross at 4 points. Each collision event is identified by a 
beam-crossing ID or BXID
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LHCb backend DAQ system
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Altera Arria10-based DAQ board
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The 2 LHCb RICH detectors
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LHCb RICH frontend readout chain
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Readout of single-photon detectors (photomultipliers)
The readout chain will be upgraded to support high-precision timing of arrival (~10ps)
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Novel readout ASIC: FastRICH

Designed to support precise hit timing and handle increased detector occupancy. But comes with 
some challenges:

● 8 packet types, depending on the number of detected hits, and whether Time over Threshold 
(ToT) information is included

● Packet lengths vary between 1 and 43 bytes (depending on hitmap)
● BXID skips: data is only sent when hits are detected (apart from occasional 0-hit sync. packet)

Main challenge: Time skew between packet from different ASICs arriving to the back-end cannot be 
assumed constant or deterministic
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Back-end data processing

● Double link-layer decoding: lpGBT + Aurora 64/66
● FastRICH packet decoding
● Event fragment building: Received data packets need to 

be aggregated per BXID in order:
○ Space: Input packets are joined in channel order
○ Time: Aggregated output packets follow in increasing BXID 

order
● Limited FPGA resources: after complex link-layer and 

packet decoding, around 30-40% of logic resources 
remain available for fragment building (on PCIe40)
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Simulated example of disordered packets on 10 
input channels.
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Elementary sorting unit: Dynamic Derandomizing Buffer (DDB)

A generalized solution - independent of FastRICH 
usecase:

● Aggregates 2^N input streams into 1
● Each input stream includes 2 sidebands:

○ Packet size in bytes
○ Timestamp (generic replacement for BXID)

● Output stream has the same form as the 
inputs - it can be input to another DDB unit

● DDB units can be combined to take an 
arbitrary number of input streams in multiple 
stages 
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Aggregation with a sorting tree

Example: Fragment building on PCIe40 with 
1-lane@1280Mbps FastRICH configuration:

● 24 optical links, 7 elinks each
● => 168 input data streams
● Sorting tree with 4 layers, each layer reduces 

the number of streams by aggregation
○ 168 -> 11 -> 3 -> 2 -> 1

● Carry units are employed when number of 
inputs is not divisible by 2

○ Pass a single channel over the layer with 
added delay to equalize with DDB outputs

● Tree structure is configurable via a YAML file 
and generated using recursive instantiation in 
VHDL
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Data ordering mechanism
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1. Data packets are written to a 
dual-port RAM as they arrive - 
out of order

2. Pointer and size of each packet 
are saved at an address which 
encodes packet timestamp and 
channel number

3. Packet sizes are accumulated 
for each timestamp

4. Once a timestamp is 
considered complete, the read 
control sequentially traverses 
the corresponding pointer 
entries and reads data in 
channel order

T … timestamp width in bits
Nc = 2^N … number of input channels

1.

2.

3.

4.
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Timestamp (TS) acceptance and completion

● Data for each received TS can be read out once 
it’s considered “old enough”, i.e. we don’t expect 
any new data with same or earlier TS

● Once a TS is read out, any “late packets” would 
be dropped as they would break the order

● => the decision to read a TS must be done with 
enough delay to avoid packet drops

● We define the following:
○ MD … maximum expected delay between 

channels (in terms of TS)
○ ACT … bitmask encoding TS actively in flight
○ R2R … bitmask encoding TS submitted for 

read-out (ready-to-read)
● Each bitmask index represents one of the 2^T 

possible TS values
● TS acceptance range is defined on the bitmask 

range, with its high and low bound - any TS out of 
this range is considered “late” and is dropped
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Request read-out 

TS follow modular arithmetic on {0, 1, … 2^T-1}

We accept TS, which are not more than MD earlier than 
current max. and not more than MD + ADV later than the 
current min. 

ADV extends the range so it can progress … (next slide)
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Timestamp acceptance range (AR) progression
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AR adapts as new TS are received:
● Low TS may lower high bound
● High TS may raise low bound

When a low TS falls out of acceptance, 
it is considered ready-to-read (R2R)

● Reading a TS progresses both AR 
bounds forward

● There is a timeout which 
progresses the AR in case there 
is no new incoming timestamps
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The complete DDB design
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Write side Read side

Acceptance range

Input arbitration

Main data buffer

Size accumulation Pointer memory

Read requests

Packet rejection
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Portable and modular

Written in pure VHDL: no vendor-specific IP cores are used

Most Avalon-Stream and RAM components are part of the common core library
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FPGA resource utilization

Synthesized for Altera and AMD:

● Altera Arria 10 GX 1150 (as in PCIe40)
● AMD Versal Premium VP1552 (as in FELIX)

Figures are preliminary:

● Numbers are based on synth. design and can be 
overestimated

● RAM component not optimized for AMD
● Acceptance range parameters need tuning
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Parameters used:

Timestamp bits 5 (32 values)

Input data width 8 bytes

Max. input packet size 64 bytes

Output data width 32 bytes

Maximum delay 5 (-1 each layer)
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Verification

Design modularity allows for thorough verification:

⇨ Most sub-components have a formal verification test in form of PSL assertions
⇨ Larger components, especially those handling data streams have additional UVVM 

VVC-based testbenches

Sub-components developed following the principles of Test-Driven Development:

1. List the requirements as comments in a PSL file
2. Convert a requirement into an assertion
3. Implement the feature to satisfy the assertion
4. Repeat 2 and 3 until the component is finished
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Test-driven development (TDD) with formal verification
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Add a new assertion (PSL)

Prove fails (SBY)

Implement the feature (VHDL)

Prove succeeds (SBY)

Warning: The process may be lengthy and often frustrating, but it yields a stable result.
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Full design validation using a UVVM VVC testbench

UVVM VVC framework is used to generate input 
streams and verify the output.

All input sequences scheduled from a file (e.g. 
containing Monte-Carlo simulated data)

Unit under test  is the complete sorting tree.

Also used to tune acceptance parameters:

● How to set the max. delay?
● How much delay can it handle without 

losing packets?
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Status

Current status:

● Code is written, with all sub-components tested either in simulation or using formal verification
● Full sorting tree design is synthesizable both for Intel and AMD FPGAs
● An early version of the sorting tree has been integrated into FastRICH MiniDAQ firmware (not yet 

tested in the field)
● Full design in simulation in supporting various configurations
● TS acceptance parameter tuning  (max. delay, buffer size …) ongoing

To be done:

● BRAM access optimization + better support for AMD devices (currently sub-optimal)
● Finish validation in simulation
● Validate in FastRICH test beam
● Full TELL40 build with 168 inputs, as final resource utilization test

(TELL40 firmware still needs to be adapted for FastRICH)
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Thank you for listening!
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Tree variants
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