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From curiosity to necessity
AI is now essential across every engineering discipline



Two galaxies | Two engineering philosophies
A child of the '80s and '90s, raised on Star Wars and Star Trek: The Next Generation

"I can fix that." 
Lt. Cmdr. Geordi La Forge

o Reroute power through the deflector array — calmly
o Diagnostics, simulations, formal review

o Polished tech: clean lines, considered systems
o Engineering as disciplined problem-solving

"It's not my fault!”
Han Solo

o Hyperdrives fixed mid-firefight with a wrench and a prayer
o Hot-wire it, kick it, hope it holds

o Lived-in tech: greasy, dented, charmingly broken
o Engineering as improvisation under fire

Star Trek logo by Paramount Domestic Television - https://seeklogo.com/vector-logo/365607/star-trek-
the-next-generation, Public Domain, https://commons.wik imedia.org/w/index.php?curid=89036629

Star Wars logo by User:KAMiKAZOW, original logo by Suzy Rice - Transferred from en.wikipedia to 
Commons., Public Domain, https://commons.wik imedia.org/w/index.php?curid=4617117



Of course, this was science fiction… or it was.

Scotty and Geordi were systems engineers
They told the computer what they needed. 
The computer figured out how.

State the requirement. 
"Computer, increase warp coil efficiency by 12%.”
Guide the constraints. 
Power budgets, safety margins, mission goals.
Review the output. 
The engineer validates, refines, approves.
Ship it. 
Move on to the next problem.
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THE STARFLEET WORKFLOW THE REAL-WORLD WORKFLOW (until recently)
State the requirement. 
In a 40-page spec document.
Write every line of code by hand. 
RTL, firmware, scripts, glue code.
Debug for weeks. 
Synthesize, simulate, repeat.
Implement in FPGA. 
Test in the lab – find the gaps in the spec.
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Working at a higher level of abstraction

They knew the theory cold
Warp field dynamics, plasma flow, EM containment. They had done the 
work — by hand — before they ever asked the computer.

They had done the thing
Years on the deck, hands on the hardware. They knew what a working 
solution actually looked like — and what a broken one smelled like.

So they could climb the stack
Mastery of the lower layers is what let them operate at the top — 
directing the computer instead of typing every instruction.

INTENT

"Increase warp efficiency by 12%"

SYSTEM DESIGN

Architecture, interfaces, budgets

IMPLEMENTATION

Modules, code, configuration

PHYSICS / FIRST PRINCIPLES

Why it works — and why it can fail

Higher
abstraction

They didn’t skip the theory. They had lived it. 
The abstraction stood on a foundation of 
deep understanding. 



FPGA development keeps climbing the 
abstraction ladder
Every era has pushed the engineer further from the gate — and closer to the intent.

1980s

PAL / GAL

ABSTRACTION

Logic equations

Early '90s

CPLD / early 
FPGA

ABSTRACTION

Schematic capture

Mid-life

Mainstream 
FPGA

ABSTRACTION

HDL (VHDL / 
Verilog)

Recent

Modern FPGA / 
SoC

ABSTRACTION

HLS & model-
based design

Next?

Very large 
devices

ABSTRACTION

AI-assisted design

i n c r e a s i n g  a b s t r a c t i o n  ·  e n g i n e e r  f u r t h e r  f r o m  t h e  g a t e ,  c l o s e r  t o  t h e  i n t e n t

And now we have exceptionally large devices to fill. 
Is AI the next logical level of abstraction?



Planning: give the AI a brief it can actually execute
Vague intent in, vague design out. Tight planning is what makes AI assistance reliable.

Requirements & Test
Requirements
o Clear, testable, unambiguous — written before code
o Functional and non-functional (timing, power, area)

o Traceable from spec to RTL to lab result

Test cases
o Nominal, corner, and boundary conditions

o Failure modes and out-of-range inputs

o Pass/fail criteria defined up front, not after the fact

Plan it like you're briefing a junior engineer — 
because that's exactly what you're doing.

Development process
o Defined lifecycle: plan → design → review → verify → release
o Review gates with human sign-off at each stage

Engineering guidelines
o Coding standards (naming, style, lint, synthesis rules)

o Directory structure and project layout

o File headers, version tags, change history

o Source control: branching model, commit discipline, CI

Process & Guidelines



My workflow, end to end
Seven steps. Nothing exotic. The discipline is in doing each one properly.

01 Describe the module
Functionality, interfaces, behaviour, corner cases — written out properly.

02 Provide rules & reuse
Coding standards plus pointers to every IP core available for reuse.

03 Generate RTL + test bench
Let the agent produce both — never just the RTL.

04 Static analysis & rule checks
Lint the RTL against our coding standards and rule checks.

05 Simulate & review waveforms
Eyes on the waveforms — not just a pass/fail from the bench.

06 Modify as required
Iterate with the agent until the output matches expectations.

07 Integrate
Only once I'm satisfied does it land in the project.

WHAT IT BUYS ME
Faster
RTL and test bench drafts in minutes, not days.

Consistent
Every output runs the same gauntlet of checks.

Trustworthy
Nothing reaches integration without my sign-off.



Key tenets for AI-assisted engineering
Higher abstraction doesn't lower the bar — it raises it.

01 Reliable
Outputs must be deterministic, reviewable, and 
reproducible. "Trust me" is not an engineering 
standard.

Safe
For anything that flies, drives, treats patients or 
holds money — assume the AI got it wrong until 
proven otherwise.

Knowledge & Planning
You still need to know the theory and have a plan. 
AI accelerates execution; it doesn't replace 
judgement.

The engineer doesn't go away — the engineer gets better.
Every engineer is now effectively managing a team — one made of AI agents. Lead it well.

Secure
Treat AI as untrusted by default. Protect IP, 
sandbox tooling, audit what goes in and what 
comes out.
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So what am I actually doing?
Treating the AI like an FPGA engineer on the team — not a magic black box.

Give it the same support you'd give a new hire — 
and you'll get the same quality back.

Leading the engineerX
o "Design me an FPGA that does X." Hit enter. Walk away.

o No architecture. No interface definitions. No data sheets.

o Hope it picks the right vendor, IP and clocking scheme.

o Accept whatever comes back — and debug it forever.

o Architect the design myself — blocks, data flow, clocking.

o Define modules and interfaces before any RTL is written.

o Provide data sheets, IP docs, constraints, coding standards.

o Set guardrails: lint rules, test plan, review gates.

o Review every output the way I would a junior engineer's.

✓



What I hand the agent on day one
The same onboarding pack a new Adiuvo engineer would get — 
codified, versioned, accessible.

If a human would need it to do the job — the agent needs it too.

Locations of the Adiuvo IP repositories the 
agent can pull from when needed.

Adiuvo RTL Coding Guidelines
How RTL is written at Adiuvo — by 
employees, contractors, and now AI agents.

Adiuvo IP Rules

How IP is structured, documented, and 
stored — including directory layout.

AMD UltraFast Design Methodology
Vendor-specific guidance for building 
reliable RTL on AMD FPGAs.

Adiuvo IP Libraries



Accepting the RTL: my acceptance checklist
The output gets the same scrutiny as any human engineer's — nothing ships unverified.

AI accelerates the work. The engineer still owns the result.

01 Review the RTL myself
Read the code line by line. Does it look like what I would have written? Structure, naming, style, 
intent — all sanity-checked against years of hard-earned experience and knowledge.

02 Review the test bench
Does it actually hit the corner cases and boundary conditions? Are the tests sensible? For 
complex work I supply test vectors and expected results up front — CSV, tables, golden data.

03 Examine resource utilisation
LUTs, FFs, BRAM, DSP — does it line up with what experience says this design should cost? Surprises 
here usually mean architectural drift.

04 Run static analysis
Lint the RTL against our coding standards and the UltraFast design rules. I recently published a white 
paper walking through exactly how I do this — with worked examples.



The process is the process
"If your development flow relies on “we’ll debug it on the bench,” then AI is 
not your biggest problem."

AI-generated RTL goes through exactly the same gates as human-generated RTL:

The process doesn't change just because the first draft came 
from a model instead of a person.

Linting
Coding standards

Structural 
checks
UltraFast rules

Simulation
Test bench

Waveform 
review
Eyes on signals

Design review
Human sign-off

If anything, it reinforces the need for discipline



What I don't do

Hard lines 
I won't cross 
— no matter 
how good 
the model 
gets.

I don't architect a safety-critical control path and just drop it in.

I don't accept generated constraints without checking them.

I don't assume the test bench covers everything because it compiles.

I don't stop thinking about CDC, reset, or timing.

I don't stop thinking about the design or its verification.



The generational challenge
We came up the traditional way — schematics, HDLs, 
late nights in the lab. We earned our gold uniforms.

How do we ensure the next generation is just as capable — across the full stack?

Teach the 
layers below

Make them actually do it — gates, timing, 
CDC, reset, signal integrity. You can only 
abstract what you understand.

Make them 
debug

Hand them broken designs. Let them chase the 
hardware bug at 2am with a scope. That's where 
intuition is forged.

Mentor 
deliberately

Pair the junior with the senior. Review their 
work. Explain the why, not just the what. Tribal 
knowledge has to be transferred.

Reward depth, 
not just speed

AI rewards shipping fast. Engineering rewards 
getting it right. Hire, promote and celebrate the 
people who can do both.



AI is not the be-all and end-all
It's another tool on the journey — a useful one, but a tool nonetheless.

01 Just another tool
Schematics, HDLs, HLS, model-based design — 
every era brought a new tool. AI is the latest. It 
does not replace the craft; it joins the toolbox.

Cost is not stable
Today's prices are subsidised. Compute is finite, 
demand is exploding. The economics could shift 
sharply — plan for a world where AI is not cheap.

On-prem beats cloud for security
If your IP, designs or data are sensitive — run the 
model on hardware you control. Cloud is 
convenient; on-premises is defensible.

The engineer is still the constant — the tools come and go.

It has real limits
Hallucinations, stale knowledge, brittle reasoning 
on novel problems, gaps around vendor specifics 
and silicon errata. Verify everything that matters.

02

03 04



Questions?



www.adiuvoengineering.com
info@adiuvoengineering.com
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