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The space of plausible physics beyond the SM is vast

Peak performance via supervised ML-based searches:

Å Optimal sensitivity for specific target signals, but

Å Sub-optimal to no sensitivity to signals not yet thought of

Unsupervised methods offer a natural complement:

Å Less sensitive then targeted searches, but

Å Can reach a wider chunk of model space
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Assumptions on signal

In the scope of BSM searches, AD can do two things:

Agnostic searches: make as few assumptions as 

possible (usually: hunt for a narrow bump), use AD 

to leverage other features

Targeted searches with large parameter spaces: 

complement ótraditionaló approaches to cover more 

possible realizations of the model

Note: current results from ATLAS+CMS use AD for 

outlier detection, then fit traditional variables
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ATLAS Ygoes toXH

ATLAS j+X

ATLAS multilepton AD

CWoLa1 CWoLa2

ATLAS s-channel SVJ search

CMS Anomalous jets search

CMS WNAE

GELATO

AXOL1TL CICADA

Á (Very brief) overview of most used techniques

Á Anomaly detection in searches (offline)

Á ATLAS YOXH

Á ATLAS j+X

Á ATLAS multilepton AD

Á ATLAS CWoLa1 and CWoLa2

Á ATLAS s-channel SVJ search

Á CMS Anomalous jets search

Á CMS WNAE

Á Anomaly detection in the trigger (online)

Á ATLAS: GELATO

Á CMS: AXOL1TL+CICADA

Á Some closing thoughts

Disclaimer: I will focus on the techniques more than the results

Much of this heavily based on the excellent talks by Vilius [1] 

and Louis [2] at the Anomaly Detection topical meeting

https://journals.aps.org/prd/abstract/10.1103/PhysRevD.108.052009
https://journals.aps.org/prl/abstract/10.1103/PhysRevLett.132.081801
https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PAPERS/EXOT-2021-34/
https://journals.aps.org/prl/abstract/10.1103/PhysRevLett.125.131801
https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PAPERS/HMBS-2024-34/
https://journals.aps.org/prd/abstract/10.1103/44zp-mh1q
https://iopscience.iop.org/article/10.1088/1361-6633/add762
https://arxiv.org/abs/2510.02168
https://cds.cern.ch/record/2933255/
https://cds.cern.ch/record/2942560/
https://cds.cern.ch/record/2917884?ln=it
https://indico.cern.ch/event/1578072/#2-atlas-ad-overview-3010
https://indico.cern.ch/event/1578072/#3-cms-ad-overview-3010
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Á Broadly speaking, autoencoders (AEs) are a class of 

neural networks tasked with compressing examples into 

some latent space, and then reconstruct them back

Á Trained to minimize difference between input and output

Á Core assumption for use as anomaly detectors: 

anomalous examples will be reconstructed worse than 

ònormaló ones (will come back to this)
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10.1007/JHEP10(2017)174

ÁWhat if we can make a broad assumption about the 

signal (typical example: narrow resonance)?

Á Use this information to split the data into a two sets 

with different S and B contributions (e.g., SR, SBs)

Á Use a classifier to separate the two:

ü Learning SR vs SB is ~ equivalent to learning S 

vs B (how ~ depends on the purity of the SR)

ü Fun fact: you can use the power of the classifier 

itself as a test statistic [1]

SR SBSB

https://link.springer.com/article/10.1007/JHEP10(2017)174
https://arxiv.org/abs/2102.07679
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Á Normalizing flows (NFs) are learnable, 

invertible transformations between two spaces

Á Unsupervised: usually trained to map to a space 

where the training data is distributed as a 

multivariate gaussian

Á Use as anomaly detectors: once trained, feed 

new data, map into latent space, evaluate 

probability

Á Gives an estimate of ὴὼὄ

Experimental data ﬞ πȟὍ
Flow
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VAE-QR
CWoLa

TNT

CATHODE

QWAK

UnsupervisedWeakly supervised Semi-supervised

Assumptions on the signal model

Á Look for a dijet resonance, exploit AD methods to incorporate jet substructure in model-agnostic way

Á 5 methods used:



11/11/2025 Experimental AD overview - Roberto Seidita 10

ὴ ὴ ὴ

ể Ệ ể
ὴ ὴ ὴ

ḳὢ ὢ

Á Up to 100 constituents per jet, ordered via 

CA reclustering and zero-padded

Á Quantile regression model learns threshold 

on anomaly score as a function of ά  to 

eliminate mass scuplting

άכ

VAE-QR

Á 7 NFs are trained: one on background, 6 on one benchmark signal each and then 

combined into single òsignal-likeó score

Á In principle:

ÅWe guessed the true signal  Oapproach sensitivity of supervised searches

Å True signal completely different  Osame sensitivity as fully unsupervised search

Å Something in between O something in between

Quasi-Anomalous Knowledge (QWAK)
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Á Train a normalizing flow on the sidebands, conditioned on ά

Á Use the flow to generate a sample in the SR (a fancy 

interpolation if you will)

Á Inputs to flow: ά , ɝά ȟ , †  (, deepCSV)

Á Train the CWoLa classifier not on SR vs SB, but on generated vs 

real events in the SR

Tag-N-Train

CATHODE

Á CWoLa performance strongly depends on the purity of the SR (assuming the signal exists)

Á Key idea: enhance the purity of the SR via jet-based unsupervised taggers e.g., autoencoders trained in ά  sidebands
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Anomalous?

Anomalous?

Enhances the performance of CWoLa 

without additional assumptions
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ÁWith each of these methods, an anomaly-

enriched region is selected (ḐρϷ of 

events), and a bump hunt is performed

ÁTwo òtraditionaló selections on N-

subjettiness added for reference:

Á† πȢφυȟά υπ 'Å6

Á† πȢτȟά υπ 'Å6
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Á A mock dataset is produced with a realistic mixture of background processes (mainly QCD) and injections of signals 

with varying cross sections

Á A background only sample is also used to check that none of the methods produces artificial excesses

«Standard» dijet search † πȢτȟά υπ 'Å6

† πȢφυȟά υπ 'Å6 QUAK trained on 

corresponding signal model
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Best performing 

òtraditionaló method

Greatest improvement over best 

performing òtraditionalõõ method

No technique sticks out as better than all others across the board

Improvement in 

expected upper limit

Improvement in υ„ 
discovery threshold

I.e., what cross 

section would have 

given υ„ expected
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ÁUsing an AE as anomaly detector relies on one core assumption: events that are òrareó w.r.t. the training distribution will 

be reconstructed worse

Á This is not always true: especially when the background distribution is very structured (e.g., boosted tops), AEs tend to 

interpolate

Á Confirmed in CMS when training an AE on top jets and trying 

to flag semivisible jets (SVJs) as anomalous

Á The AE over-generalizes: signal reconstructed as well as 

background

ÁIn general, where these òblind spotsó appear can be 

unpredictable
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ÁSolution: promote AE to a probabilistic model (i.e., ònormalizeó it) by asking it the òcorrectó question

ὴ ὼ
ρ

ɱ
ÅØÐὉ ὼ

Weights of the WNAE

Input array

Reconstruction error

Á Promote the reconstruction error to an energy function defining a Boltzmann distribution

Á At training time, sample from ὴ and enforce that ὴ ὴ  by minimizing Wass. Distance
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Á In the top-jet VS SVJ case, go from no discrimination to good discrimination

ÁNot unlike a NF! Cons: heavy to train, no ògenerativeó direction; pros: very light at inference time, can in principle 

digest arbitrary data structures

Code here

https://gitlab.cern.ch/cms-analysis/mlg/mlg-24-002/wnae
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Á Select events with at least 1 lepton and 1 jet (reduce QCD 

background)

Á Target set of 9 final states: Ὦὦ ὮὦὩ‘‎

Á Consider up to 10 jets, 5 electrons, muons, and photons, Ὁ
ü Sorted by type, then ὴ; zero-padded

Á Build rapidity-mass-matrix, flatten and feed to 1D autoencoder
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Á AE trained on 1% of data at preselection

https://doi.org/10.1016/j.nima.2019.04.031
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Á Bump hunt in 9 invariant mass distributions

Á Online tool released to ease reinterpretation:
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Use Ὄᴼὦὦ to tag the event

Look for jets with anomalous 

substructure on the X side Ὀ ṆρȢς

Á Variational Recurrent NN used as 

anomaly detector

Á Input: 4-momenta of Ὧ -ordered 

jet constituents

ÁòTime stepó runs over constituents 

until entire jet is processed
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Á Bump hunt in ά  in windows of ά

Á Analysis benchmarked on ὢᴼήή signals + dark jets

Á Dedicated two-prong 

boosted/resolved analyses typically 

outperform the AD approach

Á AD better than Ὀ  on dark jets, 

which donõt have a 2-prong structure
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Á Targets three final states: ЉЉЉЉȟЉЉЉЉᶸȟ υЉ

Á NF is trained on background MC to learn the joint pdf of 

5(+10) event-level variables depending on the category

Á Anomaly score built by running the NF in the 

normalizing direction and calculating

ίὼ
ÌÏÇὴὼ ÌÏÇὴ

ÌÏÇὴ ÌÏÇὴ

Á Most sensitive inputs found by cutting on 

anomaly score and calculating energy distance 

between distributions above and below the cut
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In each òdiscovery regionó, a 

selection on the anomaly score 

defines the òdiscovery binó

Each discovery bin fit together 

with all CRs and low-anomaly 

score òdiscovery regionsó
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Á ATLAS performed two iterations of a CWoLa search

Á First CWoLa-enhanced dijet search at LHC, using the two jet masses as features
Caveat: dijet search with AK4 

jets, this search with AK10 jets
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Two main improvements:

Á Not unlike CATHODE, use NFs to 

estimate enhance the purity of the 

SR for training the CWoLa classifier 

(CURTAINS: data driven, 2 NFs; 

SALAD: MC-assisted)

Á Extended feature set to include n-

subjettiness ratios
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Antelope: unsupervised model on 

latent space of supervised one

Á First step: per-particle 

embedding + classifier trained 

on SVJ + QCD MC

Á Second step: train VAE with 

frozen embeddings on data at 

preselection level

Per-particle embedding learned together 

with supervised classifier (deep set)

Embedding later 

frozen and fed to 

VAE for training
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Performance improvement 

over supervised search 

for non-SVJ signals

Note: supervised search 

specifically targets SVJs

Performance of ATELOPE 

significantly stronger for signals not 

used in supervised classifier training
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Layer 1 

Calorimeter 

Trigger 
(calorimeter energy 

deposits)

Two algorithms running with very low latency on L1 FPGAs

AXOL1TL: VAE trained on L1 reconstructed objects (‘, ὩȾ‎, jets, % )

Stolenfrom Sabrina Giorgettiõsslide at FastML

https://indico.cern.ch/event/1496673/contributions/6637931/attachments/3128122/5548733/axol1tl_fastml25.pdf
https://indico.cern.ch/event/1496673/contributions/6637931/attachments/3128122/5548733/axol1tl_fastml25.pdf
https://indico.cern.ch/event/1496673/contributions/6637931/attachments/3128122/5548733/axol1tl_fastml25.pdf
https://indico.cern.ch/event/1496673/contributions/6637931/attachments/3128122/5548733/axol1tl_fastml25.pdf
https://indico.cern.ch/event/1496673/contributions/6637931/attachments/3128122/5548733/axol1tl_fastml25.pdf
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Layer 1 

Calorimeter 

Trigger 
(calorimeter energy 

deposits)

Two algorithms running with very low latency on L1 FPGAs

AXOL1TL: VAE trained on L1 reconstructed objects (‘, ὩȾ‎, 

jets, % )

CICADA: convolutional AE + surrogate model for fast 

inference, trained on calorimeter deposits
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Sensitivity to wide range of benchmark signals
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Slightly different philosophy: 2-step AD at L1 and HLT

L1

HLT

Stolenfrom Kenny Jiaõsslide at FastML

https://cds.cern.ch/record/2942187/files/ATL-DAQ-SLIDE-2025-466.pdf
https://cds.cern.ch/record/2942187/files/ATL-DAQ-SLIDE-2025-466.pdf
https://cds.cern.ch/record/2942187/files/ATL-DAQ-SLIDE-2025-466.pdf
https://cds.cern.ch/record/2942187/files/ATL-DAQ-SLIDE-2025-466.pdf
https://cds.cern.ch/record/2942187/files/ATL-DAQ-SLIDE-2025-466.pdf
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Sensitivity to wide range of benchmark signals


