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Let me introduce myself first…

• I am Maks Graczyk, a performance research engineer working for 2+ years
at CERN.

• My background is computer science: I graduated with an integrated
Master’s degree from Imperial College London in 2022 with a thesis
encompassing performance modelling, compilers, and FPGAs.

• The areas of computer science of most interest for me revolve around the
software-hardware boundary: compilers, computer architecture, CPUs,
hardware accelerators, …

• Additionally, I am keen on applications of these areas to physics research
and space exploration.
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Welcome to the 
workshop!
• The event is dedicated to performance analysis 

and full-stack system design in the context of 
Adaptyst: a new project developed at CERN.

• You will be introduced to Adaptyst this morning 
and given the live demonstration this afternoon.

• Several exciting talks about performance spanning 
diverse use cases are planned for today.

• You will be able to influence directly the future of 
Adaptyst through keynotes, Q&A, and discussions.

• Two coffee breaks are held next to the IT 
Amphitheatre: at 10:20 in the morning and 15:15 in 
the afternoon.

• No lunch is provided by us: the closest cafeteria is 
Restaurant 2 on the other side of the road. 
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We have a diverse audience ☺

• 38 registered participants (including 5 from HES-SO) + webcast

• 5 CERN departments: BE, EP, HSE, IT, SY

• 6 (+ 1) experiments: ALICE, ATLAS, CMS, LHCb, DUNE, EP-NU, (+ FCC)

• 11 non-experiment CERN units: BE-ABP-CAP, BE-ABP-CEI, BE-CSS-FST, BE-EA-
LE, EP-SFT, HSE-RP-IL, IT-CS-TR, IT-FTI-PSE, IT-SD-PDS, IT-TC-LCG, SY-EPC-CCS

• …all united by an interest in computational performance of their work!

• Honourable mention of 20+ people who have joined our Adaptyst 
Mattermost team, coming from 5 departments (including 3 not mentioned 
before: FAP, IPT, TE) and all main LHC experiments.
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EU funding

Development of Adaptyst is currently funded by European Union’s Horizon 
Europe Programme, grant agreements 101092877 (SYCLOPS) and 101129744 

(EVERSE).
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Introduction to Adaptyst

• Adaptyst is an open-source and architecture-
agnostic modular performance analysis tool 
aiming to address users’ software, hardware, 
and system needs in a future-proof way.

• Thanks to the modular nature, Adaptyst can 
integrate existing work (such as profilers) and 
adapt to new hardware easily, all in one 
place.

• Adaptyst has got the Outstanding Short Paper 
Award at the IEEE HPEC 2025 conference.

• You may have heard of Adaptyst already, 
but today is the first time you will see its 
modular release (which will be published on 
13 October) in action!
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The project is in its early R&D phase, so don’t worry if your use case is not currently covered. The target 

audience of the workshop includes people like YOU for discussing the future directions of Adaptyst!
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Flame graphs and roofline modelling

• Flame graphs: plots showing 
hierarchical data as merged 
stacked blocks, with their width 
being proportional to the 
corresponding data frequency. The 
x-axis can be either non-time-
ordered or time-ordered.

• Roofline modelling: a benchmarking 
and profiling method which uses 
machine-specific performance 
bounds, program arithmetic 
intensity, and program operations 
per second to determine whether a 
code is memory- or compute-
bound.
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Adaptyst system modules developed at CERN

• linuxperf: module analysing performance of workflows running on any CPU with Linux, 
currently based on “perf” with our own patches (in the future: our in-house eBPF programs).

• It samples both on-CPU and off-CPU activity of any program written in a compiled language or some interpreted 
languages like Python and built with frame pointers.

• It traces every spawned thread and process.

• It supports custom sampling-based "perf" events for profiling low-level interactions with hardware.

• It produces interactive flame graphs and charts along with cache-aware roofline plots produced by the CARM 
tool from INESC-ID.

• It will become available publicly from 13 October.

• nvgpu: module analysing performance of workflows running on NVIDIA GPUs, based on 
NVIDIA Nsight / CUPTI + potentially cache-aware GPU roofline modelling from INESC-ID.

• It will become available publicly from 3 November.

• soc-baremetal (preliminary name): module analysing performance of bare-metal 
workflows running on SoC’s such as AMD/Xilinx Zynq UltraScale+.

• We already have development hardware (AMD Kria KR260). No target release date yet.

• We are open to developing more modules!
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https://github.com/champ-hub/carm-roofline
https://github.com/champ-hub/carm-roofline
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Quick start with Adaptyst
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$ adaptyst –s <path to system def file> -d -- <command to be profiled>
...
...
...
...
$ adaptyst-analyser <optional options> <path to directory with result folders>
...
...
...
...
...
[2024-10-12 13:57:52 +0200] [2192] [INFO] Listening at: http://127.0.0.1:8000 (2192)
...

Run this command (no root*) and wait until it 

finishes and produces the results directory.

Afterwards, start Adaptyst Analyser 

as shown.

Open the website in your web 

browser. Done!

*Under certain circumstances.



Performance analysis or compilation tools 
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Other tools (1 participant for each):

• AMD μProf

• bloaty

• C++ compilers

• clang -ftime-trace

• eBPF

• Tools developed in-house

• Instruments

• iperf

• line_profiler

• netstat

• Python Timing

• Timers in a source code

• strace

• .NET profiler in Visual Studio

*One “gperf” response is interpreted as 
“gperftools”.



How does Adaptyst compare to other 
similar and maintained profilers?

Hardware-
vendor-
portable

Runs on RISC-V Analyses software-
hardware 

interaction1

Low 
profiling 

overhead

Open-
source

Off-CPU 
profiling

Flexible support of 
heterogeneous and 

custom architectures

Flexible support 
of multi-node 

systems

Adaptyst Yes Yes Yes Yes Yes Yes WIP2 WIP2

Original "perf" Yes Yes Yes Yes Yes Limited No No

Intel VTune Profiler No No Yes Yes No Yes Intel only, NF3 MPI only, NF3

AMD μProf No No Yes Yes No Yes AMD GPUs only, NF3 MPI only, NF3

valgrind Yes Yes, as a fork No No Yes No No No

gprof Yes Yes No Needs CI4 Yes No No No

gperftools Yes Yes No Needs CI4 Yes No No No

NVIDIA profilers No No Yes No No Yes NVIDIA GPUs only, NF3 NF3

TAU Yes Yes Yes Yes Yes Yes GPUs only, NF3 MPI only, NF3

HPCToolkit Yes No Yes Yes Yes Yes GPUs only, NF3 MPI only, NF3

1 If supported by a user’s hardware architecture.
2 Work in progress.
3 Non-flexible because any architectural updates can be implemented only by the profiler developers or via code contributions if open-source.
4 Code instrumentation other than not omitting frame pointers.
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Adaptyst as a comprehensive system 
compiler with performance analysis

• The vision on Adaptyst doesn’t stop at profiling: we want to take it to the 
next level to address the growing computational demands of high energy 
physics and other fields.

• In the next few years, we’d like to investigate how to compile any given 
user workflow from anywhere in the computing spectrum into a full-stack 
software-hardware system while accounting for specific requirements:
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Embedded/Edge/Rad-hard Exascale/HPCEverything in-between

To be covered by Adaptyst!
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SDFGs: stateful dataflow multigraphs

• An SDFG is an intermediate representation (IR) which is part of the DaCe 
framework maintained by the Scalable Parallel Computing Lab at ETH 
Zürich (Prof. Torsten Hoefler).

• Thanks to being an IR, SDFGs allow scaling “automatically” across several 
high-level languages without having to introduce special programming 
models or domain-specific languages.

• The data-centrism, parallelism, and support for symbolic expressions in 
SDFGs allow analyses and optimisations harder to achieve in traditional IRs 
+ SDFGs have potential for modelling computer systems in general.

• It is possible to integrate non-SDFG/control-centric code into SDFGs. There 
is also a conversion flow from MLIR to SDFGs.
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Defining user workflows for Adaptyst

• A meta-programming language will be developed, making use of 
externally-made plugins corresponding to specific use cases (e.g. 
running a command, running a code compilable to LLVM IR, 
extracting and transferring data from sensors/detectors).

• The plugins will be responsible for producing parts of an SDFG.

• This is not going to be another typical domain-specific language: 
the aim is to wrap existing codes of users rather than ask the users to 
port their codes.

• The language will be created in a close collaboration with you! This 
is to ensure its maximal applicability to your use cases.
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System graph

• A system graph describes a computer system where a given user workflow 
should be executed. It consists of nodes grouped into entities:

• A node can be imagined as a computer peripheral (CPU, GPU, FPGA etc.).

• An entity can be imagined as a computer server.

• Granularity of nodes can be changed (e.g. an FPGA represented as several 
nodes or memory + storage represented as a single node).

• Each node has one or more modules attached to it. A module can be 
created by anyone and is responsible for modelling/profiling a given 
system component and describing how a match between the 
component and IR regions of the workflow should be calculated.

• The graph will be able to be constructed automatically by Adaptyst with 
hints from a user.
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Full-stack system compilation / 
Software-hardware co-design
• A system component module will take an IR and any assumptions 

(e.g. the average number of iterations of a given unbounded loop) 
as the input and return a mathematical function 𝑔 for all IR regions 
along with information of interest for a user, e.g. profiling results.

• The match (a real number between 0 and 1 inclusive) will be 
calculated for various categories per node:

𝑀𝑐𝑎𝑡𝑒𝑔𝑜𝑟𝑦  = ℎ𝑐𝑎𝑡𝑒𝑔𝑜𝑟𝑦 ෍

𝑖

𝛼𝑖 𝑔𝑖(𝑋, 𝑌), 𝛽

𝑋: optimisable software parameters
𝑌: optimisable hardware parameters
𝛼𝑖: weight of the i-th module of a node, where 0 ≤ 𝛼𝑖 ≤ 1 and σ 𝛼𝑖 = 1
𝛽: user constraints, e.g. maximum power consumption
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Full-stack system compilation / 
Software-hardware co-design
• Software-hardware co-design will be 

achieved by optimising 𝑋  and 𝑌  such 
that the matches of interest are 
maximised. This will ultimately include 
automatic system component matching.

• After determining the most optimal 
system, a final user workflow code will be 
generated that can be compiled with 
already-existing tools for the suggested 
platform. The DaCe framework provides 
the infrastructure for this.
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Adaptyst vision in 4 steps

Main goal: How to break performance barriers in software/workflows 
across all computing through simultaneous software, hardware, and 
system optimisations in compilers, potentially aided by performance 
analysis?

1. Creating a meta-programming workflow language
• As explained in slide 18 + creating at least one workflow plugin.

• Extra plugins may be made together with research groups, industry, and you!

2. Partitioning an SDFG into regions
• Using static (and dynamic?) methods to split an SDFG into regions against 

which matches would be performed by modules.
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Adaptyst vision in 4 steps

3. Modelling and profiling system and hardware components
• Developing the infrastructure for system/hardware modules, which would 

perform static and dynamic performance analysis + match of SDFG regions.

• Creating at least one system/hardware module, e.g. for CPUs.

• Modules may be made together with research groups, industry, and you!

4. Mathematical software-hardware co-design and automatic 
component matching
• As explained in slides 20-22.

2429/09/2025 Adaptyst workshop



29/09/2025 Adaptyst workshop 25

Software Hardware

Transparent compilers, portable and 
vendor-specific parallel programming 
models, standard compilers:
• Significant promise in terms of code 

portability (except vendor-specific 

models) and performance 
programming facilitation

• No hardware optimisations
• Explicit accelerated code needed, 

potentially with a different paradigm 

than the rest of the code (except 
transparent compilers)

• Lack of the bigger picture
• Limited language support
• Limited automatic hardware selection 

/ automatic accelerated code 
selection

High-level synthesis:
• Takes hardware optimisations into account
• Assuming that custom hardware must be 

generated for an entire code
• Lack of the bigger picture

• Hardware-like thinking required
• Limited language support

Software-hardware co-design frameworks 
and modular compilers:
• The best of both worlds: effortless 

programming, the potential for 
optimising both software and 

hardware, better scalability across 
languages

• Lack of the bigger picture
• Limited automatic hardware selection 

/ automatic accelerated code 

selection

Bibliography: See references made 

in section 4 of the Adaptyst 
introductory paper on arXiv.

Related work: software-hardware co-design 
grouped by the customisation target

Adaptyst will bridge the 
gaps here!

https://arxiv.org/abs/2502.20947
https://arxiv.org/abs/2502.20947
https://arxiv.org/abs/2502.20947
https://arxiv.org/abs/2502.20947
https://arxiv.org/abs/2502.20947
https://arxiv.org/abs/2502.20947
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Related work: design space exploration

• In terms of design space exploration, a 
variety of methods have been 
investigated before [1, 2, 3, 4, 5, 6, 7, 8, 9] 
with a high applicability potential for the 
project.

• However, the work there has limitations in 
terms of supported workflows, hardware, 
and/or optimisations, for example:

• high-level synthesis only

• dataflow programs only

• approximate computing only

• CPU-FPGA or CPU-GPU systems only

• hardware architecture design only

• software-side or software-to-hardware mapping 
optimisations only

Bibliography:

1. Sepide Saeedi et al. “A Survey on Design Space Exploration Approaches for 
Approximate Computing Systems”. In: Electronics 13.22 (2024), p. 4442.

2. Benjamin Carrion Schafer and Zi Wang. “High-level synthesis design space 
exploration: Past, present, and future”. In: IEEE Transactions on Computer-Aided 
Design of Integrated Circuits and Systems 39.10 (2019), pp. 2628–2639.

3. Meena Belwal and TSB Sudarshan. “A survey on design space exploration for 
heterogeneous multi-core”. In: 2014 International Conference on Embedded 
Systems (ICES). IEEE. 2014, pp. 80–85.

4. Malgorzata Michalska et al. “High-precision performance estimation for the 
design space exploration of dynamic dataflow programs”. In: IEEE Transactions 
on Multi-Scale Computing Systems 4.2 (2017), pp. 127–140.

5. Jeronimo Castrillon, Rainer Leupers, and Gerd Ascheid. “MAPS: Mapping 
concurrent dataflow applications to heterogeneous MPSoCs”. In: IEEE 
Transactions on Industrial Informatics 9.1 (2011), pp. 527–545.

6. Andy D Pimentel, Cagkan Erbas, and Simon Polstra. “A systematic approach to 
exploring embedded system architectures at multiple abstraction levels”. In: 
IEEE transactions on computers 55.2 (2006), pp. 99–112.

7. Maxime Pelcat et al. “An open framework for rapid prototyping of signal 
processing applications”. In: EURASIP journal on embedded systems 2009.1 
(2009), p. 598529.

8. Constantino Gómez et al. “Design space exploration of next-generation HPC 
machines”. In: 2019 IEEE International Parallel and Distributed Processing 
Symposium (IPDPS). IEEE. 2019, pp. 54–65.

9. Lana Scravaglieri et al. “Compiler, Runtime, and Hardware Parameters Design 
Space Exploration”. In: IPDPS 2025-39th IEEE International Parallel and 
Distributed Processing Symposium. 2025.



Adaptyst workforce

• We have been understaffed so far unfortunately, but this is 
changing!

• Discussions are taking place for me to become the main 
person responsible for Adaptyst R&D as a PhD student starting 
at the beginning of next year.

• We are in touch with CERN Knowledge Transfer and CERN 
openlab about establishing industrial collaborations and 
sharing Adaptyst beyond CERN in the long run.

• We are also in the process of establishing academic 
collaborations, e.g. with ETH Zürich and HES-SO.

• The project is open-source, so everyone can contribute as well!
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Stay tuned for the afternoon…

• A live demo of the new modular version of Adaptyst

• A discussion about the future of Adaptyst, including setting 
up a community with regular feedback loops
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Thank you and enjoy the workshop!

Join our Mattermost team:

Visit our website (news resuming soon on WordPress):
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