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In high-energy physics (and all of science) statistics are needed to address some
fundamental questions of using data
- Experiment design:
- What cuts are “best” to separate my signal and background?
- Can | model the data? What parameters can | estimate?
- How do sources of uncertainty effect my results?
- Interpretation:
- Is my result “significant” or could this be by chance?
- How uncertain am | on this?
- Which model best describes the data?
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Lies, damned lies, and statistics - “Mark Twain”

Statistics is the field of interpreting data
Gambler's fallacy: If something happened less frequently,

. . REMEMBER, RIGHT-HANDED

it must occur more often in the future PEOPLE COMMIT 90% OF

Persecutor’s fallacy: Ignoring base rate when claiming ALL BASE RATE ERRORS.
|

something unlikely

Fallacy of division: Something that is true for a group, is I \
not true for each individual TR

Correlation=Causation: Correlation could be accidental, or —h
due to third true cause \
Berkson's paradox: Biased selection of data can lead to
correlations
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https://tylervigen.com/

Outline and Extra Resources

STATISTICAL SIGNIFICANCE

HYPOTHESIS TESTING

This material can be found in technical detail in:
Cowan - Statistical Data Analysis

WHAT IS A TEST STATISTIC?

For all levels recommend the channel:
StatQuest with Josh Starmer

A bit impossible to cover a whole field but will follow
- Fundamental Concepts : M
- Estimators and Likelihood Models
- Hypothesis Testing: ATLAS Cheat Sheet ,
- Hands-on tutorials with ATLAS open-data Semes

nnnnnnnnnnnnnnnnnn
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http://www.pp.rhul.ac.uk/~cowan/sda/
https://www.youtube.com/@statquest
https://cds.cern.ch/record/2875522/files/Statistical%20Significance%20-%20ATLAS%20Cheat%20Sheet.pdf

Next Section: Conceptual Overview

P(HIX) = P(H) « (1 + P(O) (i;(,ls—) ‘1))
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Probability and definitions

Probability P is a way of describing how likely some event X is to happen
- P(X)=0: Never, P(X)=1: Certainly, 0 < P(X) < 1: Maybe
- Often convert P(X) = 0.12 to percentage 12%
- There may be many X possible but the sum of all probabilities = 1

Examples:

7 1 - A fair coin has 2 sides — 1 out of 2
outcomes — 50% probability of heads.
i \ - Under similar weather conditions there is
) \ a 30% probability of rain

by - There was a 5% chance this effect in our
data could be cause by random chance

A probability distribution function (pdf) is a continuous version of this: any
interval corresponds to a probability
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The Gaussian distribution

The Gaussian/Normal distribution is the
most recurring distribution in statistics
- Has two parameters:
- the mean (location)=p
- the variance (scale)=0
- Many useful mathematical
properties make it easy to work with
- Many other distributions become
gaussian in certain regimes

Gauslx|, 0)

The central limit theorem: Under most conditions the average/sum of many
random variables becomes gaussian as the number increases

- We often measure averages value

- Uncertainties are often “sums” of smaller effects

- Can extrapolate from a sub-sample to the whole if theorem holds
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Central Limit Theorem
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Classic example: Sum of dice rolls
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10 12 5 0 15 20 25 30

20 30 40
Sum of 1 dice roll Sum of 2 dice rolls Sum of 5 dice rolls Sum of 10 dice rolls

Original probability for a dice is not Gaussian, but many summed valued are

Would be true for weighted dice or any probability distribution

*Under mostly general conditions
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The Poisson distribution

= The Poison distribution is especially relevant for
Gl high-energy physics
- Has one parameters:
- the expected value (location)=\
- Always predict integer values: 1,2,3, ...
- Not symmetric
LT - Around )\ ~ 8 starts to look Gaussian

Pois(x|A)

10 12 14
Expresses the probability of number of
occurrences in an interval. Aka describes
0.14 7= 3 Pois(x|8) B “ | R "
012 A L_I Gausse. %) counting experiments
010 i\ .
FJ ‘l - How many emails | get per day
" oos J —| - How many rain-drops in an area
—|—|_|_‘ - How many events | see in my detector
element
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Interpretation of Probability: Frequentist

But what does a probability “mean”? More then just an abstract
philosophical question

Most common definition is that of frequentist statistics
- The subsets X are called events

- The probability is the long-term relative frequency of the event

occurances of event X

P(X) = lim
n—inf n
DD THE JUST” EXPLODE? SIRTSTICIAN:
D %mmm) FREQUENTIST STA 4
mswmmmmmm THE PROBABITY OF THIS RESULT
WHERER THE SUN HAS GONE NOVA. HAPPENING BY CHANCE 15 3;=0027.
THEN, ITROULS T DICE. IF TFEY SNCE p<0.05, T CONCLUDE
( %Wmﬂg‘fs‘ﬁﬁﬁ THAT THE SUN HAS EXPLODED.
LETS TR
MIH‘)SHE
SN GNENOR?

4
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Interpretation of Probability: Bayesian

Another common approach is the Bayesian statistics
- The subsets refer to hypothesis/prepositions that are either true/false
- Then the probability is:
P(X) = degree of belief proposition X is true

Bayes theorem is central as can say:
P(theory|data) < P(data|theory) - P(theory)

DD 'IT-|ESUN JUST EXPLODE? BAYESIAN STATISTICAN:
TS NIGHT, 50 WERE NOT SURE.)
THIS%EJTR\IDDETECIDRI’W)R&S YoU m
THEN, TROLLS T DCE. I THEY IT HASNT
BOTH COME P &I, ITLES O US: )
OHERWISE, IT TELLS THE TRUF.
LETS TRY.
DETCIOR! HAS THE
SN GOVE NV
)

O
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Interpretation of Probability: Comparison

Frequentist Bayesian

- The theory parameter is a - The theory parameter is a
constant of nature random variable
- Say probability my interval - Can say p(theory|data) in an

covers the theory parameter interval

- Assumes you repeated an - Clear for a single experiment case
experiment infinite times

- No prior assumption - Need to make an assumption

on theory prior p(theory)

- Decision rules on the - Decision rules on the comparison

compatibility of an alt model of the theory probabilities

One not “more correct” then the other, but affects methodology
ATLAS uses mainly frequentist statistics, so will phrase the rest of the slides around
that
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Next Section: Estimation

—’—’_’__.‘__.’_%—f——t"—
R%0.06 REXTHOR, THE DOG-BEARER

T DONT TRUST LINEAR REGRESSIONS WHEN ITS HARDER
TO GUESS THE. DIRECTION OF THE CORRELATION FROM THE
SCATTER PLOT THAN TO FIND NELJ CONSTELLATIONS ON IT.
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But you don't seee P(X) directly in experiments! Just some sample of data
X1, X5, XN

An estimator 0 is a function of data used to approximate a model property 6
Example estimators for i and o of a
Gaussian

N 0401 — PDF
E X, sample Histogram
7,

0351 --- Truepjo

X — 2 0.30
- Sample variance 62 Z ( I )
A histogram of X divided by N is also an .,

- Sample mean i =

=== Estimators

estimate of P(X) 01s
Note that estimators are a function of 010
data and so are random variables too 005
- They have some uncertainty on 000 e
them too! .

We call the process of getting estimators from data as “fitting” — In almost
all cases it is done numerically
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Functional form fitting

An estimator example: Estimating a function f which models your data

Have measured values y; at point x;

Assume your data follows:

— True distribution

l'|0 Z f] 20 L X IF::;ttead Distribution
15
:90 + 6012 + 021‘2 =+ ... ®

Define the best estimator @ as the one ’ { |
which minimizes the “least squares”: ° } -
2 - 0.00 0.25 0.50 0.75 1.00 1.25 1.50 175 2.00
r=> (yi — f(xi6)) :

i
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Functional form fitting

10
b
54 ,’Ill
_——— A
.}__‘_.f’_—___-f--"*» el mmmmm=mm A= . .
S E B — e P The function f(x|6) is
‘71’,_( —————————— Tue distribution » - /F:JJ \ ] . .
77 - - PolyDegree-1 oL ! an arbitrary choice.
—5 s —— Poly Degree=3
L —— Poly Degree=10
10 i( , 3 : _ | Compromise on the
=15 -1.0 -0.5 0.0 0.5 1.0 15 2.0 2.5
number of paramaters
5.0 /
——— / - Not enough —
2.5 do. T TTTTmmmm > J/ bad fi
- AN ! ad fit
71 4
A e e S A S
> 2s{ [ i - Too many —
-5.0 - ,’f \ ““““ overfitting
7
—i 5 —i 0 —OI 5 O‘O 0.‘5 l‘O l.|5 2‘0 2‘5
X
" o L 10 2
Goodness of fit": =3, W ~ dof

Degree of freedom (dof) = number of fitlparameters - number of points
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Likelihood Models

A likelihood encodes the compatibility of data p 12
with a model as the product of individual
probabilities for x

L(6|x) HP z|0)

It's to be thought of as a function of —A
parameters while P is a function of data \j/
The method of maximum likelihood says the |
best estimated values 6 from your data is the

value which maximizes likelihood

The uncertainity on 6 can be estimated from
the curvature of L(0|x)
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Nuisance Parameters

Very often there are parameters in your model you care about:
- Parameters of Interest (POI): p
And parameters you don’t care about:
- Nuisance Parameters: 6
E.x. | may only care about the p of a Gaussian and not it's o (or vice-versa)

In frequenist statistics we will sometimes employ the technique of “profiling”
to remove these degrees of freedom by replacing p(x|u, 0) — p(x|w, @)

Let's denote the the best fit value of @ at a specific y assumptions as @
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ATLAS Likelihood Models

Very common in ATLAS analysis, the use binned likelihood of the form:

L(p,0|x) HPozs xi|p - si(0 HC a;l6;)
3 T T
3 ATLAS + Data
Each bin of your histogram is a counting g g e a0 i e
) g WW 1-lepton Diboson
experiment, where we expect b; background G yfa GOFIDY merged HP Single top
. [ Uncertainty’

and s; signal events

— Pois(x;|p - s; +b;)

Where 1 is the signal strength

Systematics encompass some possible shift to

the predictions

Data/Postfit

C(a|6;) represents an external constraint on
your nuisance parameters s

ST TT 87T T T] [T T T T T T Tmmy—T T uuuu‘.-mmuruul

3500 4000
m(vJ) [GeV]
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Building the ATLAS model: Counting terms

=
Each histogram bin you are looking at is an i
individual counting experiment where you see _
x events and expect pus + b events
z ,—(us+b) 00s

Pois(x|A = pus+0b) = (s + b)x'e
Notes: p———

- is a handle on our signal assumption o I_J —|--| Gousstls /%

- x is an integer, while ps 4 b can be a float J 1y

- There isn't knowledge of the bin edges _oos f —lL

- Each bin is like a separate region “one J \

—> Product each bin terms in the likelihood ., ;:—IJ —L|_|_‘
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Building the ATLAS model: Constraint terms

For systematics usually know the “size” of these variations beforehand, and
so we include that knowledge in the model itself
= Add constraint term C(a;|6;)

o
o
D

T T
r ATLAS [ Total uncertainty

.§ :Ea:§k20;5_—200;7b5=13gsev —Absol‘ulevfn situ JES :
Example the jet-energy scale uncertainty: EO'OGT.HE.Ej’m;; e - E:I“";pttJEs ]
w B ile-ul 4
- Measured in dedicated analysis 7 00k Pt
- But still allow our analysis to vary it (6;) &oc
if improves modelling T —

20 30 102 2x10° 10° 2x10°

- The constraint term tells the fit that we Pe' [GeV)
already know the systematics is this size _ Usually assume and scale
(or smaller) things so

- The o is known as the global/auxiliary  C(«;|0;) = Gauss(0]6;,1)
measurement data

c.f MC stat uncertainity
which is Poisson
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Putting it back together

Binned likelihood:

L(p,0|x) HPozs xi|p - si(0 HC a;l6;)
> T T
3 ATLAS ¢5vata
. . 8 10°L {5=13 Tev, 139 b W+jets
To actually make the model you provide: : W septon €
1) The nominal expected signal and Tk, oorpYmeseine %ﬁ?ﬁ:ﬁy
background histograms 10
- Define s,b 10
2) Alternative histograms templates for 1

=

each possible systematic source

- Define 6 dependence of s,b

- Add in a constraint term if needed
3) The data histogram

- Define x to evaluate on

Data/Postfit

oo ke

{anan g\ T [T Ty Ty \Hmu‘wHmm‘:ﬂmmr T

U“'m'mpmb

1000 1500 2000 2500 3 3500 4000
m(vJ) [GeV]
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Understanding pulls

When we “run a fit" we evaluate the point and
interval estimate for all parameters

mn " . é_e .
A “pull” for a systematic source = ——2relit
06
By construction a constrained nuisance parameter

will should have pull of zero and have uncertainty £1

- Pulls/constraints can tell you real physics effects
- A pull means the data prefers a different value
then the nominal
- A constraint say your analysis can constrain this
systematics more then the CP measurement
- Need to understand both of these effects

- If pulls/constraint everywhere — bad fit model
- If underconstrained — broken fit model

The correlations of parameters and shapes of +1
variations can give insight
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STATS EXAM GRADE
100
STUDENT B

%D.ENT ¢
FEET]
p=0.586

STUDENT A

8% 8 9 2 9N

SCREAM LOUDNESS
(DECIBELS)

DARN, NOT SIGNIFICANT.

WE NEED MORE DATA.
HAVE THEM EACH TRY
YELLING INTO THE MIC
A FEW MORE TIMES.

%W

Robert Les

STATS EXAM GRADE

00,
STUDENT B
0 [
STUDENT C
o =194
STUDENTA | p=0.037*
L *SIGNIFICANT!
8% 8 VO N H
—
SCREAM LOUDNESS
(DECIBELS)

PERFECT!
ARE YOU SURE
WE'RE DOING
SLOPE HYPOTHESIS
TESTING RIGHT?

%}W
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Hypothesis Testing

What if | have multiple competing models 6; that | want to make a
statement on?

Example: counting experiment

- 09 =Background-only model of expected . —
10 events
- 01 =Signal+background model of

expected 15.5 events

- Observe 11 events

Can | say something about which model the cooco oy m
data favors or excludes?

* c.f. In Bayesian setting can measure p(60;), in frequentist 6; either true/false objectively
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Hypothesis Testing

In frequentist setting, make statements on a hypothesis by defining a quantity of
the data “test-statistic” and a critical region
1) Define null/alt hypotheses 8¢ /61

- For a SM measurement: null=background, alternative=signal+background

2) Define a test-statistic ¢ P —

— piti6y)

- E.x. the number of observed events

3) Derive the distribution of the test-static
under the hypotheses p(t|0;) o
4) Define a threshold ty,,-c5 for a specific false s /]
negative rate « I
- Often a = 0.05 in science B

5) Only now look at data t,,5 and compare to t.,;

- Often quote the p-value: the probability to observe t,,s; or more extreme
under the null hypothesis
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Hypothesis testing “colloquially”

The core point is condensing all of your data into one number: the test statistic ¢
- If know how it’s distributed under you

assumption, can evaluate how likely the oz i (— o
observed value was to happen o0
- Why you see p-values everywhere in 008

science

- Define a region before looking at data:

- If in this region, assumption is
unlikely/rejected ‘

Alternative hypothesis comes into play for further understanding
- What choice of t is the most powerful?

- How much data | need?
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Hypothesis Testing Subtitles

IMPORTANT! We only reject the null when in critical region

No action otherwise!
- Never accept the alt! Could be other
unconsidered alt hypothesis

If not in critical region null is acceptable

Rejecting also doesn't 100% guarantee the

null is false, just was unlikely

These are frequentist statements based on
long-term repeated experiment probability

- o = 0.05 means 1/20 experiments will

make a false rejection

o Frequency | False positives if 300 papers/year
lo 16% | ~weekly

20 2.2% | ~bi-monthly

3o 0.13% | ~yearly

40 | 0.0032% | ~10 years

50 | 0.00003% | ~100 years

Robert Les

Gobs — pitien)
pleloy)

002

0.00

In HEP we often convert the p-value to a
“significance” which is the z-value for the
equivalent p-value of the Gaussian

Statistics Tutorial 28



Neyman Pearson Lemma

Neyman-Pearson Lemma tells us that for simple 8¢ vs 61, the test-statistic

with the lowest 8 at chosen « is from the likelihood ratio

_ L(6o|x)

" L)

But not true for our likelihoods L(u,0|z) —

Approximate by profiling .

L ,5:1: 0s

t,=—2In M B
L(f1,0]x) -

“Easy” interpretation: higher ¢, means more w0

incompatible with g

In ATLAS we use slightly adjusted test-statistics based on this
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https://arxiv.org/abs/1007.1727

Limit setting

Before we were asking: “What is the chance my signal is real for a specific model
parameter?”

If don't see signal want to also ask: “What model parameters can | exclude?”

Hypothesis Tests

10

Calculate the “limits": os

- What signal-strength /cross-section can | not
exclude at a = 0.05

- Here your SM+BSM model is your s
null-hypothesis

- You scan over different p assumptions
- Calculate the p-value o
- The excluded range is when p < 0.05

as

E P T
For searches often consider multiple hypothesis § Jnismjvjz% 77777 EESigsé“c 3
(e masses ; =
- Re-run the limit procedure above for each % N él::éi;iiiiﬂ?iiiété
mass/parameter then plot 10° 9
- Each a = 0.05 horizontal-slice (top) is one 10
x-axis point's vertical-slice (bottom) we
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Example: Typical SM measurement

0

[ e bata AfLAS

>
> o FI T T T T 1
© 51 [l Background 22° R 5 E ATLAS 2011 - 201‘2 — Obs, E
0 N E so77ev: fLdte g E
2 | [llsackground Z+jers, € S E feTTew [l - 464 o - Exp. |
§ .| [l (m 125 G I H thesis testi Es=8TeV: JLat-58591 M+ -
W systune ypotnesis testing 11{ X 1?;;
Fis- Lt = S q 107 el 4%
15[ls =7 Te: JLat=48f ] 10°g \\ / 4 3
[Vs=8TeV:]Ldt=581" q 07 =p=
r 0% =
10 10° \ / =
) 107 \/ 4%
100 E
5 10° o 60
r 10" .. E
ok 10" | I I I Lol L
100 150 200 250 110 115 120 125 130 135 140 145 150
m, [GeV] m, [GeV]

- Design analysis

- Hypothesis testing: background (null) vs signal+background (alt)
- Possibly reject background-only model
- Background only p-value and significance

- Point and interval estimate of signal strength
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Example: Typical SM measurement

2 [ e bata " ArLas 10, : : .
g 25 [l Background 22! o774l E aras —— Observed CL, limit El
2 [l Background Z+jets, & [ {s=13Tev,1391" == Expected CL_limit ]
g

H~zz ~I'rr +17ryy [0 Expected £ 10
IWA, ggF production [ Expected £ 20

---- Expected CL_limit (I'1'vv) |

[ []Signal (m, =125 GeV)

2 epmune 1 Hypothesis testing

5[5 = 7 TeV: [Ldt = 4.8 fb” ’

[Vs=8TeV:/Ldt=581"

_._
- |

95% CL limits on o x B(H — 2Z) [pb]
o
5

Il Il
500 1000 1500 2000
250
my [GeV] m, [GeV]

100 150 200

- Design analysis

- Hypothesis testing: SM (null) vs SM+BSM (alt)
- Possibly reject SM hypothesis
- SM p-value and significance

- Hypothesis testing: SM+BSM (null) vs BSM (alt)
- Invert test to derive upper limit on BSM
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Crash-course in basic statistics related to ATLAS
- Estimators, Hypothesis Testing, ATLAS specific topics

- Try to clear-up frequent misunderstandings of p-values, hypothesis
testing, etc

- May not digest it all the first time through
- Exposure is the best way to eventually understand remember!
- Get involved in the statistical analysis of your analysis

Two notebooks to work through

- Background fitting, model-building, and hypothesis testing with
H — ~v open-data

- Upload a public likelihood model and run limit calculations

Separate github repository currently
- Use this docker link
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https://github.com/RobertLes/ATLAS-OpenDataStats/tree/master
https://mybinder.org/v2/gh/RobertLes/ATLAS-OpenDataStats/HEAD

BACKUP
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Probability and definitions

Kolmogorov axioms define probably as a set X and a function P
1) P(X)=1
2) For every subset S in X, P(X) >0
3) For every countable disjoint subset Sy, So, ..., P(US;) = P(3 Si)

* Note X can be multi-dimensional (z,y) etc

The above is clear for discrete variables, but

IaN — oy can extend to continuous probability
J 1 distribution function (pdf) p(z)
J —L - Only a definite integral of a pdfis a
2
Jr WL probability: P(z1 <z < z2) = [ p(x)dz
00 q xr1
e - Can usually change >~ — [ and

P(X) — p(z) safely
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Definitions continued

The conditional probability of X given Y is defined as:

_ P(XNY)
PX]Y) = P
A little bit of math gives you the famous PA)=—  PBIA=—
Bayes Theorem: P(E;)_g P(A|B) = L
Z . .
p(v|x) = LEVPE) PAPEIA= - =
P(X) @, 0 _
P(B)-P(AB)= — x g =

So what? = Allows you to relate the - PA)PBIA) , ie.
probability of a cause given it's effect!

Uz P(AlB):P(A)P-ga(;BIA)
Let's also define events as independent if P(B|A)=P(B)'P(AIB)

P(XNY)=P(X)P(Y) P(A)

Image from wikipedia
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https://en.wikipedia.org/wiki/Bayes%27_theorem

Expectation values

Any element of X or a function of it is called a random variable
For a random variable a and pdf p define the expectation value:

Ela] = /+Oo ap(x)dz

—0o0

The famous expectation values are:
- mean Elz| = py
- variance E|[(z — p)?] = o2
o is usual measure of spread in a parameter  o»
— if Gaussian, my parameter should be
within [p — o, ;1 + o] 68% of the time

The covariance between two random values
El(a — pa)(b— pp)] = ogp is also an
important measure of linear correlations
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But you don't deal with p(z) directly in experiments but some sample of
data x1, 9, ..., TN

An estimator @ is a function of data used to approximate a model property 6
Example estimators for p and o

N
S | ~ 21 Z; 040 — pOF
- amp e mean /I/ — N Sample Histogram
N 0351 ——- True ujo
9 ZZ (mi_ﬂ)g o0 --- Estimators

- Sample variance &

N—1
Some good properties for an estimator o
- Consistent: lim 6 — 6 015 o
NA)OO o0.10 i i
- Unbiased: b= E[§] —0 =0 -

2 3 4

Efficient: lowest M SE = O'g—FbZ OIS L 4 o

x

Robust: single z; can not make  * Note that estimators are a function of data
[t an arbitrary value and so are random variables too
We call the process of getting estimators from data as “fitting” — In almost

all cases it is done numerically
Robert Les Statistics Tutorial 38



Functional form fitting

An example of an estimator: Functional form x? fitting
If you have some measured values y; at point x; with some gaussian
uncertainty o;

Assume your data follows a function
of parameters:

Fitted Distribution

L —— True distribution
t Data

N
)\(l‘,e) = ij(.r)@] ®
J 10

Define the best estimator @ as the one : { |
which minimizes: 0 \l\y\}r_{

x

: :yZ - xla ) 000 025 050 075 100 125 150 175 2.00

If your X 'is Imear in 0 can solve analytically, if non-linear can use software

packages to numerically calculate the values
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Likelihood Fits: Point estimates

Since we only care about maxima, we will often instead minimize the the
negative log-likelihood for simplicity

251 M2

Assume we have one sample and a likelihood
model:

Lu¢m>=Ahmp<““‘*”2>

202
2
i Lufro) =~ I ()
and the estimator i
d(—InL) _ 2(360 — 1) _0
o 202
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Likelihood Fits: Interval estimates

What about the uncertainty on our estimator?

The Cramer-Rao bound gives:

ob\? , 19°InL
> (142 /p |
"9<+69>/ [802]
For efficient operators (like MLE) the equality
holds, and often look at unbiased estimators

- ln(Lz

— The uncertainty on the estimator can be
estimated from the curvature of the likelihood
at the minimum

The term I;; = E {88291%;} _is called the Fisher information matrix
i 10=0

*This method is also known as HESS in HEP jargon
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Likelihood Fits: Interval estimates

Another method can be derived for interval estimate

Expanding the likelihood around the extrema
at leading order and using the CRB:

10%2InL A

L) ~In L) + ——=-—| (6—6)*
20 002 |,
_N\2
—1In Lypyuw + u _______________
20@

which can be rephrased as ) /H'_g

. N
—InL(0 £ No) =1n Ly, + -
— So can also estimate the intervals graphically with y-axis crossing points

*This method is also known as MINOS in HEP jargon
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Hypothesis Testing

In frequentist setting, make statements on a hypothesis by defining a quantity of
the data “test-statistic” and a critical region
1) Define null/alt hypotheses 8¢ /601

- For a BSM search: null=SM, alternative=SM+BSM
2) Define a test-statistic ¢

- E.x. the number of observed events T ——
3) Derive the distribution of the test-static -
under the hypothesis p(¢|0;)
4) Defines a false negative/postive rate
a= [ p(t|6o)dt, B = f_ p(t|6y)dt v
5) Define a threshold t41,,..s for a specific a/f3
threshold R
- Often a = 0.05

6) Only now look at data t,,5 and compare to t.,;

- Or equivalently the p-value= ft p(t|0o)dt to a
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Hypothesis Testing

In frequentist setting, make statements on a hypothesis by defining a quantity of
the data “test-statistic” and a critical region

To interpret we only reject the null when in

critical region oz o — e
- Never accept the alt! Could be other
reasonable alts
- If not in critical region null is acceptable
- Rejecting null does not mean p(6g) =0
- These are frequentist statements based on el
long-term repeated experiment probability

0.00

- a = 0.05 means 1/20 false null-rejections ‘

Quantify null agreement with p-value= ﬁijs p(t|6o)dt
- How often you would observe this value or more extreme if the null
hypothesis was true

In HEP we often convert the p-value to a “significance” which is the z-value for the
equivalent p-value if the p(t|60) = Gauss(t|jp = 0,0 = 1)
- 3(5)o is approximately a = 0.003 (5 x 1077)
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Neyman Pearson Lemma

Neyman-Pearson Lemma tells us that for simple 8¢ vs 61, the test-statistic

with the lowest 8 at chosen « is from the likelihood ratio

_ L(6o|x)

" L)

But not true for our likelihoods L(u,0|z) —

Approximate by profiling .

L ,5:1: 0s

t,=—2In M B
L(f1,0]x) -

“Easy” interpretation: higher ¢, means more w0

incompatible with g

In ATLAS we use slightly adjusted test-statistics based on this
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https://arxiv.org/abs/1007.1727

Test inversion

Hypothesis Tests

10

For searches often care about providing “limits”:

- What signal-strength/cross-section can | not
exclude at a = 0.05

- Here your SM+BSM model is your
null-hypothesis
- Not the same as background-only p-value!

- “Invert” the hypothesis test:
- For multiple p assumptions calculate the

p-value

08

06

as

04

02

- Exclude values with p < 0.05 §
For searches often consider multiple hypothesis i
(e.x. masses) 3
- Separate model, test-statistic, and inversion
for each
- In limit plot, each o = 0.05 slice is one
y-axis point

Robert Les

Statistics Tutorial

ATLAS
V5=13 TeV, 139 fb™*

YW WZ

T
—— Observed 95% CL
—————— Expected 95% CL
Expected * 1o
Expected + 20
HVT Model A, g, = 1
HVT Model B, g, = 3
- 2lep Expected 95% CL
- 1lep Expected 95% CL
- Olep Expected 95% CL

4‘.5 5
m(W') [TeV]



Asymptotic approximations

If assume 0y true, Wald approximation says that log-likelihood

test-statistic as n — oo will follow a non-central x? distribution with

_ 2
- degrees of freedom=dim(0) centrality=""Firue

This asymptotic approximation makes it very computationally easy to derive

p(tulp’) — quick analytic expression!

& 0T

i3 fq o)

If not valid (n ~ O(1)) then need to do full C b Cbea

frequentist computation using 1122 ~b=5

pseudo-experiments (aka “toys”) ot NG b=20
~ Sample the likelihood 2/ ~ L(;/|8) 0y

multiple times

- Calculate t,, for each pseudo-experiment 107k

| I |

1 Ly

- Histogram to approximate p(t,|x') 10575 90 15 20 25

Robert Les Statistics Tutorial
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ATLAS Test Statistic

In ATLAS we use NP-inspired test-statistics profiling over nuisance parameters

For evaluating signal+background model agreement (limit setting) use

o Ludw) 4

L(0,0(0))
Gu =19 _o1y L0(w) -
K 2In L(n0) O<i<p
0 W< it

For background-only model (discovery) agreement

>

oy L)
qo = L(0,6(0))

The ranges are defined so that:
- Only look for upward fluctuations
- For searches, fluctuations larger then a specific signal strength are also
consistent with it
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https://arxiv.org/abs/1007.1727

Confidence intervals and Neyman Construction

Let's be more precise when we say we measure/exclude something

An X% confidence interval on a theory parameter § means if we repeat the
experiment our interval would cover the true parameter X% of the time

- Theory parameter is fixed constant of nature

- The bound edges change across repeated experiments

- Does not say that X% prob your derived interval covers true value

Can define the procedure from assumed pdf beforehand:
- Once observe x5 can derive interval [6_, 6]
- Interval can be also one-sided e.x. [—00,04]
- For Gaussian pdf 68% Cl same as [ — o, i + 0]

f(«l)
From Cranmer P)
: b
" ﬂ |
0,/ /] .
0o /V z

Zo
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https://theoryandpractice.org/stats-ds-book/statistics/neyman_construction.html

Unbinned fits

More likelihood models than binned-Poisson or Gaussain can be used:

N

_ (Ns+Np)Ve NstVB Ns Ng
L(NS,NB,0|(B) - N1 l:[NS+NBpS(xi|0)+ NS+NBpB($i|9)
> SR T L =
. ; 3 E 4 Da ATLAS =
- psy B(ac;\e) arhe pdf choices for S oot ..1..2%§5rguggckgruund F=13Tev, 130" 7
events from the processes £ 50000 — Signal Diphoton fiducia ,;
- Ex. ps(z;|0) = Gauss-(xi) a0000] E
pp(x;]|0) exponential = ]
30000(— =
- “Extended” term at front since F ]
. . 20000[— -]
event count N a Poisson variable F ]
- Ng/p are the expected yields 100001 =
. e 2 1500F i T =
Exploits all structure within your datal S ok E
- Better variances! £ soof ; E
- Minimization difficult as N large g o 7 4
. oI _ggob . . , \ \ \ E
- Need good assumptions on pdf O Tmo @ o o 10
m,, [GeV]
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Multiple dimensions

Mainly discusses situation where one theory parameter, but most results
scale for case with several “parameters-of-interest” 6

® Minimum

Main thing to remember is that & W
asymptotically follow a x? with higher S — s
d.o.f. parameter k > 1 '

Find intervals by drawing point where < | |

lOgL(e) = log Limaz + % 1 i

- Look-up tables for Qi threshold :
at chosen Cl

I
-1.5 -1.0 -05 0.0 05 1.0 15
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Error propagation

First useful example of statistics is how to propagate uncertainty

If | measure some observables « (say object 4-vectors) and it's related to
another quantify y(x) (say the invariant mass), at first order

The mean and variation of the new quantity is:

ty = y(p)

W
L]

a$i al‘j T=p

Ogiz;

You will often see we transform to new basis so that the covariances Oyiy;
are zero to simply calculations
— eiegenvector decomposition of jet and b-jet experimental systematics

Robert Les Statistics Tutorial 52



Toy Results

Proper limit calculations are done by toy calculations (very CPU expensive!)

Don't assume toy calculations perfect

F T - Make sure distributions are
= A 55 Goemeactn smooth with enough statistics
a3 %EEEE?U - Check search range is reasonable
0s - 0.05 crossing visible even for
+20 band

- Make sure no odd features

- Toy fits can fail
= - Nuisance parameters can act
odd: MC stats, spurious signal
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CLs

For limits as mentioned calculate signal4+background p-values

But remember by construction will exclude 5% of
the time

- Even for cases where we have no signal
sensitivity!

Combat this with CLs approach, replace normal

oo
p(t|s+b)dt
_ H — Ps+b — ‘ftobs
p-value with C'Ls o [ s
tobs

- Penalty if s+b not very separable from b

coverage probability

o
©

- Conservative: Doesn’t match 95% Cl —oaL,
anymore o

s+b

0.8
0
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https://twiki.cern.ch/twiki/pub/AtlasProtected/StatisticsTools/CLsInfo.pdf

But what about “expected results” — define as the median result given a
(background) hypothesis

In the asympotic approximation can use the Asimov dataset

- Artificial dataset where all all estimators are the true values

- Easy estimators and also their uncertainty

- Logic: median(toy result)= result(median dataset)

Can be used as a shortcut to derive the expected result and it's uncertainty

350

Robert Les

=102

10¢

107}

1072

1k

0,Asimov

. median[q0|1]

s=20
s=10
s=5
s=2

s=

107

10

Statistics Tutorial
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https://arxiv.org/abs/1007.1727

Better-then-zero effect and asymptotic validity

Analyzers may know full toy calculations is a very CPU/time intensive task
— but when asymptotics breakdown they are overly aggressive!
Better-then-zero effect : The 95%
upper-limit for a Poisson experiment with
Nobs — 0is 3
- Not true for asymptotics with
systematics!

Quick rule-of-thumb asymptotic don’t
apply if you see:
Negel = Oezel X L X ace <5

Where do | need to run toys
- When have sensitive bins near this
threshold
- Typically impact limits ~20-30%
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https://cds.cern.ch/record/2280679/files/ATL-COM-GEN-2017-009.pdf

Look elsewhere effect

Our hypothesis testing definitions was framed
interpretating data only between two
hypothesis
- But we are often doing many hypothesis
tests at oncel!
- Each "local” hypothesis p-value misleading
as not independent!
- Need to define a “global” p-value to see
deviations anywhere in data
a.k.a. Look-elsewhere-effect (a.k.a. multiple
comparisons problem)

Gross-Vitells estimation formula on the number of
up-crossings IV, at arbitrary threshold Z,.:

172 _ 2
Pglobal = Plocal + Nup62 (Ziocar Zref)

Can also measure with fully pseudo-experiment
procedure
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https://twiki.cern.ch/twiki/bin/view/AtlasProtected/GlobalSignificanceComputations
https://arxiv.org/abs/1005.1891

Functional Form Fits

Sometimes can’t rely on simulations for deriving a template and need to fit some
functional form to the data

Use simplest functional form allowed by data — provided by F-test

Generally three potential kinds of uncertainty on a background fit:
Fit quality uncertainty:
Evaluate from hessian of fit or from toys
Function-choice uncertainty (alternate pdf)
“Spurious Signal” uncertainty
Bias of fitting signal+-background model on background-only data

— 107 T T T T T E
E . + 3
S 7 . E 10'E ATLAS Preliminary {5 =13 TeV fL dt=261 3
8 10° ATLAS - S E + Data2015 x=my/ 5 El
5 E Vs=13TeV, 139 fb* 5 | E’s 100 —fo=(1-x"¥Px* $In=2461/16 —J
S 100 - Ols E —l (1-x"° x:( Z‘Tvulr . ¥2n=2421/15 3
P E E 1026 ety = (1 - xR oS00 3, loteF ¥2In=2401/14
$ 100 - 3 E
w E E| 10F Fo1=0247 p(F =F,) = 0.62
« Daa B = 1B Fug=0113 pIF 2Fz) = 0742 3
Background-only fit 2 3 E 3
-~ Generic signal at 1.34 TeV, ['/m = 0% I = 10 10 -
E Generic signal at 2 TeV, I/m = 0% it 3 E 3
101~ -~ Genericsignal at3 Tev, Fim = 0% G * * - oF 3
E . : El 10 E El
o 4 3 3
= 107
S S gt R s
g T V*"? L4 N’ TR _ 10 | L L L
S 500 1000 1500 2000 2500 3000

3x10? 10° 2x10°  3x10°
m,, [GeV] My [GeV]
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https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PUBNOTES/ATL-PHYS-PUB-2020-028/
https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PUBNOTES/ATL-PHYS-PUB-2020-028/

Spurious Signal for functional fits

Spurious Signal uncertainty
- Bias of fitting signal+background model on background-only template
Sspur = Nfit - Ntemplate
- Add as additive nuisance parameter to model Pois(z|us + Sspurfss +b)
- When possible evaluate fit from high-MC template or high-stats region

To keep impact of this bias on sensitivity < 5(12)% need Sspur/0s,,,, < 0.3(0.5)
Background model may be too flexible and can pick-up fake signal
Try less flexible fit model

Understand if signal model too wide or background like

ATLAS
Vs =13 TeV, 139 fb™*

ATLAS Simulation Preliminary

Events / 10 GeV

« Daa
Background-only fit
- Generic signal at 1.34 TeV, [/m = 0%
Generic signal at 2 TeV, [/m = 0%
- Generic signal at 3 TeV, [/m = 0%
I

o 4
z 2 1 H
g o ‘ ’M M’A WW ﬁ" +¢*M'0M iy i, ‘ﬂ W4 s — Nominal
£ 7‘2' ¥ -~ Overall envelope
g
= 3x10° 10° 2x10° 3x10° 1l03 2.10° 3 10°
m,, [GeV] my [GeV]
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https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PUBNOTES/ATL-PHYS-PUB-2020-028/

What if we want to combine several measurements for optimal sensitivity

Often assume a multi-variate Gaussian likelihood (aka BLUE method):
InLo (x—1)TViz-1)
- x is the vector of all measurments

- V is their correlation matrix

- Often will decompose into
V = Vstat + Vsyst + ...
Assumptions:

- Data x is statistically independent,
otherwise need to evaluate with
bootstrapping

- Gaussian likelihood valid, otherwise need
to do full likelihood level combination
- Often the case
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https://indico.cern.ch/event/1406535/contributions/6180877/attachments/2953048/5191553/slides.pdf
https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PUBNOTES/ATL-PHYS-PUB-2021-011/

Reminder of our goal

Typical Likelihood looks like:
L(u,0) = H HPois(nffS\nfjg(u, 0r) + n?fg(Gk)) H T (0k)
] k

T oo
t1=bin, r=region, k=systematic

To construct our likelihood need to specify few things:
- The r's and i's aka the regions and the bins
- The 0}, aka the systematic (as well as constraint fi(6y))
- The actual parameter we care about p
Then we connect these to the actual data we have
- Specify the n's aka the bin contents from our histograms
- Specify how the systematics effect these bins n(6), aka variation
histograms

The output ROOT /pyhf “workspace” holds the the likelihood in a common
format and also the n's
- You can do all the “interpretation” from this common format
- Limits, plots, etc
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Code workflow

[1) Make Workspace

—

:[2) Debug Workspace}

-~
NP Up/Down
Shapes
Likelihood: Data: 2: Z:Itl.so’ q
. rre on

- Trees/Hist

_ MC, Data Pre/Post-fit Plots
- Systematics

Fit result \
* Step 2 often forgotten!

3) Intepretations
The by-far most common mistake | see is analyzers assuming workspace
built correctly and jumping right to limits

- p-values, limits, etc tell very summarized info so almost impossible to
debug from there

- Many small simple things can go wrong: Forget samples/systematics

- Many complex things can go wrong: Systematics have weird shapes,
large pulls

- Some of these can be “physics” and not bugs
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Statistics in 1 minute

For profile-likelihood fits everything we do is related to the likelihood L(u, 0)
- A fit finds the minimum of L(y, ), labeled by 1,0
- You can estimate the uncertainties on the parameters by the curvature
of L(u, @) near the minimum
- Often care about fits at specific hypothesis; e.g 1 = 0 background-only

- Asimov data= artificial data where i, 0 are the “true” generated values

Limits are related to p-values
- Probability that data is consistent with some (alternate) hypothesis
- Background-only pg: Consistency of background-only with data
- Limit: Value of u (aka cross-section) for which p-value is 0.05

Difficulties with profile-likelihood usually related to understanding your
systematic 6
- Always understand your likelihood before running limits
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Typical nomenclature/jargon

- Observable: The variable you are fitting (aka the z;)

- Sample: A single contribution to your total s;/b;, which is usually
divided into different physics processes: aka V +jets, tt,...

- A category/region: A signal/control/validation region of your analysis.
Extends the 7 in your [];

- Template: the histogram of your nominal s;/b;, or the histogram after
a +1o0 uncertainty shift

- Normalization uncertainties: Systematic which uniformly shifts a
sample rate up/down in a specific region

- Shape uncertainties: Systematic which isn't uniform across the
sample-+region

- Correlated systematic: The £1o shift of the systematic is simultaneous
across the region/sample, aka one parameter encompasses effect across
samples/regions
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