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https://indico.cern.ch/event/1568443/

Typical event generation pipeline
Example: Sherpa® AN

1. Setup: write and validate config file
< %i ul- Sherpa.yaml

2. Initialize: generate process information and ME code
Sherpa INIT_ONLY:true — Zipped text files, C++ code, CMakelists.txt

3. Make libs: compile generated ME code
. /makelibs — Shared libraries

4. Optimize: create integration grids (typically using MPI on HPC)
mplexec —-n 512 Sherpa -e 0 — Zipped text files

5. Generate: generate particle-level event samples
(trivially parallel on WLCG, but can use MPI on HPC to reduce job number and I/0)
Sherpa —-e 10M -R <seed> — Zipped HepMC text file
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Event generation bottlenecks (Sherpa al)

Systematic performance improvements

EW,irt+scales+152 PDFs
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Factorised event generation & data sharing

New feature in Sherpa upcoming v3.1 A\

e Usually particle-level event generation in one go

e True for Sherpa, typically also done for MadGraph+Pythia/Herwig productions

e Clear parton-level bottleneck + WLCG budget vs. needs + changing HPC landscape
= Motivates new option in Sherpa v3.1: factorised two-step workflow

1. Produce unweighted parton-level samples centrally with input from MC
developers, provide them in a shared space for all experiments

2. Later, (re-)use parton-level samples as seed events for particle-level simulation
Needs deployment of parton-level samples to WLCG nodes



Factorised event generation & data sharing

New feature in Sherpa upcoming v3.1 A\

e Two-step workflow needs intermediate parton-level event format
e Established LHEF format based on XML
o very flexible, but unusable for I/O on large-scale HPC

e Introduce LHEHDS5, wraps event info in an HDF5 database :: [PRD 109 (2024) 1]

e comes with HDF5’s MPI collective I/0° FLA

The HDF Group
e writers in Sherpa & Pepper, readers in Sherpa & Pythia

e supports state-of-the-art sample production (@ NLO multi-jet merged)
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Factorised event generation & data sharing
Strong scaling tests pp = H + 4 jets @ NERSC A\ [PRD 109 (2024) 1]
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https://arxiv.org/abs/2309.13154
http://www.apple.com/de/

Factorised event generation & data sharing

Facilitates theory uncertainty estimates [PRD 109 (2024) 1]
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= Same underlying parton-level event sample, read in via LHEH5, different showers (Sherpa CSS, Pythia)

= 10 % uncertainty seen in Z+]ets due to different algorithmic choices in the parton showers
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Factorised event generation & data sharing

Dovetails with new HPC/GPU enabled parton-level event generators

e Parton level event generation is lock-step parallelisable
— SIMD (CPU vector instructions), SIMT (GPU)

e Two production-ready generators:

e MadGraph4GPU: CUDACPP plug-in for MadGraph5_aMC@NLO
e Pepper: Fast & portable generator to offload “heavy-hitter” high jet multi procs

e These new tools can be utilised in both workflows ...
but offloading to existing (underutilised?) GPU HPC particularly efficient

So far at LO, but very useful to offload high jet multiplicities at LO and even expand physics modelling to high-
multiplicity final states ... portable event generation at NLO for lower multiplicities is under investigation.
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Factorised event generation & data sharing
Example: Z+jets production on Tursa® @ Edinburgh (Nvidia A100)

o Use Pepper to generate full Run-3 statistics for Z+jets with up to 6 jets (7 jets investigated)

e one more jet comopared to current standard ATLAS Sherpa sample
e Share generated parton-level data sets at the end of the project (Zenodo? LHC Open Data?)
e compute dominated by highest multiplicity, pp = Z[e*te ]+6]

e for Run-3 statistics, need approx. 20M Z+6) events

e O(20k) A100 GPU hours, O(50 GB) storage

e Albert Borbely (Glasgow, Tier-2 ScotGrid) analysed energy usage with/without GPU offloading

Pepper (pp — ttjj)) = 6x less energy with GPU
(CPU: 2x AMD EPYC 7443 24-Core (48 total physical cores); GPU: Nvidia A100 80 GB)

Extra fun fact: Max Knobbe (FNAL) and Ana Gainaru (ORNL) just ran successful Pepper event generation scaling tests (Z+5j) on Frontier, running on
up to 20 % of their GPU (10k AMD MI250X, ~0.5 ExaFLOPSs).


https://www.epcc.ed.ac.uk/hpc-services/dirac-tursa-gpu

Summary

e Event generators have many artifacts that can be shared, not only events

e Event samples can be shared ...

e ... at final particle level (HepMC) — including choices on shower, hadronisation model, tunes ...
e ... atintermediate parton level (LHEF, LHEHS5) for two-step workflow

e Should be exactly the same between ATLAS & CMS
— up to EW scheme, PDF and scale choices, which can be harmonised or reweighted

o unweighted parton level is the CPU bottleneck, so storing at parton level saves significant CPU

hours on reuse
e.g. among experiments, for uncertainty studies, ML applications, ...

e allows usage of GPU accelerated parton-level event generation and offloading to non-WLCG
resources

Thoughts on sharing the various artitacts? On the worktlows? On HPC/GPU usage?
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EFFICIENT AND SUSTAINABLE PRECISION SIMULATIONS

CHRISTIAN GUTSCHOW

Approach 1: produce parton-level samples centrally with input from the MC developers,
provide them in a shared space for all experiments

experiments run their preferred shower setup (¢ )

allows for affordable plug & play between different models (¢)

lowers cost threshold for reproducing larger setups after some time if need be (¢)
requires more storage for parton-level events (¢ )

new infrastructure needs to be set up and maintained (/)

Approach 2: run everything in one go, harnessing heterogeneous resources, possibly with
iIn-memory transfer of GPU-accelerated calculation components

no intermediate storage for parton level events needed (¢ )
minimal infrastructure changes required (")
parton-level events continue to cost twice as strictly necessary ()

regenerating larger setups from scratch will become painful (/)

ICHEP, Prague, 19 July 2024 chris.g@cern.ch 15/16



EFFICIENT AND SUSTAINABLE PRECISION SIMULATIONS

CHRISTIAN GUTSCHOW

simulation of additional radiation at tree level clearly necessary
for proper physics modelling of high-multiplicity final states

hatched bands indicate the scale uncertainties from 7-point scale variations at LO,
solid bands represent the corresponding band at NLO

uncertainties inevitably increase with additional jet multiplicities
as more of the phase space is systematically varied
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PEPPER ttjjj events

* (CPU) * (GPU)

e 329410 of 100003200 events are non-zero (0.329399 %) * 1,963,376 of 589824000 events are non-zero (0.332875 %)
 Time per event (e/s): 0.001292128350688 s  Time per event (e/s) : 0.000209628721142 s (~6.2x faster)
* 71.94 Wh ~ 0.000218390455663 Wh per event * 73.95 Wh ~ 0.000037664716285 Wh per event

(~5.8x more events per Wh with GPU variation)

‘Wh) syst: energy 82.84; gpu 1: energy 5.25; gpu 2: energy 5.65; time 0.12; Wh) syst: energy 79.01; gpu 1: energy 5.06; gpu 2: energy 33.75; time 0.11
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Findings by Albert Borbely (Glasgow, ScotGrid)



