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What Is IRIS-HEP?
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(IRIS-HEP) has been established to
meet the software and computing challenges of the HL-
LHC, through R&D for the software for acquiring, managing,
processing and analyzing data.
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17 Universities, 30 FTE’s, about 60 people
RSE’s, Post-docs, and graduate students

We are loosely organized into Focus Area’s
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Focus Areas

Analysis Systems
time-to-insight, filtering,
histograms, statistics,
preservation, grand challenge,
LLM’s

Data Organization
Management and Access

(DOMA)

data delivery, 3™ party copy,
tokens, WLC data challenge

Innovative Algorithms
tracking, vertexing

Scalable Systems

Laboratory
analysis facilities, federated
platforms

G. Watts (UW/Seattle)

Training
train the trainers, catalog of
tutorials, trainings, co-located

Intellectual Hub
blueprint meetings, workshop

sponsorship, communications
hub




Deliverables

Enables fast, reproducible, and scalable data analysis for HL-LHC physics
Analysis Systems workflows
filtering, histograms, Python Ecosystem Analysis Tools: scalable, efficient, publication quality

statistics, preservation, grand * Scikit-HEP: awkward, histogram, coffea (partners), and friends —

challenge lowering barriers for small groups

Statistics Packages: Fitting and histogram, using auto-diff

* pyhf, canbinetry

Grand Challenge: Benchmark analyses for tool and AF testing

* Analysis Grand Challge software, 200 Gpbs test, Integration test

LLM’s: New effort, targeting physics analysis

Delivers high-performance tracking and ML-based reconstruction ready
for HL-LHC conditions

Innovative Algorithms Tracking
tracking, vertexing * ACTS (ATLAS), mkFit, GNN tracking, line-segment tracking
* With hardware acceleration
Vertexing
* PV Finder

G. Watts (UW/Seattle) 4



Deliverables

Data Organization Transforms data delivery with HTTP, caching, and streaming for exabyte-
scale access.

Data Delivery

* ServiceX (Columnar Data Delivery), 3 Party Copy, WLCG Data
Challenge

Security

* Tokens

See B. Bockelman's talk for more information

Management and Access

(DOMA)

data delivery, 3™ party copy,
tokens, WLC data challenge

Designing and building facilities for the HL-LHC era
Scalable Systems Analysis Facilities
Laboratory « The US ATLAS Chicago AF, the US CMS Nebraska facility, coffee-
analysis facilities, federated casa, k8s research
platforms Federated Platforms
 R&D into cross-site AF and Tier 2 management

G. Watts (UW/Seattle) 5



Deliverables

Training
train the trainers, catalog of
tutorials, trainings, co-located

Intellectual Hub
blueprint meetings, workshop

sponsorship, communications
hub

Builds the next generation of HEP software experts through curriculum,
fellowships

Training Material: Tutorials on new topics

* Many additions to the HSF Training page

Trainings: Numerous online and IRL training events

* US Operations training, CoDaS-HEP, many online events

Building a long-term self-sustaining community of HEP software developers

Blueprint Meetings (link)

* This workshop, Analysis Facilities, Analysis at the HL-LHC

Workshop Sponsorship

« MODE (differentiable programming), Connecting the Dots, PyHEP.dey,
JuliaHEP

Hub:

e Slack (with>1100 members), website 6


https://iris-hep.org/blueprint.html

Some Quick Examples



ServiceX Data Delivery for H-LHC Analysis At Scale

On Demand
Experiment Agnostic Design
Accessible Anywhere

“Faster time to insight”

G. Watts for the ServiceX Team



Where does it fit in Analysis?

Modularity &
interfaces

Event selection, g !
systematic ~ Histograms

uncertainties
.|I|

Selection &
systematic uncertainties

coffea

gcabin

Declarative
configuration

Statistical .
model 'Workspace Statlstu.:al
building ' analysis

From workspaces Fit results
to likelihoods and diagnostics

_Boost_é&\ if
istogram nx I
‘ikelihoods

G. Watts for the ServiceX Team

Result,
diagnostics

Reusability
and preservation




ServiceX Data Delivery for H-LHC Analysis At Scale

Experiment Agnostic Design

ServiceX manages
* file delivery
* processing (transformation),
* output dataset management and access.
Supports arbitrary input formats
* Support for ATLAS proprietary formats like xAOD, preliminary
support for CMS miniAOD
 Supportfor ROOT TTree and some initial support for RNTuple,
etc.
* Supported by exiting experiment frameworks (e.g. EventLoop
and AnalysisBase release in ATLAS) in docker images
Output Formats include TTree, RNtuple, and parquet
Input data source: pluggable architecture current supports Rucio,
http, and xrootd.

G. Watts for the ServiceX Team
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ServiceX Data Delivery for H-LHC Analysis At Scale

Jupyter
Notebook

* WebAPI Interface to start transforms
* Amazon’s Object Store AP| for accessing
resulting data (S3) in local object store

Accessible Anywhere

< Full Dataset

> ServiceX CMS
OpenData
Distributed
Analysis
Code + Data Local /
coffea ¢ P DASK/
{ Results | funcX etc.

* Accessible from laptop to Analysis Facility
* Support software for local downloads

* Direct access to datain S3 for AF’s

* compatible with python ecosystem and

ROOT framework

G. Watts for the ServiceX Team
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What Can You Do?

Being used to extract low-level TopoCluster data for training

But you can now build weird little utilities that access the GRID...

G. Watts (UW/Seattle)

12



PS C:\Users\gordo> uvx atlas-mc-scanner particles mc23 13p6TeV:mc23 13p6TeV.561231.
MGPYy8EG_A14N23LO_HAHM ggHZdZd mumu_600 0p0e5.deriv.DAOD LLP1.e8577 e8528 a934 s4370
rl6083 r15970 p6619 tid42970882 00

PDG ID | Name Count Avg Count/Event Max Count/Event Min Count/Event
13 mu - 45622 4.5622 6 2
32 Unknown (32) 20000 2 p) 2
22 gamma 2825 0.2825 V (%]
11 | e- 25 0.0025 4 0

Particles found in TruthBSMWithDecayParticles

(windows, Linux, Mac — no cvmfs)

G. Watts (UW/Seattle) 13



$ atlas-mc-scanner decays

mc23_13p6TeV:mc23_13p6TeV.561231.MGPy8EG_A14N23LO HAHM ggHZdZd mumu_600 0pees.deriv.DAO
D LLP1.e8577 e8528 a934 s4370 rl6083 rl15970 p6619 tid42970882 00

Decay Products (PDGIDs) Decay Names Frequency Fraction
[13, 22] mu- + gamma 1438 | 40.66%
[13] mu - 1373 | 38.82%
No Decay Products 726 | 20.53%

See github

G. Watts (UW/Seattle) 14


https://github.com/gordonwatts/atlas-mc-scanner

Leverage It with LLM’s...

G. Watts (UW/Seattle)
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Collision #1

Collision #2

Collision #3

Collision #4

Collision #5

Experimental Particle Physics as a Big-Data Problem

Question 6:

N ROb=

8.

Loop over combinations of objects in the same
collection and extract a property of the
combinations other than the key used to sort them.

For events with at least three jets, plot the pT of the trijet four-
momentum that has the invariant mass closest to 172.5 GeV in
each event and plot the maximum b-tagging discriminant value
among the jets in this trijet

Loop over all the events
Fetch the jets from the event if it has at least 3 jets

Form all 3-pair combinations

Pick the 3-pair combination closest to mass 172.5 GeV (top mass)
Fill an appropriately defined histogram

Fetch the b-tagging discriminate for all three jets

Fill an appropriately defined histogram with the largest
discriminate value.
Plot the histograms

G. Watts (UW/Seattle) 16



Hint Texts

Different hint files for different workflows...

ServiceX

Different prompts for different tasks

Awkward Array
D

Large Language Model

Vector

¢

Same for all questions

ATLAS xAOD Data

G. Watts (UW/Seattle) 17



Question 6: For events with at least three
jets, plot the pT of the trijet
four-momentum that has the
invariant mass closest to
172.5 GeV in each event and
plot the maximum b-tagging
discriminant value among the
jets in this trijet

ZMameum b-tagging discriminant in chosen trijet pT of trijet closest to 172.5 GeV

10.0 125 15.0
b-tag discriminant

* Created Code

* Fixed 1 bug

 Cost 3 cents (gpt-5-mini)

* Took 80 seconds, including
ServiceX to fetch 1 files worth of
data from the OpenData PHYSLITE
GRID sample

Updated script: avoids nested dictionar:
L. lect pattern red by

in the FuncADL query and follows the

#
# ranslators.

ironment with ServiceX, FuncADL, xaod hints, serw

# Run this in an x_analysis utils

# awkward, vector, hist, mplhep installed.

from func_adl_servicex xaodr25 import FuncADLQueryPHYSLITE
from func_adl_servicex_xaodr25.xA0D.jet_vi import Jet_vi
from xaod_hints import make a_tool, make tool accessor

from servicex import deliver, Servicexspec, Sample, dataset
from servicex_analysis_utils import to_awk

import awkward as ak
import vector
vector. register_aukward()

import numpy as np
from hist import Hist
import matplotlib.pyplot as plt
import mplhep as hep
plt.style.use(hep.style ATLAS)

# 1) Build base query for PHYSLITE
base_query - FuncADLQueryPHYSLITE()

ctionTool and a
(DL1dve1) and 0
query base, tag tool info = make a tool{

base_query,

“btag_tool”,

"BlaggingSelectionTool”,

include files-["xAODBTaggingEFficiency/BTaggingSelectionTool.h"],
- lines=[
# Openbata 1lin
* ANA_CHECK (asg
*ANA_CHECK (as

2) Define the BT,
Set it up for O

a

es (uncommented for O
etProperty({tool_name}, “TaggerName”, "DL1dve1"));",

etProperty({tool_name}, "FlvTagCutDefinitionsFileName", "xAODBTaggingEfficiency/13TeV/2022-22-13TeV-MC!
# Operating point and initialize

' ANA_CHECK (asg: :setProperty({tool_name}, "OperatingPoint”
*ANA_CHECK ({tool_name}->initialize()); ",

"FixedCutBEFF_77"));",

1s
link libraries=["xADDBTaggingEfficiencylib”]

tag weight - make_tool_accessor(
tag_tool_info,
function name="tag weight”,
source_code=["ANA CHECK({tool name}->getTaggerWeight(*jet, result, false));"],
argunents=[ ("jet”, Jet_vi)],
return_type_cpp="double”,
return_type_python="float",

)
#3 using the dicts:
#  Step B mass,
query = (
query_base
# selec Llection only
_Select(lambda e: {"jets": e.Jets()})
# Apply an event-level selection: at event
_Where(lambda e: e.jets.Count() >= 3)
# Step B: return flat arrays vel dictionary, no ne: )
.Select(lambda e: {
“jet_pt": e.jets.Select(lambda j: J.pt() / 1000.8), # Gev
"jet_eta”: e.jets.Select(lambda j: j.eta()),
e.jets.select(lambda j: j.phi()),
e.jets.select(lambda j: j.m() / 1@ee.e), # GeV
: e.jets.Select(lambda j: tag weight(j))  # b-tag discriminant (float)
b
)

direct-question-06.md

X8

Servicexspec(
sample=[
Sample(
Name="ttbar",

Dataset-dataset.Rucio(ds_name),
NFiles=1,
Query-query,

to
awk = to_awk(delivered)
events = awk["ttbar"] # each e

jet_pt, jet eta, jet phi,

nts after ti

n_events = len(events)

Build per-
Jet_pa - ak.zip({

“pt”: events.jet pt,
events_jet_eta,
events_jet_phi,
events.jet_mass
}, with_name-"MomentumaD")

jets = ak.zip({"p4": jet p4, "tagw": events.jet tagu})

# 7) Form all 3- inations per eve

combos - ak.combinations(Jets, 3, fields-|

317, "327, "3371, axis-1)
# Sum the three 4-vectors to get the trijet 4-vector and invariant mass
trijet_pds = combos.jl.p4 + combos.j2.p4 + combos.j3.pd

trijet_masses - trijet_pas.mass

nd the combination w: invariant mass closes

r each event,

target_mass = 172.5
mass_diff - abs(trijet masses - target mass)

keepdins=True
» keepdims=True)

# argnin over the combinations axis (a
best_idx - ak.argmin(mass_diff, axi

ct the chosen trij
ng W _idx and then taking firsts
best_trijet p4 - ak.firsts(trijet_pas[best idx])
best_trijet_pt = best_trijet_pd.pt # awkuard 1D array: one value per ey

ector per event and its pT

es one chosen

# Extract the tag weigl
best_tagu 1 - ak.firsts((combos.j1.tagw)[best_idx])
best_tagu_2 - ak.firsts((combos. 2. tagw)[best_idx])
best_tagu 3 - ak.firsts((combos.]3.tagw)[best_idx])

ts of the jets in the chosen combin and compute the max tag

tmp_max_12 - ak.uhere(best_tagw_1 > best_tagw 2, best_tagw 1, best_tagw 2)
best_max_tagw - ak.where(tmp_max_12 > best_tagw_3, tmp_max_12, best_tagw_3)

ment-wise maximum of the three tag weights

Prepare histograms
= Hist.new.Reg(5e, @, 360, name='
g -

valid_pt_mask - ~ak.is_none(best_trijet_pt)
valid_btag mask - ~ak.is_none(best_max_tagw)

# Flatten/convert to numpy 1D arrays
pt_vals = ak.to_numpy(ak.flatten(best_trijet_pt[valid pt_mask], axis=None))
btag_vals - ak.to_numpy(ak.flatten(best_max_tagu[valid_btag mask], axis-None))

# Fill the hist
if len(pt_vals) > @:
h_pt.fill(trijet_pt-pt_vals)

if len(btag_vals) > 8:
h_btag. fill(max_btag-btag_vals)

ams (unweighted counts)

# 11) Compute metrics required (do MOT use histogram APIs to compi
n_entries pt - len(pt_vals)
n_entries btag - len(btag_vals)

mean pt = float(np.mean(pt vals)) if n_entries pt > @ elsc 8.0
mean btag = float(np.mean(btag vals)) if n_entries btag > @ el

6.0

avg_entries_per_event_pt = n_entries pt / float(n_events) if n_events > @ else 6.8
avg_entries_per_event_btag = n_entries_btag / float(n_events) if n_events > @ else 6.6

# Print METRIC line: as reguested (one per plot)
print(f"METRIC: avg_entries per_event-{avg_entries_per_event_pt} mean-{mean_pt}")
print(f"METRIC: avg_entries_per_event-{avg_entries_per_event_btag} mean-{mean_btag}~)

# 12) Make the plots and save to PNG f
# Trijet pT

fig, ax - plt.subplots()
h_pt.plot(histtype="Fill", linewidth-1, edgecolor="gray", label="trijet pT")
ax.legend()

ax.set_xlabel("Trijet $p {T}$ [GeV]")

ax.set_title("pT of trijet closest to 172.5 Gev")
fig.savefig(“trijet_pt.png")

plt.close(fig)

# Max b-tag discriminant
fig2, ax2 - plt.subplots()

h_btag.plot (histtype-"fill", linewidth-1, edgecolor-"gray”, label-"max b-tag")
ax2.legend()

ax2.set xlabel("Max b-tag discriminant™)

ax2.set_title("Maximum b-tagging discriminant in chosen trijet")
fig2.savefig("max_btag.png™)

plt.close(fig2)




Getting Involved

« Explore our extensive website (see “Activities”)

e Join our announcement email list
- About an email a month

e Getyour undergrads involved: Yearly Call for (paid) Summer Fellows

e Getyourselfinvolved - mentor a project for a summer
(undergraduate) fellow

o« As apost-doc or senior graduate student: work on adopting some of
our technology and get COLA and travel to CERN for long-term stay (3
months to a year). Yearly call - first one just closed

o Collaborate with us on a project!



https://iris-hep.org/blueprint.html
https://iris-hep.org/contact.html
https://iris-hep.org/fellows.html
https://iris-hep.org/fellows.html
https://iris-hep.org/projects
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(Chicagoland Computational Traineeship in

pronounced “CP-squared”)

https://www.c2thep2.org/ C2 —T H E _ P2 High Energy Particle Physics,

Computational HEP traineeship sponsored by DOE at NIU and UIC

Physics and CS graduate students receive funding for 2 years towards a MS
(can stay for PhD) and work closely with scientists at ANL+FNAL on
exciting+interesting+important computational HEP topics, new option to
work on Al/ML topics, too

One central location - we can gather a few times a year in person and
students can easily travel to the national labs as needed

‘ u l c Recent non-exhaustive list of interesting topics:
First HLS strip clustering code for ATLAS EFTracking upgrade
Development of tools to understand the effects of lossy

Implementation of Frontier data caching for DUNE
Studies of RNTuple for analysis workflows

A


https://www.c2thep2.org/

WaUChB Western Advanced Training in
p Computational High-Energy Physics
Total of 25 graduate student trainees in 4 focus areas:

Infrastructure, high-performance computing, and artificial .

hardware-software co-design, collaborative software
Intelligence/machine learning.

Main focus is cutting-edge research project with DOE
laboratory mentor to gain experience with DOE computing
ecosystem

Joint summer school experience with other Comp-HEP
programs

Training modules for students to brush up on computing
and professional collaboration skills




TAC-HEP

DOE funded multi-institutional program with University of Wisconsin-Madison, Princeton University and the
University of Massachusetts-Amherst

UW-Madison: Tulika Bose, Kevin Black, Kyle Cranmer, Sridhara Dasu, Matt
Herndon, Brian Rebel, Keith Bechtol

UMass: Stephane Willocq, Verena Martinez Outschoorn, Rafael Coelho Lopes de
Sa

Princeton: Peter Elmer, Isobel Ojalvo, Jim Olse U

About~ Connect » Training Modules Trainees

Training to Advance Computational High Energy

Collaboration with two national labs 417 /2 |
Fermi National Accelerator Laboratory —_— s et O e
Brookhaven National Laboratory e

Leverage IRIS-HEP and HSF

https://tac-hep.org/

PhD theses on LHC (CMS/ATLAS), DUNE, LZ, and the Vera
Rubin Observatory - Three frontiers (Energy, Intensity, and
Cosmic frontiers)



https://iris-hep.org/
https://hepsoftwarefoundation.org/
https://tac-hep.org/

Program components (example TAC-HEP)

Coursework

e.g. ware Engineering for Scientific Computing
Zoom/hybrid modality: Taught by Princeton U. faculty

About ¥ Connect ¥ Training Modules Trainees

Dedicated Training modules

Parallel programming TAC-HEP training modules
GPUS’ FPGAs List of trainings

Ana I_yS is Syste ms Zifljwtz::nienr;gzzzzreg for Scientific Computing
Based on Python ecosystem and using industry tools « FPGA training module

An d m O re . » Data Analysis Systems and Facilities

¢ Scalable Infrastructure

R&D Projects with lab partners

Reconstruction, algorithm development, cyberinfrastructure, analysis systems, simulation....
Developed together with faculty advisor and lab mentor

Summer program where everybody gets together for training (incl. professional development,
mentoring etc.)

Regular (independent) assessment to improve the program



Summer Program

1-week DOE CompHEP Traineeship event every summer - hosted
at Princeton University, Fermilab, Berkeley

1 week of programming together with students from other DOE
computational training groups (from across the country)

. Some DOE CompHEP students also participate in CoDaS-HEP
summer school (Princeton, organized/funded by IRIS-HEP)



https://indico.cern.ch/category/18302/?
https://codas-hep.org/

Summer School Program

* Hands-on Demo Sessions

o Hands on exercises focusing on data analysis demonstrations ThiSiiSan " &S — Sy W e o
« Big Picture R&D Talks informal &

o Presentations on current R&D topics in software & computing interactive
¢ Workshop on Communication event

o How to improve your communication skills from an expert please ask

» Pitching Your Project - A Workshop on Proposal Writing queStlonS!!!
o How to improve your proposal preparation skills
» Careers in Physics

o Presentation from APS Careers & a panel including research scientists at labs and

universities, faculty at universities and a senior data scientist at SFL Scientific, a Deloitte
Business Upcoming Events: Lightning Round & Coding Jam

¢ Lightning Round Presentations Tomorrow

o Tuesday after lunch - 5 minute presentations from each participant

o

Please prepare no more than 1-2 slides

o

Introduction & background - eg current graduate student year, school, program, etc

o

Interest in software & computing

o

If you are already doing the project part of the program, please mention what your project is!
e Coding Jam Group Exercises
o A few hours each day except for Thursday

o Group work and an opportunity to practice what you are learning in the hands-on demos




Getting Involved

* Target Graduate Students at those institutions

* Work with the local PI’'s and an associated lab to find a project — get ~2
years of funding



