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Introduction
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The story so far …
MC and the traditional CPU+RAM paradigm

• Event generation and other run either on local clusters or for large central 
productions by ATLAS/CMS on the Wordwide LHC Computing Grid (WLCG) 

• These compute resources have been almost entirely CPU+RAM based 

• MC inherently embarrassingly parallel: run jobs independently, combine later: 
 for i in 1...8 ; do 
  Sherwythia --rng-seed $i -o events.$i.hepmc & ; 
done
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Caveat: For some generators this is not true for the initial optimisation phase, where jobs must 
combine MC results for each optimisation step 

→ run warmup separately and use Message Passing Interface (MPI)



Moore’s law isn’t dead – but it took a turn …
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• Speed-ups come 
from increase in 
number of cores, not 
frequency 

• So, “traditional” 
applications that run 
on a single core get 
no free lunch 

• But embarassing 
parallelisation helps 

→ just run more jobs! 

• Everything is fine?



Why make our lives more complicated?
The future of offline computing for the LHC is challenging!

• Because CPU consumption exceeds CPU budget models (e.g. 10 % annual 
capacity increase) according to latest ATLAS & CMS projections for the HL-LHC 

• 10–20 % is event generation – not the one big bottleneck, but significant 
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Hardware trends
• The projections on the last slide precede the current hardware cost crisis, in 

reality it might be worse (forecasts very uncertain!), see Sciabà 2026 

• At the same time, almost all recent HPC clusters (and certainly top 
supercomputers) rely almost entirely on GPU to deliver throughput 

• One reason is that GPU are optimised for throughput (sacrificing latency), and 
the other (related one) is of course AI 

• Per Watt, GPUs are roughly 5 times as efficient as CPUs, see Atzori 2026
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Can we run MC event generators on GPU? Yes, with some modifications … 

These modifications can also help us to run more efficiently on CPU!

https://indico.cern.ch/event/1598655/contributions/6988137/
https://videos.cern.ch/record/3025636


Current research with GPU use/porting in HEP
• MCnet 

• Parton-level event generators: MADGRAPH5_AMC@NLO, PEPPER/SHERPA 

• Parton showers: GAPS, collective effects in Heavy Ion collisions 

• Machine Learning applications typically make use of GPU 

• Detector simulation (offloading parts of GEANT): CELERITAS, ADEPT 

• Experiments: trigger, tracking, data compression, ML, … e.g. see NGT activities  

• All to mitigate risk of being compute constrained in HL-LHC 

• Better performance means increased physics range! 

• E.g. increase NLO/LO jet multiplicity range in multi-jet merged samples

8

https://nextgentriggers.web.cern.ch/activities/


Heterogeneous Computing
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Heterogeneous programming
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CPU GPU

optimised for … racing through serial operations doing massively parallel calculations

minimises … latency (= how long it takes to finish a task 
once)

throughput (= how many times a task is completed 
within a time period)

architecture high clock speed, lots of control logic, large 
multi-layered caches, fast memory

lots of transistors dedicated to calculations, large 
memory bandwidth to deliver data to threads

for HEP applications good for complex algorithms with lots of 
branching (if/else) and lots of caching

good for comparably simple algorithms which are 
easy to parallelise (prime example: Monte Carlo)



Heterogeneous programming
CPU + GPU: host/device programming model
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• simplify porting by only 
parallelising the parts 
of the code that matter 
(„hot spots“) 

• speed-ups reduced by 
additional time needed 
to copy data between 
host and device 
memory



Heterogeneous programming
Simple processing flow
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Heterogeneous programming
Simple processing flow

13



Heterogeneous programming
Simple processing flow
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Heterogeneous programming
Summary

• Distinction: Host code (on CPU) — Device code (on GPU) 

• Vendor-specific code extensions and API: 

• Nvidia: CUDA 

• AMD: HIP 

• Intel: SYCL 

• Abstraction layers allow to compile for any of the above from single codebase: 

• E.g. Kokkos, Alpaka, PyTorch, … 

• We’ll focus on CUDA in the following
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Introduction to CUDA
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Introduction to CUDA programming
Software/Hardware

• CUDA: compiler (nvcc), C language extensions and libraries by NVidia to run 
calculations on their GPU 

• Can I use CUDA on any (NVidia) GPU? 

• No … and for many scientific codes you might need a data center GPU:
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example 32FP TFLOPS 64FP TFLOPS

gaming NVidia GeForce RTX 3090 36 0.56

data center NVidia H100 60 30

AI pushes trend to reduced precision (single, half, …) → real challenge for proper utilisation for scientific calculations



Introduction to CUDA programming
Mixing host and device code

__global__ void compute(void) { 
  // this runs parallelised over BxT threads on the GPU 
}

int main(void) {
  compute<<<B, T>>>(); 
  printf("Hello World!\n");
  return 0;
}
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• __global__ : function callable by host, executed on device 

• <<<B, T>>>(É) : call from host code to device code 

• B: number of thread blocks 

• T: number of threads per block



Complete vector addition example
__global__ void add(int *a, int *b, int *c) { 
  int i = blockIdx.x * blockDim.x + threadIdx.x; 
  c[i] = a[i] + b[i]; 
}

int main(void) { 
  int size = N * sizeof(int); 

  // host memory for vectors a, b, c 
  int *a, *b, *c; 
  a = malloc(size); b = malloc(size); c = malloc(size); 
  random_fill(a); 
  random_fill(b); 

  // device memory for vectors a, b, c 
  int *da, *db, *dc; 
  cudaMalloc(*da, size); cudaMalloc(*db, size); cudaMalloc(*dc, size); 

  // copy a, b to device 
  cudaMemcpy(d_a, a, size, cudaMemcpyHostToDevice ); 
  cudaMemcpy(d_b, b, size, cudaMemcpyHostToDevice ); 

  compute<<<B, T>>>(a, b, c); 

  // copy c from device 
  cudaMemcpy(c, d_c, size, cudaMemcpyDeviceToHost ); 

  free(a); free(b); free(c); 
  cudaFree(d_a); cudaFree(d_b); cudaFree(d_c); 

  return 0;
}
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Introduction to CUDA programming

int main(void) { 
  // host memory for vectors a, b, c 
  thrust::host_vector<int> a(N), b(N), c(N); 

  // device memory for vectors a, b, c 
  thrust::device_vector<int> d_a(N), d_b(N), d_c(N); 

  random_fill(a); 
  random_fill(b); 

  // copy a, b to device 
  d_a = a; 
  d_b = b; 

  thrust::transform(d_a.begin(), d_a.end(),  
                    d_b.begin(), 
                    d_c.begin(), thrust::plus<int>()); 

  // copy c from device 
  c = d_c; 

  return 0;
}
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For a C++ like approach, use CUDA ’s thrust library:
(will use a mix of pure CUDA and Thrust API in the tutorial)

Examples also exist in the Python world:

from numba import cuda 
import numpy as np 
 
@cuda.jit 
def add(a, b, c): 
  i = (cuda.blockIdx.x * cuda.blockDim.x 
       + cuda.threadIdx.x) 
  c[i] = a[i] + b[i] 

a = np.random(N) 
b = np.random(N) 
c = np.zeros(N) 
 
# numpy array copied automatically 
add(a, b, c) 

or use pyCUDA, pyTorch, TensorFlow É



Example: Jacobi Method
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Example: Jacobi method

task: solve  iteratively on an NxN grid, Dirichlet boundary conditions! ! (x, y) = 0

Iterations
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Example: Jacobi method
Review: Algorithm

• set each point to average of neighbours: 

phi[j,i] = 0.25 * (phi_prev[j,i-1] 
                 + phi_prev[j,i+1] 
                 + phi_prev[j-1,i] 
                 + phi_prev[j+1,i]) 

• phi_prev  = values from previous iteration 

• h = grid spacing 

• repeat for many Niterations  until converged
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j-1,i
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Example: Jacobi method
Review: Pseudo Code

//Initialization inner elements = 0  
for j = 1,Ny-2 
! for i = 1,Nx-2 
!!!! phi_prev[j,i] = 0.0 

//Boundary Conditions outer elements  
for i = 0,Nx-1 
{ 
!!x = i*h 
! phi_prev[0,i]    = x*x 
! phi_prev[Nj-1,i] = x*x + 1.0 
} 
for j = 1,Ny-2 
{ 
! y = j*h 
! phi_prev[j,0]    = y*y 
! phi_prev[j,Ni-1] = 1.0 + y*y 
}
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//Iteration Loop 
for k = 1,Niterations 
{ 
! for!j = 1,Ny-2 
!!! for i = 1,Nx-2 
!!!!! phi[j,i] = 0.25 * ( 
          phi_prev[j,i-1] 
        + phi_prev[j,i+1] 
        + phi_prev[j-1,i] 
        + phi_prev[j+1,i]) 

! for!j = 1,Ny-2 
!!! for i = 1,Nx-2 
!!!!! phi_prev[j,i] = phi[j,i]; 
}



Example: Jacobi method
CPU Time Profiling
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Demo



Example: Jacobi method
CPU Time Profiling
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Example: Jacobi method
GPU port: loop over i, j becomes __global__ function
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    for (int k = 0; k < nIterations; k++) { 
      // Launch a kernel on the GPU with one thread for each element. 
      calculateJacobi_V1<<<dimGrid, dimBlock>>>(d_phi_prev, d_phi, Nx, Ny, h); 
      swap(d_phi_prev, d_phi); 
    }

__global__ void calculateJacobi_V1(float *input, float *output,  
                                   int Nx, int Ny, float h) { 
  int i = blockDim.x * blockIdx.x + threadIdx.x; 
  int j = blockDim.y * blockIdx.y + threadIdx.y; 
   
  if (i > 0 && j > 0 && i < (Nx - 1) && j < (Ny - 1)) { 
    float phi = 0;  
    phi += 0.25f*input[j * Nx + i - 1]; 
    phi += 0.25f*input[(j - 1) * Nx + i]; 
    phi += 0.25f*input[j * Nx + i + 1]; 
    phi += 0.25f*input[(j + 1) * Nx + i]; 
    output[j * Nx + i] = phi; 
  } 
}

0,0 1,0

0,1 1,1

0,2 1,2



Example: Jacobi method
Port to GPU
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Example: Jacobi method
Port to GPU
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$  ./jacobi_gpu 
Parameters: Nx=2048, Ny=2048, nIteration=1000 
CPU Time: 5770.000000 ms 
GPU Time: 40.599007 ms 
Is host equal to device = 1 
Speedup = 142.121704x 
All done



Example: Jacobi method
Profile GPU performance with NSight
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Demo



Example: Jacobi method
Profile GPU performance with NSight
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other findings: 

• 10 % uncoalesced global 
memory accesses 

• branch efficency: 0

→ memory-bound, not compute-bound



Advanced Topics
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Branch divergence
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• warp (= 32 threads) operates in lock-step 

• if only some threads fulfill if-condition, lock-step becomes incomplete 

! maximise that if-conditions evaluate the same for all threads in a given warp



Coalesced memory access
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• Uncached global memory latency: ~400 
cycles 
• L2/L1 reduces this to 200/20 cycles, but limited size 

• Single-precision instruction: ~4 cycles → try 
to limit memory reads/writes!!! 

• very important consideration: 32 threads (= 1 
warp) can combine („coalesce“) their memory 
reads/writes into a single transaction, speed-
ups by up to 32x possible 

• use structure of arrays (SoA) instead array 
of structures (AoS)

data[i + thread_id] = É

data[i] = É

j " 1 
data[i + j * thread_id] = É

warp

memory



AoS vs. SoA: vector example

Changing to SoA is a large part of porting code to GPU(-like) architectures!
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AoS

SoA



CPU vector instructions (SIMD)
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CPU vector instructions
Basics

• Almost all CPU support some kind of fixed-length vector processing (SIMD) 

• Instead of a single value, 2, 4, 8, … values (= vector width) can be processed 
at the same time 

• Overhead of using vectors is small → speed-ups can be close to the width 

• Unfortunately, auto-vectorisation by the compiler often fails in practice 

• However, we can use also explicitly instruct the compiler 

• Complicated because there are many vector instruction sets width different 
widths: SSE, NEON (2 doubles), AVX2 (4 doubles), AVX512 (8 doubles), 
SVE (4 or 8 doubles) etc.
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CPU vector instructions
Example using Kokkos for abstraction over vector instruction sets

struct { 
  double *  x; 
  double *  y; 
  double *  z; 
  double *  r; 
  int  n; 
} p; 

for  ( int  i = 0; i < p.n; ++i) { 
  r[i] = sqrt(p.x[i] *  p.x[i] 
            + p.y[i] *  p.y[i]  
            + p.z[i] *  p.z[i]); 
}
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#include  <Kokkos_SIMD.hpp>  
using Kokkos::Experimental; 
using  simd_type = simd <double >; 
constexpr  int  width = int (simd_type :: size()); 
assert(p.n % width == 0); 
for  ( int  i = 0; i < p.n; i += width) { 
  simd_type sx (p.x + i, É); 
  simd_type sy (p.y + i, É); 
  simd_type sz (p.z + i, É); 
  simd_type sr = 
      Kokkos :: sqrt(sx *  sx + sy *  sy + sz *  sz); 
  simd_unchecked_store(sr, p.r + i,  É ); 
}

• Right code can be compiled for many common CPU vector instruction sets 

• Notice how using SoA takes us 90 % of the way? This is why modifiying code 
for GPU execution also paves the way for significant speed-ups on the CPU!



Conclusions
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Conclusions
Event Generation on Heterogeneous and Parallel Hardware

• Increasing number of GPU-accelerated applications in HEP calculations 

• Calculations can be sped up by factors of  by putting 
parallelisable algorithms on the GPU 

• parallelization framework (future C++ standard?) means we can have one 
codebase and deploy for GPU, OpenMP, … 

• Allows to study more complex systems (higher multi etc.) 

• Theoretically also much better energy and cost efficiency 

• Code adapted for GPU can also more easily profit from CPU vector processing

𝒪 (10É 100)
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Tutorial
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Tutorial
Port phase-space integral

• Consider cross section („Introduction to Event Generators“, slide 21) 

 

• Divide and conquer: begin with (massless) phase-space sampling  

 

• Use flat sampling (Rambo algorithm, as mentioned in („Introduction to Event 
Generators“, slide XX), port from CPU → GPU

" =
!

fi ( x1, #
2) fj ( x2, #

2)
1

F
ø

! ! M!2# (cuts)dx1 dx2 d$ n

Vn =
!

d$ n =
!

$4

(
P %

n

!
i=1

pi)

n

"
i=1

( d4pi$(p2
i ) %(p0

i ) )

42


