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ML for Jet substructure

● Object and polarization tagging of hadronic signatures with jet substructure 
increasingly relies on advanced machine learning (ML) techniques

● Classical deep learning approaches in this domain face several critical 
challenges, as highly parameterized models:

○ are prone to learning the production dynamics of a specific physical process
○ frequently exhibit a strong dependence on generator-specific showering and hadronization 

modelling, possibly leading to 
■ elevated systematic uncertainties when applied in analyses, up to 40% for models 

exploiting low level features (10.21468/SciPostPhys.17.6.166) 
■ or suboptimal performance and increased bias in downstream tasks, even if the model 

is more accurate than others (2509.19431) 
○ have massive parameter count which poses significant latency and scalability issues for 

deployment in low-level trigger environments
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QML for Jet Substructure ?

Could Quantum Machine Learning (QML) be a solution to any of these problems? 

● QML models offer a compact and geometrically structured approach to data 
representation. 

○ may achieve high expressivity with a relatively small number of trainable parameters, data efficiency 
and generalization

○ a practical quantum advantage is not guaranteed and depends strongly on the choice of encoding, 
ansatz…

● Among proposed quantum architectures for particle classification: 1P1Q approach 
○ provides an intuitive mapping of collision events
○ But current hardware constraints force the truncation of the jet constituents (no IRC safety)

We decided to explore a different quantum representation based on the Lund Plane:

● methods based on the Lund Jet Plane have proven effective and capture the QCD 
clustering history within a theoretical framework that respects the physical 
symmetries of the radiation cascade
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https://journals.aps.org/prd/abstract/10.1103/l8y2-87vq


Lund Jet Plane
2D visual and theoretical representation 
of the phase space of particle emissions 
inside a hadronic jet

● Sequential Clustering: Jet 
constituents are grouped using the 
Cambridge/Aachen (C/A) algorithm.

● Iterative De-clustering: The 
clustering history is unwound 
step-by-step from the widest 
splittings to the narrowest.

● Kinematic Extraction: At each 
splitting step, the angle (ΔR) and 
relative transverse momentum (z) 
between the two branches are 
plotted as a single point on the plane
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ML on the Lund Plane: LundNet
Deep learning has already been applied successfully on 
the Lund Jet Plane:

● LundNet (https://arxiv.org/abs/2012.08526)  
natively embeds the physics of the Lund jet plane 
directly into a GNN architecture, with 5 features per 
node:

The idea is to develop a similar Quantum Machine 
Learning approach. But first, let’s review quantum 
computing
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https://arxiv.org/abs/2012.08526


Quantum computing - qubits

Quantum computing is a computing paradigm 
that uses the principles of quantum 
mechanics to process information:

● Classical bits vs qubits: a classical 
computer uses bits that can be either 0 or 
1; a quantum computer uses qubits, which 
can exist in combinations of 0 and 1.

● Superposition: a qubit can represent 
multiple states before measurement, 
allowing quantum algorithms to process 
information in a fundamentally different 
way from classical algorithms.
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Quantum computing - quantum gates
Quantum computation is performed by applying quantum gates, which are 
represented by matrices acting on qubit states.
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Entanglement: multiple qubits can be 
quantum-correlated, so that the state of one qubit 
depends on the state of the others.



Quantum computing - measurement

In quantum computing, measurement is the operation that converts a 
quantum state into a classical result.

After measurement, the state collapses to the observed result. So if the 
outcome is 0, the qubit becomes ∣0⟩; if the outcome is 1, it becomes ∣1⟩.

Quantum measurement does not reveal the full quantum state directly. It 
gives only a classical outcome sampled from the probability distribution 
defined by the amplitudes. That is why quantum circuits are usually run 
many times, called shots, to estimate the output probabilities.
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Quantum Machine Learning
QML relies on a hybrid framework where a 
classical computer acts as a "coach" for a 
quantum device:

1. Data Encoding: Classical data is mapped 
into a quantum state via a "quantum 
feature map".

2. Parameter Tuning: The data passes 
through a tunable quantum circuit, 
often called a variational quantum 
circuit or quantum neural network.

3. The Feedback Loop: Measurements 
from the quantum output are sent back 
to a classical computer, which updates 
the model's parameters and directs the 
quantum circuit to adjust for the next 
run.
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Taken from 
https://link.springer.com/chapter/10.100
7/978-3-030-50433-5_45 

Typically 
simulated

https://link.springer.com/chapter/10.1007/978-3-030-50433-5_45
https://link.springer.com/chapter/10.1007/978-3-030-50433-5_45


QML on Lund Plane
Now, similarly to LundNet, let’s try to exploit the Lund binary tree, with possible features 
of each node ln(z), ln(ΔR), ln(kt), ln(m), ψ

Problem: How to fit any of those in few qubits?

We propose a Quantum Tree-Topology Network (QTTN), where the hierarchical 
topology of the QTTN naturally mirrors the physical QCD splitting cascade, allowing 
quantum entanglement to propagate from the leaves (the latest splittings) to the root of 
the tree (the initial hard parton).

● QTTN operates on a N = 7 qubit register, where each qubit uniquely corresponds to a 
node in the D = 3 binary declustering tree. 

○ Choosing N = 7 and D = 3 ensures feasibility on NISQ quantum hardware as a proof-of-principle 
compatible with current small-scale hardware.

● Features of each node ln(1/z), ln(R0/ΔR)
● Use ln(kt) > 1 cut to move relevant splitting up in the tree

How to effectively embed these 7 nodes?
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● To avoid periodicity artifacts and to efficiently handle sparse data, we 
introduce a continuous, differentiable stereographic projection to map the 
Lund coordinates (x1 , x2) of each node onto the Bloch sphere. 

○ the learnable parameters λi and ωi dynamically scale the classical Lund Jet Plane during 
training, specializing hierarchically for each step of the declustering history and optimally 
distributing the densely populated QCD phase space across the surface of the Bloch sphere 
without additional feature normalization or hand-designed rescaling.

○ the projection preserves the structural sparsity of the jet cascade with zero safe behavior

Lund Plane to Bloch Encoding (LP2B)
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QTTN

Plugging this into a quantum “tree topology” network
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Tree entanglement via the CRY 
(Controlled RY) gate



QTTN

Plugging this into a quantum “tree topology” network
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Local node updates: rotations 
to explore local Hilbert space



QTTN

Plugging this into a quantum “tree topology” network
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Repeat this layer L-1 times



QTTN

Plugging this into a quantum “tree topology” network
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Final layer measuring the pauli-Z expectation of first qubit



Benchmark tasks

We tested this model in 4 different tasks:

● W vs QCD tagging (samples from https://github.com/JetsGame/data)
● Top vs QCD tagging (samples from https://github.com/JetsGame/data)
● WLWL vs WTWT tagging:

○ Two samples produced (Pythia + Delphes):
■ Samples produced from pp -> W+W- tree level 
■ Samples produced from pp -> Gbulk -> W+W-

● BSM (Bulk Randall-Sundrum (RS) model) scenario featuring a heavy spin-2 
graviton resonance Gbulk

○ Filtered to a flat pT spectrum
○ This task is particularly relevant for VBS analyses with hadronic final states

16T. Tedeschi - LP2B Encoding for Object and Polarization Tagging with Quantum Jet Substructure - BOOST 2026, Krakow, Poland, July 13-17 2026

https://github.com/JetsGame/data
https://github.com/JetsGame/data


Benchmark models

We compared the QTTN performance (with different values of L = 1, 3, 5, 10) to 
different classes of benchmark models:

● To check if the quantum variational circuit is actually doing something:
○ BDT with same (x1,x2) x N inputs flattened
○ MLP of similar parameter count with same (x1,x2) x N inputs flattened

● To see the difference wrt the major quantum option on the market:
○ 1P1Q VQC from 10.1103/l8y2-87vq  with N=7 qubits 
○ BDT with 1P1Q VQC inputs

● To compare with the deep learning-based LundNet:
○ LundNet-2: with same Lund Graph (x1,x2, ln(kt) > 1 cut) as input and same variables 
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https://journals.aps.org/prd/abstract/10.1103/l8y2-87vq


Results on various tasks

Taking into considerations statistical uncertainties:

● QTTN demonstrates competitive discriminative 
power in most cases

● For polarization, QTTN matches the performance 
of LundNet-2 (that operates on same ln(kt) > 1  
cut graph) , with 3 order of magnitude less 
parameters
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W tagging                      Top tagging          Pol. pp->WW              Pol. pp->G->WW



Sensibility to PS and hadronization models

● The QTTN, BDT, MLP and LundNet-2 all exhibit 
compatible transfer gaps at the 0.2-0.3% level, 
compatible with zero.

● The 1P1Q employs a low-level, 
constituent-based representation, more 
susceptible, to model-dependent showering 
and hadronization effects, scoring consistently 
the highest 

● We also included LundNet-5, that exploits full 
lund graph and 5 variables, and shows in all 
cases the second-highest transfer gap

Generator robustness therefore tracks in this case the 
use of high-level, IRC-safe shortened-Lund-tree 
features rather than parameter count
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In addition, we produced the pp->W+W- tree level by using Herwig with Angular 
Order and Dipole parton shower models, to test the models domain transfer gap



Validation on real quantum hardware

A simplified QTTN architecture was 
validated on real quantum hardware

QTTN with L=1, D=2 (3-qubit) 
performance on spinQ triangulum on 
a small subset of pol. pp->W+W- 

sample 

● AUC (Simulations): 0.60 ± 0.02
● AUC (Triangulum): 0.58 ± 0.02
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Conclusions

● We introduced the LP2B encoding, making possible to have a IRC-safe 
representation of jet on quantum hardware

● We tested a Variational Quantum Circuit on the Lund Tree with LP2B 
showing:

○ competitive performance
○ small parameter count
○ modeling resilience
○ scalability to future NISQ HW

● Variational Quantum Circuit is also validated on real Quantum HW

Next steps:

● Explore more complex quantum-inspired architectures to be compared to 
SOTA benchmarks

● Explore low-latency hardware implementations
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Thank you for listening!
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BACK UP
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Low-data regime
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1P1Q VQC
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Sensibility to PS and hadronization models

As shown in 10.21468/SciPostPhys.17.6.166: 

● ML taggers which make use of low level input, exhibit a hadronization and 
parton showering systematic uncertainty reaching as high as 40% for 
CNN/GNN classifiers on top tagging, 

● classifiers based on high-level features such as jet mass and N-subjettiness 
remain largely unaffected by the choice of the generator.
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