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SeedFinding algorithm
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The Classical Tracking Chain in ACTS

Four main steps:
•Space point formation: Create measurement 

points (hits) from detector data

•Track Seeding: Find triplets compatible with 
particle hypothesis  Starting points for 
trajectories

•Track Finding: Find the particles’ trajectory and 
their parameters

•Ambiguity Solving: Cleaning step, remove 
extra duplicated and fake tracks

Space point 
formation	
Clustering

Track Seeding Track Finding 
+ Fitting

Ambiguity 
Solving

z
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Why seed reconstruction?

•Seeding and Tracking speed equivalent 

• Tracking speed is highly correlated with Seeding performance:
• More Seed (fake/duplicate)  Slower Tracking

• Missed Seed  Missed Track

• CPU Tracking very efficient

• Can we replace the Seeding with a Deep Learning alternative?

Space point 
formation	
Clustering

Track Seeding Track Finding 
+ Fitting

Ambiguity 
Solving

~500ms ~500ms
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Transformer

qi = xi × WQ

ki = xi × WK

vi = xi × WV

• Transformer: process set or arbitrary size

• Each element is encoded as a vector 
through the embedding 

• Attention mechanism: compute input 
correlations

• MLP for updates of each entry

A =
QKT

dk

A =

att11 att12 att13 … att1n
att21 att22 att23 … att2n… … … … …
attn1 attn2 attn3 … attnn
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The Seeding Transformer
Transformer-based seed reconstruction 
library: GUNTAM Seed

• Input: Sets of hits

• Exploit the transformer attention matrix          
 build a hit adjacency matrix

• Use a reconstruction algorithm to turn 
the graph into seeds

A =

att11 att12 att13 … att1n
att21 att22 att23 … att2n… … … … …
attn1 attn2 attn3 … attnn

Uses specific loss to force high 
 for same particle hitsattij
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Input Preprocessing

Transformers cannot handle > 50000 hits set:

• Bin the detector hits in phi:

•

•

• Uses bin of 

• Add neighbouring bin hits                           
(~  with  overlap)

• More duplicates, but better efficiency 

• The Transformer will run on all bin in parallel

Rmax = 200 → Δϕ < 0.06
Rmax = 500 → Δϕ < 0.075

Δϕ = 0.05

Δϕ = 0.15 Δϕ = 0.05

1 2 3 4

1 ← 4,1,2 3 ← 2,3,4
2 ← 1,2,3 4 ← 3,4,1

Δϕ = 0.05

     hitsΔϕ = 0.05 400 × 3
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Hits Embedding

How should the data be 
presented to the transformer?

• Input: (x, y, z, R, phi, eta)

• Our Solution: Fourier 
Embedding

• Applied to the 3D position 

• Encode the position with an 
increasingly fine granularity

• Doubling the frequency down   
to the pixel size

Emb(pos) = ( cos(2π × pos), sin(2π × pos),
cos(4π × pos), sin(4π × pos),

. . .
cos(2kπ × pos), sin(2kπ × pos) )

η=0  1  0.5  1.5  

2.0  

2.5  

3.0  

z [mm]  

r[
mm

] 
 

Pixels

Long Strips

Short Strips
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Fourier Embedding?
Fourier Embedding space:

• Attending to a neighbour can 
be achieved by a matrix 
multiplication

• The product of two vectors 
only depend on their distance 
in real space 

[cos(2kπ × (pos − Δ))
sin(2kπ × (pos − Δ))] = [ cos(2kπ × Δ) sin(2kπ × Δ)

−sin(2kπ × Δ) cos(2kπ × Δ)] . [cos(2kπ × pos)
sin(2kπ × pos)]

K . QT =
k

∑ [cos(2kπ × Δ)]

K . QT = [1 + 0.99 + 0.97 + 0.88 + 0.53 − 0.42 − 0.64 − 0.15 − 0.93]

Δ = 0.01 → ΔZ = 10mm

 Δ <
1
2k

; K . QT ≈ k  Δ >
1
2k

; K . QT ≈ 0
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Seeding Transformer’s architecture

• Fourier Embedding

• 4+1 transformer layers: 

• 4 with FlashAttention and 4 heads

• 1 without and with only 1 head; 
Used in hit pair reconstruction

• 5M parameters

• Cosine LR scheduler:

• LR = 

• ~20 epoch

• Plateau at 1% of the initial LR

• ADAMW optimiser: 1% weight decay

5.10−5
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Reconstruction algorithm

• « Connecting the dots »:

• For each hit, try to predict the next 
one from the same particle

• Use the attention score

• Cross-entropy on the matrix line     
 target: next same particle hit

Reconstruction modes using the last attention matrix:

-inf 0 0 0.9 0.05 0

0 -inf 0.7 0 0

-inf 0 0.85 0 0

-inf 0 0 0 0 0.8 0

-inf 0.7

0 -inf 0.98 0

0 0.98 -inf 0 0

0 -inf 0.87

0 0.7 0 0 0 -inf 0

0 0.8 -inf

1 2 3 4 5 6 7 8 9 10
1
2
3
4
5
6
7
8
9
10

Seeds: [1]
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Reconstruction algorithm

-inf 0 0 0.9 0.05 0

0 -inf 0.7 0 0

-inf 0 0.85 0 0

-inf 0 0 0 0 0.8 0

-inf 0.7

0 -inf 0.98 0

0 0.98 -inf 0 0

0 -inf 0.87

0 0.7 0 0 0 -inf 0

0 0.8 -inf

1 2 3 4 5 6 7 8 9 10
1
2
3
4
5
6
7
8
9
10

Seeds: [1,4]

• « Connecting the dots »:

• For each hit, try to predict the next 
one from the same particle

• Use the attention score

• Cross-entropy on the matrix line     
 target: next same particle hit

Reconstruction modes using the last attention matrix:
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Reconstruction algorithm

-inf 0 0 0.9 0.05 0

0 -inf 0.7 0 0

-inf 0 0.85 0 0

-inf 0 0 0 0 0.8 0

-inf 0.7

0 -inf 0.98 0

0 0.98 -inf 0 0

0 -inf 0.87

0 0.7 0 0 0 -inf 0

0 0.8 -inf

1 2 3 4 5 6 7 8 9 10
1
2
3
4
5
6
7
8
9
10

Seeds: [1,4,9]

• « Connecting the dots »:

• For each hit, try to predict the next 
one from the same particle

• Use the attention score

• Cross-entropy on the matrix line     
 target: next same particle hit 

• Stop after 5 hits or if there is no 
future hit above a threshold

• For the last hit: use the previous one

Reconstruction modes using the last attention matrix:
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Reconstruction algorithm

-inf 0 0 0.9 0.05 0

0 -inf 0.7 0 0

-inf 0 0.85 0 0

-inf 0 0 0 0 0.8 0

-inf 0.7

0 -inf 0.98 0

0 0.98 -inf 0 0

0 -inf 0.87

0 0.7 0 0 0 -inf 0

0 0.8 -inf

1 2 3 4 5 6 7 8 9 10
1
2
3
4
5
6
7
8
9
10

Seeds: [1,4,9] ; [2,3,6,7]

• « Connecting the dots »:

• For each hit, try to predict the next 
one from the same particle

• Use the attention score

• Cross-entropy on the matrix line     
 target: next same particle hit 

• Stop after 5 hits or if there is no 
future hit above a threshold

• For the last hit: use the previous one

Reconstruction modes using the last attention matrix:
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Reconstruction algorithm

-inf 0 0 0.9 0.05 0

0 -inf 0.7 0 0

-inf 0 0.85 0 0

-inf 0 0 0 0 0.8 0

-inf 0.7

0 -inf 0.98 0

0 0.98 -inf 0 0

0 -inf 0.87

0 0.7 0 0 0 -inf 0

0 0.8 -inf

1 2 3 4 5 6 7 8 9 10
1
2
3
4
5
6
7
8
9
10

Seeds: [1,4,9] ; [2,3,6,7] ; [5,8,10]

• « Connecting the dots »:

• For each hit, try to predict the next 
one from the same particle

• Use the attention score

• Cross-entropy on the matrix line     
 target: next same particle hit 

• Stop after 5 hits or if there is no 
future hit above a threshold

• For the last hit: use the previous one

• In reality: beam search           

Reconstruction modes using the last attention matrix:
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Results: Dataset
Custom-made dataset:

• OpenDataDetector

• 50000 ttbar events, PU=200

• Selection:
• pT > 1GeV
• 7 or more hits

• Seeding uses all hits with:
• R < 500 mm
• |Z|< 1000 mm

• Testing done with 2000 events so far

η=0  1  0.5  1.5  

2.0  

2.5  

3.0  

z [mm]  

r[
mm

] 
 

Pixels

Long Strips

Short Strips

~ 750 particles/events
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Performance Metrics
How do we evaluate the performance of the 
seeding?

• Once integrated in ACTS: look at full chain 
tracking performance

• Now: 3-5 hits seeds, associated particle for 
each hit

• Seed-particle match: ≥3 hits from the particle

• Pure match: ≥3 hits all from the same particle

• Currently only looking at Seed with           
exactly 3 hits

z

Bad
Pure

Good
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Results
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• Efficiency: 96% (3 hits from the same particles)



Results
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• Poor performance for extremely displaced vertices 
in z0  Training imbalance? 



Results

• Central region ambiguous for high Z0 
and eta of opposite sign

• Solutions ? 
• Virtual vertices, reweighed loss,               

origin shift…
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Results
• ~3x speed up can be achieved compared to classical seeding on CPU

• Using float32 right now an extra 2x can be achieved with float16  
(requires retraining, out of the box: 45% efficiency)

• No optimisation on the model size so far
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CPU	
(Macbook M4)

GPU	
(A3000)

GPU	
(A100)

Transformer	
Inference 	
[ms/event]

2264 555 116

Beam search	
Reconstruction 
[ms/event]

108 64 16

Total 	
[ms/event]

2372 619 132

• To be added:
• Hits binning (not part   

of the model yet)

• Parameter regression

• Good/Fake 
classifications



Conclusion

•GUNTAM Seed: a transformer-based seeding library              
https://github.com/Corentin-Allaire/GUNTAM 

•Uses a Fourier-based encoding for 3D hits

•Great performance: 96% efficiency

• Issue at high Z0  Under evaluation

•Post-processing (Regression/classification) being investigated

• Integration in ACTS this Summer
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https://github.com/Corentin-Allaire/GUNTAM


BACKUP
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Beam Search
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1
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1816 171513 1411 12

Tree-based explorations 

• Find the k best nodes based on a score



Beam Search
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• Repeat for each layer



Beam Search
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Beam Search
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• Finally, select the best path



Beam Search
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1

2 3 4 5

76 8 9 10

1816 171513 1411 12

Tree-based explorations 

• Find the k best nodes based on a score

• Repeat for each layer

• Continue until the end of the tree           
or a max size

• Finally, select the best path

• Here: 1,4,9,16

• Use PyTorch topk to perform the search 
on the GPU with the tensors



Efficiency correlations
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Attention Map for a bin
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