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Kubeflow Components and Features
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Machine Learning Service
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Integration with CERN services: identity, networking, storage, compute

Heterogeneous Infrastructure

CPU: High number of CPU cores, mostly non-ML use cases

GPU: Nvidia T4, V100, A100, H100

Profiles and Quotas 

Personal and Team profiles

Personal profiles quotas 1 GPU, 30GB of scratch space storage

Team profiles for higher quotas, on demand

https://ml.docs.cern.ch/team_profiles/

https://ml.docs.cern.ch/team_profiles/


Kubeflow Notebooks
Extensive Features

Fully customizable environments
Select resources (CPU,MEM,GPU)
Selectable GPU flavors
Integrated EOS, CVMFS storage

Use Cases
Quick prototyping
Exploratory data analysis 
Small Model training
Entrypoint to interact with other Kubeflow components
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Customizing Notebooks
Curated Images

PyTorch
TensorFlow
SciPy

Customization
pip install additional packages
Build custom images for specific needs
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Kubeflow Pipelines
What Are Pipelines?

Directed acyclic graph (DAG) workflows for ML tasks
Flexible dependency management (e.g. parallel training, data streams)

Compared to Notebooks
Reproducibility
Parallelism for time efficiency
Scalability for large datasets and models
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Kubeflow Pipelines

Python script → Compiled to YAML → Submitted for execution

Concepts
Experiments: Group multiple pipeline runs
Runs: Individual executions of a pipeline
Pipeline Parameters: Allow dynamic input (e.g., data paths, hyperparameters)
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Recurring Pipelines
Automate repetitive tasks:

● Daily model training
● Weekly data refreshes

Triggering Options:

Set intervals, start/end times, or use cron syntax
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Upcoming Features
Lxplus-like interactive environments

Access to external resources, public cloud, HPC
For resources currently unavailable on-premises (H200, B200, …)

        Specialized resources only available elsewhere (TPUs, DPUs, …)
        Bursting for extra, on-demand capacity
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Model Training 
Two Approaches to Model Training

Single-Node Training
Useful for prototyping
Suitable for smaller datasets and models
Limited by single node resources, e.g. number of GPUs

Distributed Training
Scales across multiple nodes and multiple GPUs 
Suitable for large datasets and models
Requires changes to your code (e.g. torchrun from PyTorch)

or usage of frameworks for communication (e.g. Horovod)

16



Example Use Case - HGCalML

Single Node - Multi GPU
tf.distribute.MirroredStrategy 

https://github.com/cms-pepr/HGCalML
Thanks Philipp Zehetner & Jan Kieseler!

Offline Event Reconstruction using data 
from the High Granularity Calorimeter from CMS 

https://github.com/cms-pepr/HGCalML


Distributed Training 
Training jobs run across multiple CPUs/GPUs and across nodes

Speeds up training and allows handling of larger datasets/models
Support for TFJob, PytorchJob, MXNetJob, MPIJob, XGBoostJob

Data Parallelism
Data split across workers
Each worker trains on a different subset of the data

Model Parallelism
Model split across workers
Useful for very large models
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Example Use Case - ML ParticleFlow

Multi Node - Multi GPU
Horovod Framework & MPI 

https://github.com/jpata/particleflow v1.8
Thanks Joosep Pata & Eric Wulff !

Offline Event Reconstruction using CLIC data

Joosep Pata, Eric Wulff, Farouk Mokhtar, Javier Duarte, Aadi Tepper, Ka Wa Ho, & Lars Sørlie. (2025). jpata/particleflow: v1.8.0 (v1.8.0). Zenodo. https://doi.org/10.5281/zenodo.11635485

Source: https://github.com/jpata/particleflow

https://github.com/jpata/particleflow


Hyperparameter Optimization
Parameters that define model structure and training process:

Learning rate
Number of layers/nodes
Activation functions
They are not learned during training but must be optimized

Why is HPO Important?
Improves model accuracy and performance
Reduces training time by finding optimal values efficiently
Improves hardware efficiency (parallel trials on separate GPUs)
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Hyperparameter Optimization
Support for multiple Algorithms

Random Search
Bayesian Optimization
Tree of Parzen Estimators
Hyperband
… and more

Neural Architecture Search (NAS)
Automates design of neural network architectures

Manual architecture design is time consuming
Balance performance and resource efficiency 



Upcoming Features
● Interactive distributed training using 

the KubeFlow Trainer
○ Speed up training by running your 

training code directly from your 
notebook with access to multiple 
machines

● Job Submission from your local 
machine

○ No need to login to your notebook to 
submit a train job

22

https://www.kubeflow.org/docs/components/trainer/overview/


Services for Machine Learning
applications (part 3 of 3)
Amine Lahouel IT-CD-PI
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Model Serving
Once a model is brewed, it needs to be served
Different model flavours

TorchScript, TensorFlow, ONNX, SciKit-Learn, custom, …
Different serving needs

Autoscaling, configurations, revision management, …
Model observability

Status, metrics, logs
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Model Serving
Offered through the KServe component
Deploy a server to run inference via http or grpc requests

curl -v -H “Host: host” “http://host_ip/v2/models/mnist/infer" -d @./input.json
Serverless architecture

Auto-scaling with number of requests
Supports major ML frameworks

TensorFlow, PyTorch, SKLearn, ONNX, Triton, etc
Multi-model serving in the same service/resource 

Ideal for use cases requiring access to various models simultaneously
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Model Serving
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Model Serving
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An example of deploying the 
flowers example detector in 
tensorflow:

- autoscaling based on 
concurrency

- configurable resource 
requests and limits



Model Serving
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Other notable features of Kserve
Scale-to-zero when unused
Canary rollouts of models for A/B testing
Inference graphs for model chaining

You

Kserve
features



Model Serving: LLM
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You

Kserve
features

Implements two backends
Hugging Face and vLLM

Performance Optimization
    vLLM as default for faster TTFT, higher token throughput
Advanced inference optimizations
        PagedAttention, Continuous Batching,

Optimized CUDA kernels,
Automatic fallback for unsupported models in vLLM

API Endpoints
    Generative tasks (e.g., text generation)

Support OpenAI’s Completion and Chat Completion APIs
    Other tasks (e.g., classification, fill mask) use KServe’s Open Inference Protocol or V1 API



Demo: Model Serving
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Upcoming Features: Model Management

MLflow selected after extensive due diligence
Already in use in multiple teams in the experiments
Built to ease the complexities of model management
Core features covering

Experiment Organization: track and compare multiple model experiments
Evaluation/Visualization: built-in tools and charts for model performance
Artifact Storage: store models, plots, and other files with each run
Collaboration: share experiments and results across teams

Model Lineage

Model Versioning

Stage Transitioning

Model Storage

Metadata Tracking

Packaging



Demo: Model Management / mlflow
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Where to find us

● https://ml.docs.cern.ch/ 
● https://ml.cern.ch/ 
● Mattermost
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https://ml.docs.cern.ch/
https://ml.cern.ch/
https://mattermost.web.cern.ch/it-dep/channels/ml


Volume Creation
For those that did not attend the session in the morning

1. Navigate to ml.cern.ch
2. Open Volumes on the sidebar
3. Click on New Volume
4. Use the following configuration:

a. Type: `Empty volume`
b. Name: `csc-exercise-001-datavol-1`
c. Size: 1
d. Storage class: tick `Use default class`
e. Access mode: `ReadWriteMany`.
f. Mount path: Leave default
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http://ml.cern.ch


Thank You!
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