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Goal of Presentation

 Present a proof of concept for GPU acceleration in PyECLOUD
« Code used for simulating electron cloud effects in accelerators

o 2D Particle-In-Cell code

« Why does it need to be faster?
» Code is currently used for different kinds of simulation studies

* Buildup simulations and beam stability simulations
« Beam stability simulations are the longest and most tedious to perform

« Can take >1 month to complete
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What is Particle-In-Cell (PIC)?

PIC allows us to track the motion of
particles under the influence of a field

‘ Particles
o G

Main Components

Grid
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How does a simple PIC work?
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Where do the bottlenecks lie?

buildup_simulation.py:162(sim_time_ste
1.30e+3 s

Boundary
checks:

Particle
pusher:
~10%

PyEC4PyHT.py:78(get_beam_eletric_field)
309 s

These 4 functions can account for ~80% of

MultiGrid.py:46(scatter) the computation time in this case!

197 s

PyEC4PyHT.py:78(get_beam_eletric_field)
309 s
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GPUs

 Have become In recent years in Physics applications
* And in general, partly thanks to Al

« Can provide under the right circumstances
» SIMD: Single Instruction, Multiple Data

* In simple terms: Parallelized functions

« Bottleneck functions are all GPU friendly to a great extent
» Per particle operations - Easy to parallelize
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Proof of Concept: Methodology

Original code is in python:

\ L

Rewrite bottleneck functions as custom

* Finer control over variable handling

« Better control over how kernels are launched

Launch simulation and run the two functions (CPU and GPU) alongside each other:
 Use line profiler to compare execution time between the two

[ IMPORTANT! GPU Kernels run asynchronously. Must synchronize device for most accurate timings ]
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Proof of Concept: Results

Using the testing methodology described before, observed speedups per operation are:
* Field interpolation at particle positions: 35x speedup
« Particle-Grid deposition: 21x speedup

_ FDSW Solver Time vs Matrix Size
« Particle Pusher: 26x speedup e~ KLU [E5-2630v4]

10§ —e— cuDSS [V100]

 Boundary checks: 5x speedup
Proof of concept achieved © 107
BONUS: What happens if our grid is denser? |
Larger grids = More difficult to solve

101 4

Time per solve (ms)

100 4

1071 4

103 104 10° 10° 10’
Matrix Size (x or y)
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Areas to consider

« Expected speedups are massive, but cannot be fully utilized unless data remains fully
on GPU

« Frequent host transfers kill performance - Need for a complete GPU pipeline

 When dealing with multi-function/purpose code, we cannot re-write for specialized
hardware only (or maintain and support two separate versions)
* Refactoring of PyECLOUD within the Xsuite framework.

Accelerator Physics simulation code developed by ABP-CAP:
* Provides native multi-platform abstraction layer (xobjects)
* Profits from years of optimization and active development
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Thank you for your attention




