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HTCondor - CERN’s batch service
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• IT-CD-CC Mandate:
• “Provide high-level compute services to the CERN Tier-0 and WLCG”

• HTCondor: the software running our production batch service.

• Service used for both “grid” and “local” job submission
• Local: open to all CERN users, kerberos, shared filesystems, managed submission nodes

• Grid: WLCG jobs submitted from outside CERN through Computing Elements (CEs)

• ~400k CPU cores in ~5K hosts, grouped in 2 HTCondor “pools”

• Over a million jobs completed every day

• Service Element: Batch Service

Batch Service aka LxBatch
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https://cern.service-now.com/service-portal?id=service_element&name=batch


What is 
[Some content adapted from “An introduction to using HTCondor” by Christina Kock CHTC]
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• A batch system - schedules compute tasks (“jobs”) across 1000s of machines

• Open source, developed at the University of Wisconsin

• “High Throughput Computing” - maximise for overall throughput and utilisation

• Long history in High Energy Physics (and elsewhere)

• Used extensively in the WLCG & OSG, and the CMS global pool

• Symmetric matching job requests and their requirements to resources (machines) 
and their capabilities, using ClassAds (more on them later)

What is                                            ?
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• A single computing task is called a “job”

• Three main pieces of a job are the input, executable and output

Jobs
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The executable must be runnable from the command line without any interactive input

Job Example
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mdc.dat

compare_
states

pdc.dat

ge.dat.out

$ compare_states mdc.dat pdc.dat ge.dat.out



HTCondor Elements
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ScheddScheddScheddScheddSchedd
(Access Point)

Collector

Negotiator

StartdStartdStartdStartdStartdStartdStartdStartdStartdStartdStartdStartdStartdStartd
(Exec Point)

Submit Side
Schedds

bigbird25.cern.ch
babybird01.cern.ch

Broker
Central Managers

tweetybird03.cern.ch
sleepybird01.cern.ch

Send jobs to
reserved slot

Get list of jobs
and Exec Points

Match jobs & 
machines

Run jobsUser 
(lxplus)

Job

Execute Side
Worker Nodes

b9g03p1234.cern.ch
b9t01s0002.cern.ch



Basic Submission & Monitoring
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Submit file: communicates everything about your job(s) to HTCondor

Job Translation

12

executable = compare_states
arguments = mdc.dat pdc.dat ge.dat.out
should_transfer_files = YES
transfer_input_files = us.dat, wi.dat
when_to_transfer_output = ON_EXIT

log = job.log
output = job.out
error = job.err

request_cpus = 1
request_disk = 20MB
request_memory = 20MB

queue 1

A key goal of this training is to show you how to represent your job in a submit file
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The submit file

13

executable  = <path-to-my-script>
arguments   = <blank-separated-args>

output      = <path-for-stdout>
error       = <path-for-stderr>
log         = <path-for-logfile>

queue

● Submit files contain directives to describe the job to be run.
● There are many possibilities, and almost all are optional.
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Basic job submission and query

14

CscTraining $> condor_submit ex1.sub
Submitting job(s).
1 job(s) submitted to cluster 4793413.

CscTraining $> condor_q

-- Schedd: babybird01.cern.ch : <188.185.6.50:9618?... @ 10/29/24 15:03:45
OWNER   BATCH_NAME     SUBMITTED   DONE   RUN    IDLE  TOTAL JOB_IDS
bejones ID: 4793413  10/29 15:03      _      _      1      1 4793413.0

Total for query: 1 jobs; 0 completed, 0 removed, 1 idle, 0 running, 0 held, 0 suspended

• To submit jobs:
 condor_submit <submit-file>

• To monitor submitted jobs:
 condor_q
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Basic job submission and query

15

CscTraining $> condor_submit ex1.sub
Submitting job(s).
1 job(s) submitted to cluster 4793413.

CscTraining $> condor_q

-- Schedd: babybird01.cern.ch : <188.185.6.50:9618?... @ 10/29/24 15:03:45
OWNER   BATCH_NAME     SUBMITTED   DONE   RUN    IDLE  TOTAL JOB_IDS
bejones ID: 4793413  10/29 15:03      _      _      1      1 4793413.0

Total for query: 1 jobs; 0 completed, 0 removed, 1 idle, 0 running, 0 held, 0 suspended

• To submit jobs:
 condor_submit <submit-file>

• To monitor submitted jobs:
 condor_q

Several jobs can be submitted 
with a single condor_submit, they 
are grouped in a single job cluster

Job_ID = ClusterId.ProcID
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• By default condor_q shows:
• User’s jobs only
• Jobs summarized in batches: same cluster, same executable, or same batch name

More about condor_q 

CscTraining $> condor_q

-- Schedd: bigbird25.cern.ch : <188.185.6.50:9618?... @ 10/29/24 15:03:45
OWNER   BATCH_NAME     SUBMITTED   DONE   RUN    IDLE  TOTAL JOB_IDS
bejones ID: 4793413  10/29 15:03      _      _      1      1 4793413.0

Total for query: 1 jobs; 0 completed, 0 removed, 1 idle, 0 running, 0 held, 0 suspended



File Transfer
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Transferring input files

• In order to add input files, use the 
transfer_input_files directive in the 
submit file

• It’s a list of files to take from the working 
directory to send to the job input sandbox 

• Together with the declared executable

18

executable = merge.sh
arguments = a.txt b.txt merge.out

transfer_input_files = a.txt, b.txt

log = job.log
output = job.out
error = job.err

+JobFlavour = “longlunch”
queue 1
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Transferring output back
• By default condor will transfer every file in your 

output sandbox back to your submit directory

• New files created by the job (dirs are skipped)

• To only transfer back some files or directories, 
set a list with transfer_output_files

• Those files will be available to condor_tail

• If you don’t need anything back – perhaps 
because the job transfers results by itself – use 
transfer_output_files = ""

19

executable = merge.sh
arguments = a.txt b.txt merge.out

transfer_input_files = a.txt, b.txt
transfer_output_files = merge.out

log = job.log
output = job.out
error = job.err

queue 1

                The job out/error files are also transferred from the executable node to the indicated destination.  
                The job log file is written directly by the schedd.



Submission of multiple Jobs
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queue: controls how many instances of the job are submitted (default: 1)

It is a powerful tool with many possibilities. E.g.:

● An arbitrary integer can be used to submit many identical jobs

● File globbing (wildcards) allows us to submit different jobs (one per file matching the pattern)

Submission of multiple Jobs (I)

21

queue  5

queue filename matching files mydir/*.sh

   Be careful!
   HTCondor makes it easy to submit thousands of jobs, but this is a big responsibility.

        Be sure to test a single job first (I/O, running time, env…) before submitting many!
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Remember: Submitted jobs are never really identical. Jobs submitted together will 
share ClusterId but they will have a different ProcId.

We can use the pre-defined macros $ClusterId and $ProcId in order to provide 
unique values to the job files

Submission of multiple Jobs (II)

22

arguments  = $(ClusterId) $(JobId)
output     = output/$(ClusterId).$(ProcId).out
error      = error/$(ClusterId).$(ProcId).err
log        = log/$(ClusterId).log 

queue  5



Environment Setup
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• All the exercises are to be run from lxplus:

Submit Environment - lxplus.cern.ch

24

% ssh lxplus.cern.ch
~ $>

~ $> condor_version
$CondorVersion: 24.0.7 2025-04-22 BuildID: 803687 PackageID: 24.0.7-1 GitSHA: 51b71b5c $

$CondorPlatform: x86_64_AlmaLinux9 $

• LxPlus is preconfigured for CERN HTCondor:
○ The central manager hostnames
○ A default authentication method: kerberos
○ A predefined schedd for the user 
○ Installed HTCondor client tools

• Condor versions may vary between submit and execute side, but they are compatible
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Submit Environment - select schedd

25

~ $> myschedd show
User 'pgkonis' in pool 'share'
Current schedd: bigbird08.cern.ch
Other schedds used recently: bigbird28.cern.ch, ...

~ $> condor_q
-- Schedd: bigbird08.cern.ch : <188.185.6.50:9618?... @ 10/28/24 16:19:04
...
Total for query: 0 jobs; 0 completed, 0 removed, 0 idle, 0 running, 0 held, 0 suspended.

~ $> myschedd bump
Selected best schedd 'bigbird101.cern.ch' for user 'pgkonis' in pool 'share'

The myschedd command at lxplus allows you to check/change your assigned schedd

       We won’t be using myschedd for this tutorial, as we’ll not be using the 'share' pool
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Jobs start with a basic environment configuration:
● Env files such as ~/.bashrc or ~/.bash_profile are not loaded
● You may get errors due to incorrect PATH, PYTHONPATH, LD_LIBRARY_PATH, etc.

If your jobs require environment variables, you should explicitly define them!
● You can use the Environment directive in the submit file
● Or, better yet, set up the necessary environment in your main job script

Job environment

Submit files also accept the directive getenv=True that copies the entire environment.

This should be avoided! It often causes problems to the infrastructure when 
many such jobs are submitted, and they may be removed by administrators.

Please, identify your job dependencies and set necessary environment variables.
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• Creates an ssh session to a running job.

$ condor_ssh_to_job <jobid>
$ condor_ssh_to_job –auto-retry <jobid>

• This will get us to the same machine, in the working directory of the job, and we can 
see the stdout/err etc
• (though if you just want to see those files, you can use condor_tail)

Debug tools: condor_ssh_to_job 

27

$ condor_ssh_to_job 5024157.0

Welcome to slot1_1@b9g37p4425.cern.ch!
Your condor job is running with pid(s) 653021.
[bejones@b9g37p4425 dir_652931]$ ls
_condor_stderr  _condor_stdout  long.sh  srv  tmp  var



Exercise time!

28

Round 1
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Notes for Exercises!

29

● All exercises are done from LXplus!
● You need to clone the following repository in your home directory on lxplus:

https://gitlab.cern.ch/batch-team/htcondor-training.git

                                                                                                  ( it’s also on Indico )

● To avoid waiting time, we will use the Test pool instead of the standard Share pool
● Everything works just as in the standard pool, but we’ll need to source the file:

source_for_test_pool      (see next slide)

● If you log out and/or ssh from a new terminal, you will need to source it again!
it’s ok to source multiple times, even in the same session

● If you need help, clarifications or have other questions, just tell us!

https://gitlab.cern.ch/batch-team/htcondor-training.git
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Notes for Exercises TL;DR
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me@my-machine:~$ ssh <username>@lxplus.cern.ch

(lxplus) ~$ git clone https://gitlab.cern.ch/batch-team/htcondor-training.git
Cloning into 'htcondor-training'...

(lxplus) ~$ cd htcondor-training/CscTraining

~/htcondor-training/CscTraining$ ls
ex1/  ex1_solved/  ex2/  ex2_solved/ … source_for_test_pool

~/htcondor-training/CscTraining$ source source_for_test_pool babybird01
HTCondor configuration for Test pool
Using central manager: sleepybird01.cern.ch
Using schedd: babybird01.cern.ch

~/htcondor-training/CscTraining$ condor_q
-- Schedd: babybird01.cern.ch : <188.185.87.2:9618?... @ 10/22/25 17:08:34
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Exercise 1: Basic job submission - script

31

~/htcondor-training/CscTraining$ cd ex1
~/htcondor-training/CscTraining/ex1$ cat job.sh

#!/bin/bash

echo "Date:     $(date)"
echo "Host:     $(hostname)"
echo "System:   $(uname -spo)"

echo "Program:  $0"
echo "All args: $@"
...

The shebang (#!) is mandatory when submitting script files in HTCondor:
“#!/bin/sh”     “#!/bin/bash”      “#!/bin/env python”
Malformed or invalid shebang silently ignored and no error reported!

~/htcondor-training/CscTraining/ex1$ chmod +x job.sh

Make it executable:

https://en.wikipedia.org/wiki/Shebang_(Unix)
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Exercise 1: Basic job submission - submit file
Exercise Task: Edit the submit file (job.sub) to create one job that runs the 
executable script (job.sh) in an HTCondor worker node.
Check and complete the following definitions, then submit.

● executable: the thing you want to run
● arguments: any arguments passed to the executable from the command line
● output/error: path for files where to copy stdout & stderr to
● log: path to file created by HTCondor to log job progress
● queue: keyword indicating “create a job”

32

~/htcondor-training/CscTraining/ex1$ condor_submit job.sub
Submitting job(s).
1 job(s) submitted to cluster 1052.

~/htcondor-training/CscTraining/ex1$ condor_q
… wait until complete (disappears) …

~/htcondor-training/CscTraining/ex1$ head -n 10 job.{log,out,err}
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Exercise 2: Input files

33

You can now run a job, but it has no data to work with. Assume you have some input files 
and want to have them transferred over, with your job when it starts.
Exercise Task: Edit the submit file (job.sub) to tell condor to transfer the input files 
(from the submission directory to the worker node) before running the job script (job.sh)

~/htcondor-training/CscTraining/ex2$ ls
data/  job.sh  job.sub  measurements.csv  solution/

~/htcondor-training/CscTraining/ex2$ vi job.sub

   ...  condor_submit  ...  condor_q  ...

~/htcondor-training/CscTraining/ex2$ vi job.out



07.11.2025 The HTCondor batch system at CERN

Exercise 3: Environment

34

For parts of their configuration, some programs require environment variables to be set.
They are also very common in scripts.
Exercise Task: Edit both the job script job.sh and then the submit file job.sub to declare 
input files (the bin directory) and appropriately set the needed environment variables

~/htcondor-training/CscTraining/ex3$ ls
bin/  job.sh  job.sub  solution/
~/htcondor-training/CscTraining/ex3$ vi job.sh
...
~/htcondor-training/CscTraining/ex3$ vi job.sub
...
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Exercise 4: Multiple jobs

35

To unlock the full power of batch computing, we submit many, many jobs that run in 
parallel, each with its own part of the input.
Exercise Task: Edit the submit file to tell condor to queue multiple jobs, specifying 
different arguments and input files for each one, according to the ProcId (integer from 0 
to the number of jobs minus one)

~/htcondor-training/CscTraining/ex4$ ls
input-0.txt  input-1.txt  input-2.txt  input-3.txt  input-4.txt  job.sh*  job.sub  solution/

~/htcondor-training/CscTraining/ex4$ vi job.sub
...
~/htcondor-training/CscTraining/ex4$ condor_submit job.sub
...
~/htcondor-training/CscTraining/ex4$ condor_q
...
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Exercise 5: Condor tail & SSH

36

Programs always run as intended, right? Well... in case they don’t, we want to check their 
output and get a shell next to them, to debug.
Exercise Task: Submit the job as it is. Then check its output while it’s running with 
condor_tail (also with -stderr). Do you see the error? Use condor_ssh_to_job to ssh 
to your job and confirm. Then remove your job, edit the script (job.sh) and submit again.

~/htcondor-training/CscTraining/ex5$ condor_submit job.sub
~/htcondor-training/CscTraining/ex5$ condor_q
... RUNNING: 1, JOB_IDS: 1107.0 ...
~/htcondor-training/CscTraining/ex5$ condor_tail 1107.0; condor_tail -stderr 1107.0
...
~/htcondor-training/CscTraining/ex5$ condor_ssh_to_job -auto-retry 1107.0
Welcome to slot1_1@b9t01s0001.cern.ch!
... (ctrl+D to exit) ...
~/htcondor-training/CscTraining/ex5$ condor_rm $USER
~/htcondor-training/CscTraining/ex5$ vi job.sh
~/htcondor-training/CscTraining/ex5$ condor_submit job.sub



Resources and requirements

37



07.11.2025 The HTCondor batch system at CERN

whole 
computer

your request

● Jobs use a part of the worker node, not the whole thing

● CERN HTCondor defaults:
○ 1 CPU, 3 GiB RAM, 20 GiB disk

● You can specify more for your job;
E.g. to specify 2 cores (CPUs), or 6000 MiB:
○ request_cpus = 2

○ request_memory = 6000

● Size for what you need!
○ Too little: your job might try to use more, and may be killed by the system
○ Use too much: your job may wait in queue for longer and, when run, will waste resources

Resources

38

We quantize and lock memory to 3 GiB / core, to reflect the underlying hardware.
Request are automatically adjusted to ask for the next available level (e.g. 6 GiB for 2 CPUs)
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● You must declare how much time your jobs need
● JobFlavour is a CERN-specific macro to select a pre-defined MaxRuntime.

○ The default, if none is defined, is espresso

Resources: time

39

executable  = training.sh
output      = output/$(ClusterId).$(ProcId).out
error       = error/$(ClusterId).$(ProcId).err
Log         = log/$(ClusterId).log

+MaxRuntime = 3600
# — OR —
+JobFlavour = "microcentury"

queue 

JobFlavour   MaxRuntime
espresso     = 20 min
microcentury = 1  hour
longlunch    = 2  hours
workday      = 8  hours
tomorrow     = 1  day
testmatch    = 3  days
nextweek     = 1  week

Note: if the job exceeds MaxRuntime, it will be removed by the system
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• We can specify requirements regarding the machines where we allow our job to execute.

• This can include things like the name of the machine, the desired operating system, cpu 
architecture and features, etc.

• We do this by adding the following line in the submit file:
    requirements = <expression>

• Comparison operators: <, >, <=, >=, equality: =?= and inequality: =!=

• It’s a good idea to test that your requirement will match some machines!
The same expression can be used as a “--constraint” to the condor_status command.
condor_status –const 'has_avx512f =?= true'

Job requirements

40



ClassAds and Matchmaking
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• HTCondor stores a list of attributes about each job and each machine.
• This information is stored as a “Class Ad”

• Class Ads have the format:     AttributeName = value
• value can be Boolean, number or string

Class Ads

42
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Err = “job.err"
WhenToTransferOutput = "ON_EXIT"
TargetType = "Machine"
Cmd = “/afs/cern.ch/user/f/fernandl/ex1/exe“
Arguments = “x y z”
JobUniverse = 5
Iwd = “/afs/cern.ch/user/f/fernandl/ex1"
NumJobStarts = 0
WantRemoteIO = true
OnExitRemove = true
MyType = "Job"
Out = "job.out"
UserLog = “/afs/cern.ch/…/ex1/job.log"
RequestCpus = 2
RequestMemory = 6000

...

Job Class Ads

43

executable = exe
Arguments = “x y z”

log = job.log
output = job.out
error = job.err

RequestCpus = 2

queue 1

=

Submit file
+

HTCondor configuration
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Machine Class Ads

44

HasFileTransfer = true
TotalSlotDisk = 4300218.0
TargetType = "Job"
TotalSlotMemory = 2048
Mips = 17902
Cpus = 8
Memory = 45000
UtsnameSysname = "Linux"
MAX_PREEMPT = ( 3600 * 72 )
Requirements = ( START ) && ( 
IsValidCheckpointPlatform ) && ( 
WithinResourceLimits )
OpSysMajorVer = 9
HasGluster = true
OpSysName = "AlmaLinux"
HasDocker = true

...

=

Hardware
+

HTCondor configuration
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On a regular basis – the “negotiation cycle” – the central manager reviews 
Job and Machine Class Ads and matches jobs to computers

Job Matching

45

Jobs

central manager

Job ads Machine
ads



ClassAds in practice
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Finding Job Attributes (condor_q)

47

$> condor_q -l 4910855.0    # -l is shorthand for -long
...
AccountingGroup = "group_u_DTEAM.grid_DTEAM.bejones"
Arguments = "training 2024"
AutoClusterId = 45671
CernFlagCentOS7 = false
CernFlagComplexOpSysAndVer = false
CernFlagUnsupportedOpSysRequirement = false
ChargeGroup = "dteam"
ChargeGroupType = "experiment"
ChargeRole = "DTEAM Grid"
ClusterId = 4910855
Cmd = "/afs/cern.ch/user/b/bejones/public/Dev/htcondor-training/ShortTraining/ex2.sh”
...

Use -af:h to get the value of one or more keys:  condor_q <jobid> -af:h <key>
$> condor_q  4910855.0 -af:h Cmd RequestCpus
Cmd                                                                           RequestCpus
/afs/cern.ch/user/b/bejones/public/Dev/htcondor-training/ShortTraining/ex2.sh 2
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Instead of dealing with worker nodes directly, condor works with their slots.
Each node has one Partitionable slot (slot1), which contains its available (not taken) 
resources. When needed, a new slot is “sliced off” the partitionable to run a job.

Finding Machine Attributes (condor_status)

48

$> condor_status -l slot1@b9t01s0001.cern.ch
…
Arch = "X86_64"
AuthenticatedIdentity = "condor@family"
AuthenticationMethod = "FAMILY"
CanHibernate = true
CERN_CREDMON_VER = 3.4
CERNDecile = 2
CERNDisktype = "ssd"
CERNEnvironment = "qa"
CERNIsVirtual = true
…
PartitionableSlot = true
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Cpus/Memory/Disk/...: what’s left (available for new jobs)
TotalCpus/TotalMemory/...:  what the node provides

Finding Machine Attributes (condor_status)

49

$> condor_status -l slot1@b9t01s0001.cern.ch (continued)
…
Cpus = 4
Disk = 119777280
GPUs = 0
Memory = 33000
…
TotalCpus = 8.0
TotalDisk = 139740752
TotalGPUs = 0
TotalMemory = 45000
…
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And it can also be used for other types of output:

$ condor_status -avail        # show available machines
$ condor_status -schedd       # show schedds
$ condor_status <hostname>    # show worker nodes summary

More on condor_status

50

$> condor_status -const 'PartitionableSlot && Memory >= 4000' -limit 2
Name                       OpSys      Arch   State     Activity LoadAv Mem    ActvtyTime

slot1@b9antotest02.cern.ch LINUX      X86_64 Unclaimed Idle      0.000 10500  1+05:25:40
slot1@b9t01s0001.cern.ch   LINUX      X86_64 Unclaimed Idle      0.000 45000  6+05:02:11

               Total Owner Claimed Unclaimed Matched Preempting  Drain Backfill BkIdle

  X86_64/LINUX     2     0       0         2       0          0      0        0      0

         Total     2     0       0         2       0          0      0        0      0

condor_status supports filtering by ClassAd:
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● Whether a job will run on a particular worker node slot is determined by their 
ClassAds.

● To see a Job’s ClassAds:  condor_q -l <job_id>

● To see a Slot’s ClassAds:  condor_status -l slot1@<hostname>.cern.ch

● To find some potential worker nodes (for debugging):

# These have 2 cores available right now:

condor_status -const 'PartitionableSlot && Cpus > 2' -limit 5 -af Machine

# These may have 2 cores available sometime in the future:

condor_status -const 'PartitionableSlot && TotalCpus > 2' -limit 5 -af Machine

Job Matching

51
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Jobs are matched to worker node slots, based on their Requirements:
(is my job willing to run on slot X?)

Job Matching (Forward)

52

Requirements = (Hostgroup =?= "bi/condor/gridworker/share/mixed" || Hostgroup ...)
                                                            && PreLocalRequirements
PreLocalRequirements = (NODE_MOUNTS_AFS =?= true) && PreAfsRequirements
PreAfsRequirements   = (NODE_MOUNTS_CVMFS =?= true) && PreCvmfsRequirements
PreCvmfsRequirements = (OpSysAndVer =?= "AlmaLinux9") && PreVerRequirements
PreVerRequirements = (Arch == "X86_64") && (Memory >= RequestMemory)
RequestMemory = 12345678

HostGroup = "bi/condor/gridworker/share/mixed"
NODE_MOUNTS_AFS = true
NODE_MOUNTS_CVMFS = true
OpSysAndVer = "AlmaLinux9"
Arch = "X86_64"
Memory = 264337
Cpus = 13

JOB

SLOT

?
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Worker node slots are matched to Jobs, based on their Start expression:
(is slot X willing to run my job?)

Job Matching (Reverse)

53

RequestMemory = 12345678
RequestCpus = 64
RequestDisk = 1000

Start = (NODE_IS_HEALTHY =?= true) && (StartJobs =?= true) && (InStagedDrain =?= false) 
&& ... && WithinResourceLimits (implied)
WithinResourceLimits = RequestCpus <= Cpus && RequestMemory <= Memory && 
              RequestDisk <= Disk && (RequestGPUs =?= undefined || GPUs >= RequestGPUs)
NODE_IS_HEALTHY = true
StartJobs = true
InStagedDrain = false
Memory = 264337
Cpus = 13
Disk = 583209
GPUs = 0

JOB

?

SLOT
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Why isn’t my job running?

● Find a worker node where you think your job could run on:
condor_status -const 'PartitionableSlot && Cpus > 9 && ...'

-af Machine -limit 1

● Check if this node’s slot matches your job’s Requirements:
condor_q -better <job_id> -machine slot1@<hostname>.cern.ch

● Check if your job matches the slot’s Start condition:
condor_q -better <job_id> -machine slot1@<hostname>.cern.ch -reverse

(<job_id> should end with .0)

Job Matching (Debugging)

54
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• Job don’t start immediately after submission

• Many factors involved:
• Negotiation Cycle: the central managers loop through a matchmaking cycle about every 

2-5 minutes.
• User priority: users priority is dynamic, and recalculate according to usage and the quota 

of the groups to which they belong
• Availability of resources: Machines matching your job requirements might be busy.

Time to start running

55



File Transfer in depth

56
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File Transfer

57

A job will need input 
and output data.

There are several 
ways to get data in/out 
of the batch system. 

But there are risks, 
and trade offs.

This becomes really 
important for:

● Jobs consuming 
lots of data

● When handling 
many jobs.

condor_submit Shared filesystem Transfer
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• Even when using a shared filesystem, input files and executables are transferred to a 
scratch space on the workers (job sandbox).

• We provision ~30GiB of sandbox disk per CPU

• When writing jobs, remember the impact on the filesystem! 
• The most efficient use of network filesystems is typically to write once at the end of a job

• For standard htcondor file transfer mechanism (I/O sandboxes), we limit to 1GB per job
• There’s no such limit using the URL based method

Important Considerations

58

Submit 
node Shared filesystem

Transfer
Schedd     Execution 

    node

                AFS is often a point of failure (filled quota, too many files per dir, or just slowness)                                
                ⇒ Particularly if you are submitting 1000s of jobs
               Make sure transfer_output_files only includes what you absolutely require (or nothing!)
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Transfer to/from storage (EOS)
• Most HTCondor schedds do not have /eos/ available (mounted) on the filesystem

• BUT you can transfer to/from EOS in several ways
• Using xrdcp command from your own job script

• Declaring a root:// URL as input/output in the submit file    

• Using an EosSubmit schedd

59

xrootd

transfer
Submit 
node Shared filesystem Schedd Execution

    node EOS

• Ideally, I/O data should go directly to/from EOS: avoid shared filesystem (and schedd’s spool)

• For the moment, the log file is an exception as cannot be handled by these methods

⇒

                No initialdir, exec, log, output, error, input files allowed in /eos in submit file
               I.e: no submission from EOS allowed

these all three use the 
xrootd transfer plugin
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• New special schedds
• Automatically use xrootd transfer plugin for I/O files, output, error, exec if in EOS
• No need to use explicit URLs in the submit files, just normal file paths 
• The log file is still special: not handled by the plugin

• But: the EosSubmit schedds can use /eos mount for the log file
• Only a single log per Cluster allowed (filename may depend on $ClusterId but not on $ProcId)

EosSubmit schedds

60

https://batchdocs.web.cern.ch/local/eossubmit.html 

$> myschedd out
SCHEDD_HOST = bigbird101.cern.ch
CREDD_HOST = $(SCHEDD_HOST)

$> module load lxbatch/eossubmit

$> myschedd out
SCHEDD_HOST = bigbird24.cern.ch
CREDD_HOST = $(SCHEDD_HOST)

• All in all, this enables submission from EOS
• Helps avoid shared filesystems almost completely 
• For share pool, load lxbatch/eossubmit module
• Then cd into /eos, use local relative paths, submit

https://batchdocs.web.cern.ch/local/eossubmit.html


Exercise time!
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Round 2
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Exercise 6: Requirements

62

Let’s submit some jobs which need more cores and more memory.
How is the 3 GiB / core quantization going to affect them?
Exercise Task: Edit the submit file (job.sub) and specify requirements for 2 cores 
(CPUs) and 4000 MiB of memory. Then check your job’s ClassAds. Remove the job.
Edit again to specify 7000 MiB of memory and repeat. Finally, remove the job.

~/htcondor-training/CscTraining/ex6$ vi job.sub

~/htcondor-training/CscTraining/ex6$ condor_submit job.sub

~/htcondor-training/CscTraining/ex6$ condor_q -l | grep -ie cpu -ie memory

... Look for RequstCpus and RequestMemory ...

~/htcondor-training/CscTraining/ex6$ condor_rm $USER

~/htcondor-training/CscTraining/ex6$ vi job.sub

...

~/htcondor-training/CscTraining/ex6$ condor_rm $USER
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Exercise 7: Idle job

63

Sometimes jobs seem to be stuck in IDLE forever...
Exercise Task: Submit the job as it is. Then check on its status with condor_q.
You will notice that it won’t start, even if you wait for a long time.
Use condor_q -better and condor_q -l to understand why.
Remove the job, edit the submit file and fix the requirements. Then resubmit.

Edit again to specify 7000 MiB of memory and repeat. Finally, remove the job.~/htcondor-training/CscTraining/ex7$ condor_submit job.sub
... cluster: 1201.
~/htcondor-training/CscTraining/ex7$ condor_q -better 1201.0
                        optionally add:   -machine slot1@b9t01s0001.cern.ch -reverse
~/htcondor-training/CscTraining/ex7$ condor_q -l 1201.0
...
~/htcondor-training/CscTraining/ex7$ condor_rm $USER
~/htcondor-training/CscTraining/ex7$ vi job.sub
~/htcondor-training/CscTraining/ex7$ condor_submit job.sub
...
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Exercise 8: Data to/from EOS (I) - No EOS

64

Objective: Use EOS as source of job’s input data and as destination for job’s output. 

Initial setup: (Maybe from a new terminal) Create a csc directory within your EOS 
personal area, copy the exercise folder into that directory, and cd to it.

Ex. Task 1: Without modifying anything, try to submit the job to HTCondor. It will fail.

~/htcondor-training/CscTraining$ eosdir="/eos/user/$(whoami | cut -c1)/$(whoami)"

~/htcondor-training/CscTraining$ mkdir $eosdir/csc

~/htcondor-training/CscTraining$ cp -r ex8 $eosdir/csc

~/htcondor-training/CscTraining$ cd $eosdir/csc/ex8

/eos/user/d/delgadop/csc/ex8$ condor_submit job.sub

Submitting job(s).
ERROR: Failed to commit job submission into the queue.
ERROR: EOS Submission is not currently supported by the HTCondor Service: 
https://batchdocs.web.cern.ch/troubleshooting/eos.html#no-eos-submission-allowed
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Exercise task 2: Source source_for_test_pool again to change to an EosSubmit 
schedd: babybird02.Submit again and verify this time the results are as expected.

/eos/.../ex8$ source ~/htcondor-training/CscTraining/source_for_test_pool babybird02
HTCondor configuration for Test pool
Using central manager: sleepybird01.cern.ch
Using schedd: babybird02.cern.ch

/eos/.../ex8$ condor_submit job.sub

/eos/.../ex8$ condor_q

/eos/.../ex8$ ls -l

/eos/.../ex8$ ls -l out log

/eos/.../ex8$ cat out/<jobid>.out

Exercise 8: Data to/from EOS (II) - EosSubmit
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Exercise task 3: Check job.sh to see what files are produced by the script in the 
execution node. Modify job.sub to transfer the result files (those matching res.*,  but 
not temp) to the submit directory in EOS. Verify that the files are really produced.

/eos/.../ex8$ vi job.sub

/eos/.../ex8$ condor_submit job.sub

/eos/.../ex8$ ls -l res*

Exercise 8: Data to/from EOS (III) - transfer_output_files
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Exercise 9: EOS data from AFS (I) - initial_dir
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Objective: Use EOS as source of job’s input data and as destination for job’s output, but 
submitting from the ex9 dir within AFS, by using the initial_dir directive.

Note: usage of initial_dir makes input/output file paths relative to it.
Note: the exercise reuses executable and input files of ex8. You do not need to copy them.

/eos/.../ex8$ cd ~/htcondor-training/CscTraining/ex9

~/htcondor-training/CscTraining/ex9$ vi job.sub

~/htcondor-training/CscTraining/ex9$ condor_submit job.sub

Submitting job(s)

ERROR: Executable file job.sh does not exist

Ex. Task 1: cd into the ex9 directory in AFS (where you cloned the git repo). Modify only 
the line with the initial_dir directive, then try to submit to HTCondor.  It will fail.
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Exercise 9: EOS data from AFS (II) - executable
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Exercise Task 2: Modify the executable line in job.sub, setting the complete 
EOS path, to make the example work. Submit and verify.

~/htcondor-training/CscTraining/ex9$ vi job.sub

~/htcondor-training/CscTraining/ex9$ condor_submit job.sub

~/htcondor-training/CscTraining/ex9$ eosdir="/eos/user/$(whoami | cut -c1)/$(whoami)"

~/htcondor-training/CscTraining/ex9$ ls -l $eosdir/csc/ex8

~/htcondor-training/CscTraining/ex9$ cat $eosdir/csc/ex8/out/<jobid>.out





Additional information

70
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HTCondor Pool – “CERN Condor Share”

CERN HTCondor Service 

71

W
or

ke
rs Worker

GRID

Local Users

WLCG Token

Kerberos
Authentication

Typically from 
lxplus.cern.ch

Authentication

Worker Worker

Local Schedd
bigbirdXY.cern.ch

CE Schedd

ce5XY.cern.ch

el9 / Mix gpu / ARM el9 / Short
…
…

Worker Worker Worker …Worker Worker WorkerWorkerWorkerWorker

Central Manager

tweetybirdXY.cern.ch

Different flavours, same config:
afs, cvmfs, eos, root…

“It’s like lxplus”

b9x01p2345.cern.ch
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Job States

72

condor_
submit

Idle 
(I)

Running 
(R)

Completed
(C)

transfer
executable
and input to 
exec node

transfer
output
back to 

submit node

in the queue leaving the queue

CscTraining $> condor_q

-- Schedd: bigbird25.cern.ch : <188.185.6.50:9618?... @ 10/29/24 15:03:45
OWNER   BATCH_NAME     SUBMITTED   DONE   RUN    IDLE  TOTAL JOB_IDS
bejones ID: 4793413  10/29 15:03      _      _      1      1 4793413.0

Total for query: 1 jobs; 0 completed, 0 removed, 1 idle, 0 running, 0 held, 0 suspended
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• To see individual job information use:

condor_q -nobatch

More about condor_q 

73

CscTraining $> condor_q -nobatch

-- Schedd: bigbird25.cern.ch : <188.185.6.50:9618?... @ 11/01/24 09:26:59
 ID         OWNER            SUBMITTED     RUN_TIME ST PRI SIZE CMD
4899199.0   bejones        11/1  09:26   0+00:00:00 I  0    0.0 hello.sh
4899199.1   bejones        11/1  09:26   0+00:00:00 I  0    0.0 hello.sh
4899199.2   bejones        11/1  09:26   0+00:00:00 I  0    0.0 hello.sh

Total for query: 3 jobs; 0 completed, 0 removed, 3 idle, 0 running, 0 held, 0 suspended
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Log File (I)
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000 (1093.000.000) 10/23 15:13:20 Job submitted from host: 
<188.185.87.2:9618?addrs=188.185.87.2-9618+[2001-1458-d00-3f--100-54d]-9618&alias=babybird01.cern.ch&noU
DP&sock=schedd_2709392_2206>
...
040 (1093.000.000) 10/23 15:13:40 Started transferring input files
        Transferring to host: 
<188.185.65.84:9618?addrs=188.185.65.84-9618+[2001-1458-d00-1--100-63d]-9618&alias=b9jantest03.cern.ch&n
oUDP&sock=slot1_1_2990_79b3_131832>
...
001 (1093.000.000) 10/23 15:13:40 Job executing on host: 
<188.185.65.84:9618?addrs=188.185.65.84-9618+[2001-1458-d00-1--100-63d]-9618&alias=b9jantest03.cern.ch&n
oUDP&sock=startd_2772_f09e>
        SlotName: slot1_1@b9jantest03.cern.ch
        CondorScratchDir = "/pool/condor/dir_3545014"
        Cpus = 1
        Disk = 2048
        GPUs = 0
        Memory = 2000
...
040 (1093.000.000) 10/23 15:13:40 Finished transferring input files

[...]
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Log File (II)
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040 (1093.000.000) 10/23 15:13:45 Started transferring output files
...
040 (1093.000.000) 10/23 15:13:45 Finished transferring output files
...
005 (1093.000.000) 10/23 15:13:45 Job terminated.
        (1) Normal termination (return value 0)
                Usr 0 00:00:00, Sys 0 00:00:00  -  Run Remote Usage
                Usr 0 00:00:00, Sys 0 00:00:00  -  Run Local Usage
                Usr 0 00:00:00, Sys 0 00:00:00  -  Total Remote Usage
                Usr 0 00:00:00, Sys 0 00:00:00  -  Total Local Usage
        210  -  Run Bytes Sent By Job
        223  -  Run Bytes Received By Job
        210  -  Total Bytes Sent By Job
        223  -  Total Bytes Received By Job
        Partitionable Resources :    Usage  Request Allocated
           Cpus                 :        0        1         1
           Disk (KB)            :       26        1      2048
           GPUs                 :                           0
           Memory (MB)          :        0     2000      2000
           TimeExecute (s)      :        5
           TimeSlotBusy (s)     :        7

        Job terminated of its own accord at 2025-10-23T13:13:45Z with exit-code 0.
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Matching .. pattern Natural nested looping minimal programming, use optional files and dirs 
keywords to only match files or directories.

Requires good naming conventions.

in .. list Supports multiple variables, all information contained in a single file, 
reproducible.

Harder to automate submit file creation.

from .. file Supports multiple variables, highly modular (easy to use one submit file for 
many job batches), reproducible.

Additional file needed.

More possibilities for the Queue statement

76
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• condor_submit –spool transfers all files to temporary space in the schedd (spool dir)

• This reduces pressure in shared filesystem (usually, your AFS home directory) 

• This makes the system asynchronous: 
• To get files back from schedd (to the paths indicated in submit file), you need to run 

condor_transfer_data –  This also applies to out/err/log files

• (Better) alternative for input/output files: use the URL file transfer plugin method

Spool submission
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Submit 
node        Schedd     Execution 

    node
Transfer Transfer

                The spool space on Schedds is limited! Filling the breaks Schedds for all users
                 Make sure transfer_output_files only includes what you absolutely require (or nothing!)



07.11.2025 The HTCondor batch system at CERN

Transfer to/from storage – URLs in submit file
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output_destination = root://eosuser.cern.ch//eos/user/b/bejones/condor/$(ClusterId)/

• Setting output_destination causes the out sandbox to be sent from WN to storage
• This means everything (including out/err files), except the log file (handled by the schedd)

• This is better than having the job script transfer directly because there is error checking

• For input files just use URLs with transfer_input_files 

• This doesn’t deal with the executable, which is transferred by normal htcondor means

transfer_input_files = root://eosuser.cern.ch//eos/user/b/bejones/condor/a.txt

              EosSubmit schedds do this transparently for you, so might be a more convenient alternative
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• LxBatch User Guide: https://batchdocs.web.cern.ch

• Data flow: https://batchdocs.web.cern.ch/concepts/dataflow.html 

• How to benchmark jobs: https://batchdocs.web.cern.ch/local/benchmark.html

• Submit support tickets: 
https://cern.service-now.com/service-portal?id=functional_element&name=LXBATCH

• Mattermost channel: https://mattermost.web.cern.ch/it-dep/channels/batchers 

• HTCondor user manual: https://htcondor.readthedocs.io/en/main/users-manual/index.html 

Links…
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https://batchdocs.web.cern.ch/
https://batchdocs.web.cern.ch/concepts/dataflow.html
https://batchdocs.web.cern.ch/local/benchmark.html
https://cern.service-now.com/service-portal?id=functional_element&name=LXBATCH
https://mattermost.web.cern.ch/it-dep/channels/batchers
https://htcondor.readthedocs.io/en/main/users-manual/index.html



