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The registry at registry.cern.ch is based on Harbor

Harbor is an open source registry that:
1. secures artifacts with policies and role-based access control

2. ensuresimages are scanned and free from vulnerabilities
3. signsimages as trusted.

Harbor, a CNCF Graduated project, delivers compliance, performance, and
interoperability to help you consistently and securely manage artifacts
across cloud native compute platforms like Kubernetes and Docker.



http://registry.cern.ch

Kubernetes 101




What is Kubernetes?

Kubernetes, also known as K8s, is an open source container
orchestration system for automating deployment, scaling, and
management of containerized applications.
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What is Kubernetes?

Kubernetes, also known as K8s, is an open source container
orchestration system for automating deployment, scaling, and
management of containerized applications.

Container - is a standard, self-sufficient package of software that includes an
application's code along with all its dependencies, libraries, and configurations

Container orchestration - the automated process of managing the lifecycle of
containerized applications, which involves deploying, scaling, networking, and
managing them across a cluster of machines
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What is Kubernetes?

Kubernetes, also known as K8s, is an open source container
orchestration system for automating deployment, scaling, and
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Getting started with Kubernetes?
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Getting started with Kubernetes?

Understanding what is
Kubernetes:
The architecture, the
components, how it works

Understanding how to use
Kubernetes:
What are the Kubernetes API
objects, how to deploy a
application
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This is what we will focus on today




But the thing is...

even just focusing on the k8s API objects can already be intimidating
and hard to understand.

These are only a few of the objects available:
pods, deployment, services, ingresses, replicasets, nodes,

Namespaces, configmaps, secrets, etc...




But the thing is...

even just focusing on the k8s API objects can already be intimidating
and hard to understand.

These are only a few of the objects available:
pods, deployment, services, ingresses, replicasets, nodes,
namespaces, configmaps, secrets, etc...

So let's try to discover and learn about these resources together, using
a somewhat real use case.
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Let's meet Sandy

she is enthusiastic about tech,
she is very excited to learn new things
and she has interesting ideas from time to time

* Any resemblance to real persons, living or especially living in this room right now, is purely
coincidental. | mean it. Really. Why are you all looking at me like that?
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It was a beautiful sunny day when Sandy had the
great idea to stay indoors and start developing a
small funny game instead of going outside and

actually enjoying the weather.
Ty :

o - ki

It started small, a script here, a script there, but
__itwas fun and Sandy was learning a lot




= But then life happened, and she didn't
» _29 have time to work on this project for a
couple of months
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The laptop auto upgraded something in
the meantime, and now Sandy had to
deal with was some dependency hell.
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After hours of debugging it finally
worked!




After hours of debugging it finally
worked!
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After hours of debugging it finally
worked!

But this made her ask herself:
“how do | avoid this issue in the
future?

This is how Sandy decided to try to package her work as an image, and run as
containers, to ensure she has all the dependencies packaged, the code is
portable, the code runs isolated, it's reproducible, and easy to run.
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Example of Dockerfile to create an image

| python:3.13

2 /usr/local/app

requirements.txt ./

| pip install --no-cache-dir -r requirements.txt

["uvicorn", "app.main:app", "--host", "0.0.0.0", "--port", "8080"]




Great! Now that we packaged the code, we can run it without issues:
now, in a month or even a year!
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In time, Sandy started adding new ideas and components, and also
packaged them as containers.
But now she had different questions...

e How to start and stop all the containers at the same time?

e How to make sure the containers can talk to each other?




Great! Now that we packaged the code, we can run it without issues:
now, in a month or even a year!

In time, Sandy started adding new ideas and components, and also
packaged them as containers.
But now she had different questions...

e How to start and stop all the containers at the same time?

e How to make sure the containers can talk to each other?

Sandy realized she needs a way to manage multiple containers at the
same time...she needs a way to 4 orchestrate 4 the whole thing. This

is how she decided to use Kubernetes.







To start with, Sandy deployed a Pod

Definition: Pods are the smallest deployable units of computing that you can
create and manage in Kubernetes.

apiVersion: vl
kind: Pod
metadata:

name: nginx

e: game-componentl
: super-game-logic:1.0.0
game-component2

ge: super-game-dashboard:0.0.1




Pods allowed Sandy to package the containers that need
to run together as one unit.

At the same time, please note that independent
applications shouldn't run together in one pod.

Ex: my application and my redis should run as 2 separate
pods, communicating over the cluster network.

The machine where Sandy is running the pod is called a
Kubernetes Node.

@)

\




Next, Sandy needed to store the configuration of the
game. For this she used a ConfigMap

Definition: A ConfigMap is an API
object used to store non-confidential
data in key-value pairs. Pods can

consume ConfigMaps as environment Povee Do i N R
ui_g S i - .properties
variables, command-line arguments, e
or as configuration files in a volume. chel) VSl Aol el
player.maximum-lives=5

user-interface.properties: |
color.good=purple
color.bad=yellow
allow.textmode=true



https://kubernetes.io/docs/concepts/workloads/pods/
https://kubernetes.io/docs/concepts/storage/volumes/

After, Sandy needed to store a couple of secret values
(password, credentials). For this she used a Secret

Definition: A Secret is an object that contains a small amount of sensitive
data such as a password, a token, or a key. Such information might otherwise
be put in a Pod specification or in a container image. Using a Secret means
that you don't need to include confidential data in your application code.

apiVersion: vl

kind: Secret

metadata:

name: dotfile-secret
data:

secret-value: dmFsdwUtMgOKDQo=



https://kubernetes.io/docs/concepts/workloads/pods/
https://kubernetes.io/docs/reference/glossary/?all=true#term-image

At last, Sandy needed to state of the game, the progress.
For this she used Volumes and Persistent Volumes

Volumes provide a way for containers in a pod to access and share data via the filesystem. There
are different kinds of volume that you can use for different purposes.

A PersistentVolume (PV) is a piece of storage in the cluster that has been provisioned by an
administrator or dynamically provisioned using Storage Classes. It is a resource in the cluster just
like a node is a cluster resource. PVs are volume plugins like Volumes, but have a lifecycle
independent of any individual Pod that uses the PV. This APl object captures the details of the
implementation of the storage, be that NFS, iSCSI, or a cloud-provider-specific storage system.

A PersistentVolumeClaim (PVC) is a request for storage by a user. It is similar to a Pod. Pods
consume node resources and PVCs consume PV resources. Pods can request specific levels of
resources (CPU and Memory). Claims can request specific size and access modes (e.g., they can be
mounted ReadWriteOnce, ReadOnlyMany, ReadWriteMany, or ReadWriteOncePod, see
AccessModes).
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https://kubernetes.io/docs/concepts/workloads/pods/
https://kubernetes.io/docs/concepts/storage/storage-classes/
https://kubernetes.io/docs/concepts/storage/persistent-volumes/#access-modes
https://kubernetes.io/docs/concepts/storage/persistent-volumes/#access-modes

And finally all was good and running without
issues.

Until one day is wasn't. Sandy realized the pod
died, and she had to start a new one. Annoying,
but not a big deal.

But When she created a new pod, it got a new
mternal IP, so she needed to update the value in
- the configuration to now use the new IP instead.

But there must be a better way?!



Indeed there is a better way.

Pods are designed to be ephemeral, you shouldn’t:
rely on their IP

have to start new pods manually

store persistent data inside

hardcode pod names.
install dependencies/packages in a running container,

as the changes would be hard to track and not
persistent.

kW=

* Ephemeral: lasting for a very short time, short-lived.
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To not rely directly on pods, Sandy started using Deployments

Definition: A Deployment manages a set of Pods to run an application workload, usually one that
doesn't maintain state.

You describe a desired state in a Deployment, and the Deployment Controller changes the actual
state to the desired state at a controlled rate. You can define Deployments to create new
ReplicaSets, or to remove existing Deployments and adopt all their resources with new

Deployments.



https://kubernetes.io/docs/concepts/architecture/controller/

To not rely directly on pods, Sandy started using Deployments

Version: apps/vl
eployment

nan nginx-deployment
labels:
app: nginx

You can ask for multiple replicas in a
deployment, this will start multiple pods.

If a pod dies, another one will be automatically
started.

The pods belonging to a deployment are
identified using labels and selector.



To not rely directly on IPs, Sandy started using Services

Definition: In Kubernetes, a Service is a method for exposing a network application that is running as
one or more Pods in your cluster.

The Service API, part of Kubernetes, is an abstraction to help you expose groups of Pods over a
network. Each Service object defines a logical set of endpoints (usually these endpoints are Pods)
along with a policy about how to make those pods accessible.

If you use a Deployment to run your app, that Deployment can create and destroy Pods
dynamically. From one moment to the next, you don't know how many of those Pods are working
and healthy; you might not even know what those healthy Pods are named. Kubernetes Pods are
created and destroyed to match the desired state of your cluster. Pods are ephemeral resources
(you should not expect that an individual Pod is reliable and durable).



https://kubernetes.io/docs/concepts/workloads/pods/
https://kubernetes.io/docs/concepts/workloads/controllers/deployment/
https://kubernetes.io/docs/concepts/workloads/pods/

To not rely directly on IPs, Sandy started using Services

Now, instead of referring to the IPs of the
pods, you can just use the service name.

It will use the label: “gametype: supergame” to
dynamically identify the pods and their IPs.




Now we are ready, let's ask our friends to
also connect and give it a try!




Now we are ready, let's ask our friends to
also connect and give it a try!

But wait, it's all on the local network, how
will the friends connect?




To handle the HTTP traffic that comes to the cluster, use an Ingress

Definition: Make your HTTP (or HTTPS) network service available using a protocol-aware
configuration mechanism, that understands web concepts like URIs, hostnames, paths, and more.

The Ingress concept lets you map traffic to different backends based on rules you define via the
Kubernetes API.

ClassName: nginx-example

ath: /testpath
pe: Prefix

name: test

port:

number: 80




Now we are actually ready!
Let's gooooo for it!







The pods die
often

The load is too
big

How to
distribute the
requests?

Somehow the
pod consumed all
the memory of
the machine and
had to be
restarted.




A couple of improvements ideas:

1.

v s

Let's increase the number of replicas (number of pods) in the
deployment. This way there are multiple instances ready to receive
requests. Since we are using a Service in front of the deployment, the
load balancing between the instances is done automatically

Make sure you limit the amount of memory and cpu every pod is
allowed to consume, so that no process starves the node

Instead of manually increasing the number of replicas, one can use
HorizontalPodAutoscaler (HPA), to automatically increase/decrease
the number of replicas based on the load

Connect new nodes to the cluster, more powerful

Configure proper monitoring of the setup.




And now, it finally works.




And now, it finally works.

Of course eventually something else will

break, but when it does, Kubernetes for
sure will have a way to fix it.







Overview of what we covered:

Nodes

Pods

Deployments

Services

Volumes/Persistent Volumes
ConfigMaps

Secrets

Ingresses
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Kubernetes components that we didn’t discussed today:

1. Namespace - In Kubernetes, namespaces provide a mechanism for isolating groups of
resources within a single cluster. Names of resources need to be unique within a
namespace, but not across namespaces. Namespace-based scoping is applicable only
for namespaced objects (e.g. Deployments, Services, etc.) and not for cluster-wide
objects (e.g. StorageClass, Nodes, PersistentVolumes, etc.).



https://kubernetes.io/docs/concepts/overview/working-with-objects/#kubernetes-objects

Kubernetes components that we didn’t discussed today:

1.

Namespace - In Kubernetes, namespaces provide a mechanism for isolating groups of
resources within a single cluster. Names of resources need to be unique within a
namespace, but not across namespaces. Namespace-based scoping is applicable only
for namespaced objects (e.g. Deployments, Services, etc.) and not for cluster-wide
objects (e.g. StorageClass, Nodes, PersistentVolumes, etc.).

Job/Cronjob - A Job creates one or more Pods and will continue to retry execution of
the Pods until a specified number of them successfully terminate. As pods successfully
complete, the Job tracks the successful completions. When a specified number of
successful completions is reached, the task (ie, Job) is complete. Deleting a Job will clean
up the Pods it created. Suspending a Job will delete its active Pods until the Job is
resumed again.

Daemonset - A DaemonSet ensures that all (or some) Nodes run a copy of a Pod. As
nodes are added to the cluster, Pods are added to them. As nodes are removed from
the cluster, those Pods are garbage collected. Deleting a DaemonSet will clean up the
Pods it created.

StatefulSet - is the workload APl object used to manage stateful applications.



https://kubernetes.io/docs/concepts/overview/working-with-objects/#kubernetes-objects

How to interact with a cluster

Kubernetes provides a command line tool for communicating with a Kubernetes cluster's control
plane, using the Kubernetes API. This tool is named kubectl. The CLI is already installed in Ixplus.



https://kubernetes.io/docs/reference/glossary/?all=true#term-control-plane
https://kubernetes.io/docs/reference/glossary/?all=true#term-control-plane

How to interact with a cluster

Kubernetes pr
plane, using t

$ kubectl get no

NAME STATUS ROLES AGE
test-amlue37o0qgiv-master-0 Ready master  2m38s
test-amlue37o0qgiv-node-0 Ready <none> 57s

$ kubectl get namespace
NAME STATUS
default Active
kube-public Active
kube-system Active

$ kubectl get pod
No resources found in default namespace.

$ kubectl get pod -n kube-system

NAME

cern-magnum-coredns-5cc84bdc6-ctqgb
cern-magnum-coredns-5cc84bdc6-kcjt8
cern-magnum-coredns-autoscaler-76c4bf6c84-p22hs

$ kubectl get deployments.apps -n kube-system
NAME READY
cern-magnum-coredns 2/2
cern-magnum-coredns-autoscaler 1/1

VERSION
vl.34.1
vl.34.1

STATUS RESTARTS
Running ©
Running @
Running 0@

UP-TO-DATE AVAILABLE AGE
2 2 2m28s
1 1 2m28s

er's control



https://kubernetes.io/docs/reference/glossary/?all=true#term-control-plane
https://kubernetes.io/docs/reference/glossary/?all=true#term-control-plane

Find more:
1. CERN Registry docs
2. CERN Kubernetes docs

3. Upstream Kubernetes docs



https://kubernetes.docs.cern.ch/docs/registry/
https://kubernetes.docs.cern.ch/
https://kubernetes.io/

Exercises




Exercises time

Find the exercises at:
https://gitlab.cern.ch/digaponc/csc-on-it-services-kubernetes-exercises/-/
blob/master/exercises.md?ref type=heads



https://gitlab.cern.ch/digaponc/csc-on-it-services-kubernetes-exercises/-/blob/master/exercises.md?ref_type=heads
https://gitlab.cern.ch/digaponc/csc-on-it-services-kubernetes-exercises/-/blob/master/exercises.md?ref_type=heads

