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Project background

• CMS data analysis involves complex specific tools

• Existing documentation is fragmented

• What if analysts could ask a natural language question about a 
certain dataset and get working code?

Q1: Plot the missing transverse energy of all events in XYZ dataset
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Goals

• Build a retrieval-augmented
generation (RAG) pipeline.
• Faster and less resources than fine-

tuning.

• Easier to update with new 
documents.

• Write CMS-specific code hints.

• Test using IRIS-HEP 
functionality benchmarks.

Source: Dr Julija, Medium, 2024
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https://miro.medium.com/1*J7vyY3EjY46AlduMvr9FbQ.png


Workflow

1. Document Ingestion
• Reads .md files (UnstructuredMarkdownLoader).
• Splits them into chunks 

(MarkdownHeaderTextSplitter).

2. Embedding and Storage.
• Embeds each chunk (mxbai-embed-large).
• Stores vectors in a collection (ChromaDB).

3. Retrieval
• User input is embedded and used to retrieve the 

top matching chunks (ChromaDB).

4. Generation and Execution
• Retrieved chunks added to prompt, then passed 

to the LLM (llama 3 8B).
• Extracted code is executed with exec(), retrying 

on failure.
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Setup used:
• CPU: AMD Ryzen 5 

5600H
• RAM: 16 GB
• GPU: NVIDIA GTX 

1650 (4 GB VRAM)

https://python.langchain.com/docs/integrations/document_loaders/unstructured_markdown/
https://python.langchain.com/api_reference/text_splitters/markdown/langchain_text_splitters.markdown.MarkdownHeaderTextSplitter.html
https://ollama.com/library/mxbai-embed-large
https://www.trychroma.com/
https://www.trychroma.com/
https://ollama.com/library/llama3


Hint files

2025-09-17 Development of an LLM-Based Co-Pilot Tool for CMS Analysts 5

Simplified documentation for CMS-specific code, variable, 
common error hints.



Retry loop 
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Generated code is executed, and if an error occurs, the original 
question, the prior code, and the error message are returned for 
another retry.



Testing

• IRIS-HEP Functionality benchmarks https://github.com/iris-
hep/adl-benchmarks-index

• LLM outputs are non-deterministic: same question may yield 
different answers across separate runs.

• Alternative approach for ATLAS with no chunking and tested 
across different models, developed by Gordon Watts: 
https://github.com/gordonwatts/atlas-plot-
agent/tree/main/notebooks/adl-benchmarks
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https://github.com/iris-hep/adl-benchmarks-index
https://github.com/gordonwatts/atlas-plot-agent/tree/main/notebooks/adl-benchmarks


Testing
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Top retrieved chunks Generated code



Results
Successfully solved 4/8 benchmark questions
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Q1: Plot the missing transverse energy of 
all events in XYZ dataset ✔

Q4: Plot the missing transverse energy of 
events that have at least two jets with pT > 
40 GeV of XYZ dataset ✔



Results
Where problems began
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Q5: Plot the missing transverse energy of events that have an opposite-charge muon pair with an 
invariant mass between 60 and 120 GeV in XYZ dataset ❌

• Calculated invariant mass 
wrong. 

• “Invariant mass” was plotted 
instead of MET.



Conclusions

• Number of errors in generated code can be reduced with detailed 
hint files. However, in some cases, issues persist.

• Detailed documentation is the crucial part to making an LLM based 
assistant.

• Running such tool with limited computing resources takes a 
significant amount of time (around 30 minutes for 8 questions) even 
without fine-tuning.
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• Expand documentation (hint files).

• Test on models with larger context window.

Conclusions
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Possible next steps

• Effective for simple questions; larger LLMs needed for complex 
ones.

• Chunk retrieval is helpful when coding manually.



Prompt used
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Project repository: 
https://github.com/rrutaa/cmspilot

https://github.com/rrutaa/cmspilot

