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Outline 

 

− LSST Introduction and Overview 

 

− Survey of Data Analysis Pipelines and Challenges 

 

− GPU Usage (So Far): Convolution and Warping 

 

− MultiFit and Weak Lensing: the uncertain algorithmic frontier 

 

− Database Server Design 
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Survey Overview: Deep, Wide, Fast, Uniform 

 
8.4m telescope 18000+ deg2 10mas astrom. r<24.5 (<27.5@10yr) 
 

ugrizy 0.5-1% photometry 

3.2Gpix camera 2x(15sec exp+2sec rd) 15TB/night 20 B objects 
 

Imaging the visible sky, once every 3 days, for 10 years (825 revisits) 
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Cyber infrastructure is defined and capacity has 
been identified to handle data volume 

− Summit-Base network will be installed by the project. 

− Working with NSF funded network consortiums on capacity. 

− International protected network identified and quoted (upgraded.) 
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A Dedicated Survey Telescope 

− The LSST is an integrated survey system. The Observatory, 
Telescope, Camera and Data Management system are all built 
to support the LSST survey. There’s no PI mode, proposals, or 
time. 

− The ultimate deliverable of LSST is not the telescope, nor the 
instruments; it’s the fully reduced data. 

– Images 

– Catalogs 

− Better catalogs means better science – users probably won’t 
have the compute power/bandwidth/storage to download all 
the data and re-do our full data-release processing. 
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Prototype software is open source and 
extensive 

− Substantial body of LSST-developed prototype software. 

– 113,000 lines of C++ 74,000 lines of Python out of estimated 500,000 

– 400 C++ classes, 571 Python classes 

− Approximately 60% of the software functional capability has been prototyped. 

− Daily automated build - have tested and integrated 6 software releases. 
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Timeline 

Subaru 
Hyper-Suprime Cam 
Commissioning and 

Survey 



8 3rd ASPERA Workshop • Hannover • May 3-4, 2012 

Visualizing 3.2 Gigapixels 
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Deep 
Coadd 
Images 

Pixels to Catalogs: Nightly Processing 

Difference Imaging 
match PSFs 

subtract images 
detect sources Alert Generation 

1 minute after readout! 

MOPS 
link “tracklets” into “tracks” 

determine orbits Difference 
Source 

Moving 
Object 

Instrument Signature Removal 
combine amplifier images 

apply flat, bias, fringe frames 

Source Association 
match transients to known objects 

Note: this is a simplification, not a specification! 

Calibration 
Images 

Raw 
Science 
Images 

Calibrated 
Science 
Images 

Object 
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Difference Imaging 

− Convolve and warp a high-
quality, deep coadd image to 
match the raw data. 

 

− Convolution kernel is unknown 
and spatially varying; we have 
to parameterize and fit for it. 

 

Dominant computational tasks 
(>55%) are convolution and 

warping. 

Exposure 1 

Exposure 2 

Exposure 1 
- 

Exposure 2 

Figures from Andy Becker (UW) 
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Moving Objects 

average displacement in 24 hours 

LSST field of 
view 

Moving object association is 
combinatorial with increasing depth. 
 
We have a prototype that works at 
realistic densities, but not if we add 
noise (false detections). 

Figures from Lynne Jones (UW) 
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Pixels to Catalogs: Data Release Processing 

Image Coaddition 
match PSFs 
warp images 
add images 

 PARALLELIZE OVER 
SMALL SKY PATCHES 

Object 

Calibrated Science 
Images 

Deep Detection 
threshold image, deblend 

PARALLELIZE OVER LARGE SKY PATCHES 

Note: this is a simplification, not a specification! 

Re-run Nightly 
Processing 

Deep Coadd 
Images 

MultiFit and Forced Photometry 
fit models to all exposures simultaneously 

PARALLELIZE OVER OBJECTS 

Forced 
Source 

Single-Frame Detection and Measurement 
threshold image, deblend, measure 

PARALLELIZE OVER CCDS 

Source 

Source Association 
match objects to sources 
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Image Coaddition 

− Most of the computational expense involved in producing 
coadds is in warping the input images to the same coordinate 
system. 

− At least some of our coadds will be PSF-matched coadds, in 
which we need to compute the same sort of difference kernel 
used in the nightly processing. 

− Warping is really just a convolution with a spatially-varying 
Lanczos kernel. 

 

A substantial fraction of both nightly and data release 
processing comes down to a sequence of spatially-varying 

convolution operations. 
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GPU Convolution and Warping 

− LSST baseline design assumes a CPU-based cluster, but we’ve* 
implemented GPU (CUDA) versions of our low-level image 
convolution and warping routines. 

– GPU implementation is a conditionally-compiled part of 
the main software stack. 

– These are convolutions with spatially-varying kernels – we 
can’t just use FFTs. 

– Which implementation to use is a run-time option. 

 

These can be plugged transparently into the higher-level 
coaddition and PSF-matching code. 

*By “we”, I actually mean Krešimir Ćosić (Split), who is responsible for all our GPU code so far. 
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GPU Convolution Speedup 

Image (500x700) Image/Mask/Variance 

Kernel Size float double float* double* 

6x6 16.0 11.4 7.1 42.5** 

10x10 18.9 13.1 10.6 75.9** 

14x14 20.4 14.4 13.2 98.8** 

18x18 20.4 14.9 13.9 113.1** 

GPU: GeForce GTX 560     CPU: Core i5-2500 @ 3.30GHz 

 

The spatial variation of the kernel is resented as a linear combination of fixed “basis” 
kernels whose amplitudes vary spatially as Chebyshev polynomials (3rd order 
Chebyshev, 4 basis kernels in these tests), which are always evaluated on the CPU.   
Both implementations use double precision for all intermediate quantities and only 
convert to float (when necessary) on output. 
 

*mask plane is always uint16, variance is always float 

**something has gone horribly wrong with our CPU implementation here 
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GPU Warping Speedup 

Image (500x700) Image/Mask/Variance 

Lanczos Order float double float* double* 

2 25.0 23.4 27.0 23.2 

3 30.4 25.9 32.0 29.3 

4 33.3 30.0 36.3 29.9 

5 32.8 28.1 38.8 31.1 

GPU: GeForce GTX 560     CPU: Core i5-2500 @ 3.30GHz 

 

The spatial variation of the kernel is an arbitrary virtual function computed on the 
CPU, but is sparsely sampled and bilinearly interpolated in both implementations.  
Both implementations use double precision for all intermediate quantities and only 
convert to float (when necessary) on output. 

 
*mask plane is always uint16, variance is always float 
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Weak Gravitational Lensing 
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Weak Gravitational Lensing 

Figure from Bridle (2009) / GREAT08. 
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Weak Gravitational Lensing 

 

ATTENTION SURVEY SOFTWARE BUILDERS: 

 

Pay attention to your weak lensing collaborators. 

 

Make them pay attention to you. 

 

THEY ARE GOING TO WANT TO DO SOME UNEXPECTED THINGS, 
AND THEY MIGHT NOT HAVE ANY IDEA HOW PROBLEMATIC 
THEIR IDEAS ARE FROM A COMPUTATIONAL STANDPOINT. 

 

(but those problematic ideas might well be necessary) 
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Weak Gravitational Lensing 

− Weak lensing in future surveys requires ellipticity 
measurement systematics to be at the 10-5-10-7 level, and no 
one has an algorithm that can do that yet (but steady progress 
is being made). 

− A tiny (relative to noise) small spatially coherent signal in any 
kind of calibration can be significant for lensing – in flats/bias 
frames, astrometric registration, background estimation, PSF 
models… 

– Don’t assume the “standard” way of doing any of these is 
good enough; think about what the optimal self-calibration 
method is, and consider it a possibility. 

− It’s not just ellipticity: weak lensers will have demanding (and 
slightly unusual) requirements for photometry as well. 
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MultiFit vs. Coadd Measurement 

Exposure 1 

Exposure 2 

Exposure 3 

Coadd 

Galaxy / Star Models 

Fitting 
Warp, 

Convolve 

Coadd Measurement 

Exposure 1 

Exposure 2 

Exposure 3 

Galaxy / 
Star 

Models 

Transformed Model 1 

Transformed Model 2 

Transformed Model 2 

Warp, 
Convolve 

Fi
tt

in
g 

MultiFit (Simultaneous Multi-Epoch Modeling) 

Hard, but we only 
have to do it once. 

Easy; relatively few 
data points. 

Easier (depends on 
model), but we have to 

do it every iteration! 

Same number of parameters, 
but with orders of magnitude 

more data points. 
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MultiFit on GPUs 

− What core operations does MultiFit involve? 

– Transform/evaluate models: do the same sequence of 
floating point instructions (multiply, add, exp) to a whole 
lot of pixels, with different groups of pixels getting slightly 
different inputs.  It’s really asking for a GPU or explicit 
SIMD implementation. 

– Factor big (thin) matrices.  Good libraries for this on any 
architecture. 

– Maybe: do Monte Carlo sampling of the likelihood instead 
of using a greedy optimizer.  Totally crazy without a 
GPU/ManyCore approach. 

 

GPU implementation should happen shortly after the CPU 
implementation is done; it’s just a lot of bookkeeping. 
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Conclusions 

− LSST has some big data analysis challenges, but we’ve got a 
good handle on most of them.  Baseline is all CPUs, but we’re 
exploring GPUs as a way to speed up critical code, save 
money, and maybe enable improved algorithms that might 
not be possible otherwise. 

− Big surveys should plan on the “official” analysis being the 
best analysis in as many ways as possible.  Otherwise the best 
possible science won’t get done, or it will break the 
budget/schedule. 

− Having a quality OO design is the most important part of 
LSST’s approach to algorithmic and compute architecture 
development: we can plug new things in transparently. 
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Baseline LSST Database Architecture 

− Designed on lessons from history and industry 
 

− MPP* RDBMS on shared-nothing commodity cluster, with incremental 
scaling, non-disruptive failure recovery 

− Data clustered spatially and in time, partitioned w/overlaps 

− Selective indices to speed up interactive queries, spatial searches, joins 
including time series analysis 
 

− Shared scans 
 

− Custom software based on open source RDBMS (MySQL) + xrootd 

 

*MPP – Massively Parallel Processing 
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Baseline Architecture 

Partitioning the sky into 
overlapping zones 

Each zone stored on its own node  
(80 nodes in 2020, peaking at 180 in 2025)  
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Driving Requirements 

− Data volume 

– Correlations on multi-billion-row tables 

– Scans through petabytes 

– Multi-billion to multi-trillion table joins 

− Access patterns 

– Interactive queries 

– Concurrent scans/aggregations/joins 

− Query complexity 

– Spatial correlations 

– Time series 

– Unpredictable, ad-hoc analysis 

− Multi-decade data lifetime  

− Low-cost 

 

− Data volume (massively parallel, distributed system) 

– Correlations on multi-billion-row tables 

– Scans through petabytes 

– Multi-billion to multi-trillion table joins 

− Access patterns 

– Interactive queries (indices) 

– Concurrent scans/aggregations/joins (shared scans) 

− Query complexity 

– Spatial correlations (2-level partitioning w/overlap, indices) 

– Time series (efficient joins) 

– Unpredictable, ad-hoc analysis (shared scans) 

− Multi-decade data lifetime (robust schema and catalog) 

− Low-cost (commodity hardware, ideally open source) 
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A Quantitative Difference 

Archive Site Base Site 

Compute 

Teraflops (sustained)  175 → 1000  (required) 
270 → 1600  (on-the-floor) 

30 → 45  (required) 
50 → 80  (on-the-floor) 

Nodes 1700 → 1400  (on-the-floor) 300 → 60  (on-the-floor) 

Cores 70K → 280K  (on-the-floor) 12K → 13K  (on-the-floor) 

Memory Bandwidth 25 → 130 TB/s  (required) 4 → 6 TB/s  (required) 

File I/O Bandwidth 120 → 425 GB/s  (required) 25 → 30 GB/s  (required) 

Storage 

Capacity 13 → 25 PB  (required) 
19 → 100 PB  (on-the-floor) 

 8 → 8 PB  (required) 
12 → 23 PB  (on-the-floor) 

Drives 1500 → 1100  (on-the-floor) 950 → 275  (on-the-floor) 

Disk Bandwidth 120 → 425 GB/s  (required) 27 → 31 GB/s  (required) 

Mass Storage 

Capacity 
7 → 75 PB  (required) 

8 → 83 PB  (on-the-floor) 
7 → 75 PB  (required) 

8 → 83 PB  (on-the-floor) 

Tapes 
1000 → 3800 (near line) 

1000 → 3800 (offsite) 

1000 → 3800 (near line) 

 

Tape Bandwidth 6 → 24 GB/s  (required) 6 → 24 GB/s  (required) 

Database 

Teraflops (sustained)  16 → 193 PB  (required) 
16 → 199 PB  (on-the-floor) 

12 → 126 PB  (required) 
12 → 133 PB  (on-the-floor) 

Storage Capacity 
4 → 50 PB  (required) 

10 → 128 PB  (on-the-floor) 
3 → 40 PB  (required) 

7 → 95 PB  (on-the-floor) 

Disk Drives 1400 → 2600  (on-the-floor) 1000 → 2000  (on-the-floor) 

Disk Bandwidth (sequential) 125 → 625 GB/s  (required) 95 → 425 GB/s  (required) 

Database Nodes 100 → 190  (on-the-floor) 80 → 130  (on-the-floor) 

Facilities 

Floorspace 950 → 850  sq ft (1100 high water mark) 460 → 350  sq ft (470 high water mark) 

Power 720 → 640  kW  (880 high water mark) 180 → 110  kW (210 high water mark) 

Cooling 2.4 → 2.1  mmbtu (3.0 high water mark) 0.6 → 0.4  mmbtu (0.7 high water mark) 


