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THE PROBLEM OF POWER
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~1 W
~3 W

~100 W
~30 W

1 kW 100 kW – 20 MW

Power-constrained Computers
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DARPA Study Identifies Four Challenges for 
ExaScale Computing

Report published September 28, 2008:

Four Major Challenges

Energy and Power challenge

Memory and Storage challenge

Concurrency and Locality challenge

Resiliency challenge

Number one issue is power

Extrapolations of current architectures and 

technology indicate over 100MW for an Exaflop!

Power also constrains what we can put on a chip

Available at 
www.darpa.mil/ipto/personnel/docs/ExaScale_Study_Initial.pdf
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Moore’s Law is Only Part of the Story

2001: 42M transistors

2004: 275M transistors

1993: 3M transistors

2010: 3B transistors

2007: 580M transistors

1997: 7.5M transistors
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Classic Dennard Scaling
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Post Dennard Scaling

1

1.5

2

2.5

3

1 1.5 2 2.5 3

C
h

ip
 P

o
w

e
r

Chip Capability

2x more 
transistors

0.7x 
capacitance

Transistors are no faster

Static leakage limits reduction in Vth => Vdd stays constant

2x chip capability at 1.4x power

1.4x chip capability at same power

0.7x
voltage



© NVIDIA Corporation 2012

2012

EXAFLOPS

PETAFLOPS

2035

70 PF, 20 MW

100 PF, 20 MW

1 EF, 20 MW

CPU-only
“Titan”
6 PF, 8.6 MW

20222019

ZETTAFLOPS

The Road to Exascale
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THROUGHPUT PROCESSORS
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GPU
225 pJ/Instruction

Optimized for Throughput

Explicit Management
of On-chip Memory

CPU
1690 pJ/Instruction

Optimized for Latency

Caches

Westmere 32 nmFermi 32 nm
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Exaflops at 20 MW = 50 GFlops/W
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10x Energy Gap for Today’s GPU
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2012

EXAFLOPS

PETAFLOPS

2035

70 PF, 20 MW

100 PF, 20 MW

1 EF, 20 MW

CPU-only
“Titan”
6 PF, 8.6 MW

GPU-Accelerated
“Titan”

20 PF, 8.6 MW

1 EF, 20 MW

20222019

ZETTAFLOPS

The Road to Exascale
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CUDA GPU Tegra ARM CPU

Tegra 3 Quad-core ARM A9
Quadro 1000M (96 CUDA cores)

Ubuntu

Gigabit Ethernet
SATA Connector

HDMI, USB

Pre-register on www.nvidia.com/CARMADevKit
Launch Q2 2012

CARMA (CUDA for ARM) Development Kit
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ECHELON

NVIDIA’s Extreme-Scale Computing Project
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Echelon Team
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Self-Aware 
OS

Self-Aware 
Runtime

Locality-Aware
Compiler & 
Autotuner

Echelon System

Cabinet 0 (C0) 2PF, 205TB/s, 32TB

Module 0 (M)) 128TF, 12.8TB/s, 2TB M15

Node 0 (N0) 16TF, 1.6TB/s, 256GB

DRAM
Cube

DRAM
Cube

NV 
RAM

High-Radix Router Module (RM)

CN

Dragonfly Interconnect (optical fiber)

N7

Processor Chip (PC)

L0

C0

SM0

L0

C7

NoC

SM127

MC NICL20 L21023

L
C

0

L
C

7

System Sketch



© NVIDIA Corporation 2012

Optimize the Storage Hierarchy2

Tailor Memory to the Application3

Data Movement Dominates Power1

Power is the Problem
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The High Cost of Data Movement

20mm

64-bit DP
20 pJ 26 pJ 256 pJ

1 nJ

500 pJ Efficient
off-chip link

28 nm Silicon Technology

256-bit
buses

16 nJ
DRAM
Read/Write

256-bit access
8 kB SRAM

50 pJ

Fetching operands costs more than computing on them
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Some Applications Have Hierarchical Re-Use
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And Need Deep Storage Hierarchy
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Others Have Plateaus in Their Working Sets
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And Want a Shallow Storage Hierarchy
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Configurable Memory Can Offer Both

Flat hierarchy for large working sets

Deep hierarchy for reuse

“Shared” memory for explicit management

Cache memory for unpredictable sharing
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Sample Echelon Chip Architecture

10 nm process

290 mm2

17 mm

TOC: throughput optimized core

LOC: latency optimized core

NOC: network on chip

NW I/O: network I/O
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AN NVIDIA EXASCALE MACHINE



© NVIDIA Corporation 2012

Lane — DFMAs, 20 GFLOPS

P P P P P P P P

Switch

L1$

SM — 8 lanes, 160 GFLOPS

1024 SRAM Banks, 256KB each

NIMC MC

SM SM SM SM

NoC

SM LP LP

SRAM SRAM SRAM

Chip — 128 SMs, 20.48 TFLOPS + 8 Latency Processors

GPU Chip
20TF DP
256MB

GPU Chip
20TF DP
256MB

1.4TB/s

DRAM BW

150GB/s

Network BW

DRAM
Stack

DRAM
Stack

DRAM
Stack

NV
Memory

Node MCM — 20 TFLOPS + 256 GB

Echelon Architecture (1/2)
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Echelon Architecture (2/2)

NODE
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NODE
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NODE
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MODULE

NODE

NODE
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MODULE

Cabinet – 128 Nodes – 2.56 PF – 50 KW
Central Router Module(s), Dragonfly Interconnect

System – 400 Cabinets – 1 EF – 20 MW
Dragonfly Interconnect
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CONCLUSION
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GPU Computing Enables ExaScale
At Reasonable Power2
The GPU is the Computer
A general purpose computing engine, not just an accelerator3

GPU Computing is #1 Today1

The Real Challenge is Software4

GPU Computing is the Future



GPU Technology Conference
14–17 May | San Jose, California

The one event you can’t afford to miss

� Learn about leading-edge advances in GPU computing

� Explore the research as well as the commercial applications

� Discover advances in computational visualization 

� Take a deep dive into parallel programming

Ways to participate

� Speak – share your work and gain exposure as a thought leader

� Register – learn from the experts and network with your peers

� Exhibit/Sponsor – promote your company as a key player in the GPU ecosystem

www.gputechconf.com


