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The LHCb Upgrade Dataflow

https://lbfence.cern.ch/alcm/public/figure/details/32
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The LHCb Upgrade DataflowThe LHCb Upgrade Dataflow

HLT2

https://lbfence.cern.ch/alcm/public/figure/details/32
https://lbfence.cern.ch/alcm/public/figure/details/32


HLT2

• HLT2 performs a full event reconstruction
• HLT1 only partial, not all PID information, tracking etc.

• HLT2 is bandwidth dominated
• i.e. constrained by physical storage space (=money)

• However, still a strong throughput constraint from HLT1
• Assuming we collect data for ½ the time

• HLT2 throughput ≥ 0.5 × HLT1 output rate

• HLT2 outputs to tape storage (in contrast to sprucing which uses 
disk)
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Persistency model
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From N. Skidmore’s talk at CHEP 2024

https://indico.cern.ch/event/1338689/contributions/6010069/


Persistency model
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• Only save signal 
candidates

• Envisaged to contain 
most of the physics 
content for LHCb 
(~73%)

• Reduces event size by 
about a factor of 25



Persistency model
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• Save signal + some 
extra information

• E.g. save information 
around signal 
candidates (isolation)

• Depending on what is 
kept, reduce event size 
by about factor of 3



Persistency model
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• Save all reconstructed 
tracks

• Reduce event size by 
about factor 1.5

• Needs further 
selections at sprucing



Persistency model
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• Save all reconstructed 
tracks and raw banks

• No event size 
reduction

• Needs further 
selections at sprucing

• Only used by e.g. 
calibration lines



Breadth
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• HLT2 has ~3600 lines 
compared to ~100 at HLT1
• Manual optimisation
• Limits set by PPG and on 

case-by-case basis
• Different people have 

different requirements
• E.g. SLB need FULL for 

missing neutrinos



Bandwidth tests
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• Unified framework to measure 
the bandwidth on a per-change 
and per-day basis

• Technical design report (TDR) 
target was 10 GB/s out of HLT2 
(also see data flow figure)

• 2026 was not in original plans 
and so we now target slightly 
lower than this!

Figs and numbers from this bandwidth test

https://lhcbpr-hlt.web.cern.ch/UpgradeRateTest/BandwidthTest_lhcb-master.2888_Moore_hlt2_and_spruce_bandwidth_x86_64_v3-el9-gcc13-opt+g_2025-11-27_08:15:38_+0100/hlt2__production__index.html


Comparing streams
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• For technical reasons, HLT2 (and 
sprucing) output is “streamed”

• Similar event “types” are streamed 
together



Comparing streams

04/12/25LHCb Triggers - LHCb Starterkit - James Connaughton 13

• The Turbo stream has a large rate but 
small event sizes

• Includes Turbo + Turbo SP



Comparing streams
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• The Full stream has a rate 1/3 that of 
Turbo but 10x the event size -> larger 
bandwidth

• Includes Full + Persistreco



Comparing streams
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• The Turcal stream has a rate 15 times 
smaller than Turbo, but 15 times larger 
events -> similar bandwidth

• Includes Full + Persistreco + RAW



Sprucing
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Sprucing
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• Sprucing is bandwidth-dominated
• It runs offline and asynchronously wrt HLT2

• Output is stored to disk
• I.e. easily accessible by analysts 24/7

• For Turbo, sprucing doesn’t make selections
• But does clever moving around/compressing

• For other persistency levels, sprucing makes selections
• For many more details, look here:

https://lhcb-dpa.web.cern.ch/lhcb-dpa/wp1/index.html

https://lhcb-dpa.web.cern.ch/lhcb-dpa/wp1/index.html
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Sprucing campaigns

• All LHCb Run 3 data is categorised into sprucing campaigns

sYYcX
• E.g. s25c1, s25c2 etc.
• A different sprucing campaign typically corresponds to different 

detector conditions and/or running periods (TS)
• Since the input to sprucing is maintained, we can have resprucing 

campaigns e.g. s24r1
• E.g. bug fixes, new lines etc.
• There is also the technical resprucing of s24cXa (ask me if interested)
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The role of sprucing
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Bandwidth

From N. Skidmore’s talk at CHEP 2024

https://indico.cern.ch/event/1338689/contributions/6010069/


Sprucing bandwidth (compared with HLT2)
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Efficiencies

• In an analysis you have to work out efficiencies
• Consider measuring a branching fraction
• From LHC (and LHCb calibration), we know the luminosity
• Only some fraction enter LHCb acceptance
• Then only some make it through the trigger
• Only some pass our selection cuts
• Etc. etc. – we need to estimate the efficiency of each stage to 

trace back to how many were produced
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Trigger efficiency

• Many selection efficiencies are simulation driven
• For HLT1 efficiency would need to keep all pre-HLT1 candidates (expensive)
• Subject to data/MC differences etc.

• For trigger efficiency there is a nice data-driven method
• Define it as

𝜀𝑇𝑟𝑖𝑔 =
𝑁𝑇𝑟𝑖𝑔

𝑁𝑆𝑒𝑙

• With 𝑁𝑇𝑟𝑖𝑔 being the number of events selected by the trigger, and 𝑁𝑆𝑒𝑙  
being the number of events input to the trigger (under some form of 
selection)

• 𝑁𝑆𝑒𝑙  is however not known…
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Trigger categories - TIS, TOS, TISTOS
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Trigger On Signal (TOS)

• The signal candidate is sufficient for the trigger decision, 
regardless of the rest of the event

• Basically, our signal event fired the trigger
A signal candidate is categorised TOS if at least 70% of the hits across all selected candidates 

in the event are hits involved in reconstructing the signal candidate
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Trigger Independent of Signal (TIS)

• Another reconstructed object in the event is sufficient for the 
trigger decision, regardless of the signal candidate

• Our signal event was there, but isn’t why the trigger fired
If any candidate in the event besides the signal candidate shares fewer than 1% of hits with the 

signal candidate, then the signal candidate is categorised as TIS
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TISTOS

• The TIS and TOS categories are not mutually exclusive
• So the signal was enough to fire the event, but another component 

of the event was enough on it’s own too
• We say such an event is TISTOS
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Trigger on Both (TOB)

• Neither the signal alone, nor another object in the event are 
enough for the trigger to fire

• But if and only if both parts are present, the trigger will fire
• This covers a very small number of events (<0.5%)
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Why is this useful?

• Each category also has a corresponding efficiency

𝜀𝑇𝐼𝑆/𝑇𝑂𝑆/𝑇𝐼𝑆𝑇𝑂𝑆 =
𝑁𝑇𝐼𝑆/𝑇𝑂𝑆/𝑇𝐼𝑆𝑇𝑂𝑆

𝑁𝑆𝑒𝑙

• And then some maths…

𝜀𝑇𝑟𝑖𝑔 =
𝑁𝑇𝑟𝑖𝑔

𝑁𝑆𝑒𝑙
=

𝑁𝑇𝑟𝑖𝑔

𝑁𝑇𝐼𝑆

𝑁𝑇𝐼𝑆

𝑁𝑆𝑒𝑙
=

𝑁𝑇𝑟𝑖𝑔 

𝑁𝑇𝐼𝑆
𝜀𝑇𝐼𝑆

• So now if we know the TIS efficiency, we know the Trig efficiency
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Quick statistics reminder

• For two events A and B, with probabilities P(A) and P(B)
• The conditional probability

      P A B =
𝑃 𝐴∩𝐵

𝑃(𝐵)
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The assumption

• The TIS efficiency in any subsample is (to a good approximation*) 
identical to the TIS efficiency of the full sample

• So, let’s pick the TOS subsample! (a sort of tag-and-probe)

𝜀𝑇𝐼𝑆 ≃ 𝜀𝑇𝐼𝑆|𝑇𝑂𝑆 =
𝑁 𝑇𝐼𝑆 ∩ 𝑇𝑂𝑆

𝑁 𝑇𝑂𝑆
=

𝑁𝑇𝐼𝑆𝑇𝑂𝑆

𝑁𝑇𝑂𝑆

• And so now we have the TIS efficiency in terms of things we know!
• You can also define the TOS efficiency identically
(*the validity of this assumption can be mitigated in several ways, but it is the 
dominant source of systematic uncertainty on the TISTOS method)
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Putting it together

https://cds.cern.ch/record/1701134/files/LHCb-PUB-2014-039.pdf

https://gitlab.cern.ch/lhcb-rta/triggercalib/-

/blob/master/docs/guide/trigger-efficiencies.md?ref_type=heads

• The grand formula for trigger efficiency is therefore

𝜀𝑇𝑟𝑖𝑔 =
𝑁𝑇𝑟𝑖𝑔 

𝑁𝑇𝐼𝑆

𝑁𝑇𝐼𝑆𝑇𝑂𝑆

𝑁𝑇𝑂𝑆

• This afternoon we will calculate this using the triggercalib tool
• For more details on the method see

• The original TISTOS paper 
https://cds.cern.ch/record/1701134/files/LHCb-PUB-2014-039.pdf

• The triggercalib docs https://gitlab.cern.ch/lhcb-rta/triggercalib/-
/blob/master/docs/guide/trigger-efficiencies.md?ref_type=heads

04/12/25LHCb Triggers - LHCb Starterkit - James Connaughton 31

https://cds.cern.ch/record/1701134/files/LHCb-PUB-2014-039.pdf
https://gitlab.cern.ch/lhcb-rta/triggercalib/-/blob/master/docs/guide/trigger-efficiencies.md?ref_type=heads
https://gitlab.cern.ch/lhcb-rta/triggercalib/-/blob/master/docs/guide/trigger-efficiencies.md?ref_type=heads


That’s all for now

• This afternoon we’ll calculate some trigger efficiencies using the 
triggercalib package

• And we’ll also see how to use Moore to run HLT2!!!
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