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Lecture style lesson now:
 What is a trigger?
Data Flow —Run 3
LO Removal
HLT1
Buffer and Monitoring & Alignment and Calibration
e HLT1 Trigger Results in Run 3 (2025)

e James’ Talk:
e HLT2
* Sprucing
* TIS/TOS formalism for Trigger Efficiencies
After lunch:
* Hands-on Session: Write a quick HLT2 line + How to Calculate Trigger Efficiencies.
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What is a trigger?

* Takes a collision event and decides whether it is interesting enough to
keep.

e We need it as otherwise we would have to deal with a /ot of data.

* 10'* events / year

e LHC bunch crossings happen at a rate of 40 MHz (every 25 ns, 30 MHz give visible
interactions)

e LHCb takes data for 107 s a year.

No
mam) Bin (rubbish)

— ij?‘ ’ - [ Trigger} Yes

ma) Bin (histogram)

Source
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https://indico.cern.ch/event/1551954/contributions/6557095/attachments/3089797/5471824/LHCbWeek_HowTriggerWorks_190625.pdf

Run 3 Online Data Flow
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Run 3 Online Data Flow
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Run 3 Online Data Flow - Confusing Concepts

Throughput = number of events processed by trigger per unit time (e.g. kHz)
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All numbers related to the dataflow are
taken from the LHCb
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HLT1 is throughput dominated.
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Run 3 Online Data Flow - Confusing Concepts

Rate = number of events the trigger outputs per unit time (e.g. kHz)

REAL-TIME
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CALIBRATION by
4 TB/S \\‘/ S
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\ 4
0.5-1.5 -
4 PARTIAL DETECTOR - [ FULL DETECTOR |
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DETECTOR —> —> BUFFER o < SR B = 5.9
READOUT & SELECTIONS G

(GPU HLT1) 70-200

K CPU HLT2) y :} : \L
GB/s

All numbers related to the dataflow are
taken from the LHCb

Upgrade Trigger and Online TDR

Upgrade Computing Model TDR GB/s

Bandwidth = Data output by trigger per unit time (e.g. GB/s)
= Rate x av. output size of an event
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Run 2 vs. Run 3

LHCb Run 2 Trigger Diagram LHCb Upgrade Trigger Diagram
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https://Ibfence.cern.ch/alcm/public/figure/details/32

04/12/2025 Starterkit 2025 | LHCb Triggers



https://lbfence.cern.ch/alcm/public/figure/details/32

Run 2 vs. Run 3

LHCb Run 2 Trigger Diagram LHCb Upgrade Trigger Diagram
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https://lbfence.cern.ch/alcm/public/figure/details/32

LO Removal

LO — hardware trigger used in Runs 1&2
Reduced rate from 30 MHz to 1 MHz
Selected high pr and E; signhatures

Low hadronic efficiencies.

* Very low efficiency for electrons.

Low efficiency with any pileup >>1.

(average pp collisions per bunch crossing)

Upgrade — lumi increase to

2% 1033cm~?s7?, a factor 5

04/12/2025

Trigger yield (Arb. unit)

w

n
o

\®)

—
6}

—

o
o

LHCDb Trigger
— M T (Light Hadrons)
A 0y (Photons)
- yd (Muons)
O D,K (Light Hadrons) l

s

|
i/ : : Run1&2
—AA I Design I
: |
I|IIII|IIII|!IIIIIIII|IIIIIIIII'IIII|IIII|I
1 1.5 2 2.5 3 3.5 4 4.5 5

Luminosity ( x 10°%)

Source

Starterkit 2025 | LHCb Triggers



https://iopscience.iop.org/article/10.1088/1742-6596/878/1/012012

What does the trigger do exactly in Run 37

For Run 3 and beyond, the whole trigger system has changed radically: the hardware trigger has been removed
and the whole detector is read out at the full LHC bunch-crossing rate of 40 MHz. This allows LHCb to use real-
time analysis for the full selection of data, making it much more precise and flexible.

The real-time reconstruction allows LHCb to not only cherry-pick interesting events but also compress the raw
detector data in real time. This means there is tremendous flexibility to select both the most interesting events
and the most interesting pieces of each event, thus making the best use of LHCb’s computing resources. In the
end, around 10 gigabytes of data are permanently recorded each second and made available to physics

analysts.

The event display images shown were taken during the first Run 3 proton-proton collisions on 5 July (left) and the first lead-argon collisions on 18
November (right). The event display program used real-time analysis.

04/12/2025

* Need to process triggerless readout
at 40 MHz—huge effort for DAQ.

» After the trigger, we can only
migrate ~10 GB/s offline due to
operational and budget constraints.

e Total factor of reduction of ~400
(from 4TB/s input bandwidth).

e ~30 at HLT1
e Rest at the level of HLT2
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Heterogeneous computing system

 Raw detector info is sent to the data f
processing center 2T/ g

* FPGA cards receive data at average 5 TB/s |+

* 163 Event Builder (EB) servers produce the
packets of events

* Each EB server has 3 PCle slots in which a

100GbE

10GbE

173
Event Builder
servers
Three TELL40
readout boards
per EB server

GPU is installed and where HLT1 is run
(zero overhead costs)

* 3 GPUs per EB server = ~ 500 Nvidia A5000

40 HLT2 servers 40 HLT2 servers 40 HLT2 servers 40 HLT2 servers

Up to 100 HLT2 sub-farms (4000 servers)

[Comput.Softw.Big Sci. 6 (2022) 1, 1]

21.10.24 Alessandro Scarabotto - LHCb Run3 trigger

04/12/2025

Alessandro Scarabotto@CHEP 2024, paper, showing the Run 3 DAQ architecture.
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https://indico.cern.ch/event/1338689/contributions/6015396/attachments/2951324/5187948/CHEP24_LHCb_Run3_trigger_performance.pdf
https://arxiv.org/pdf/2105.04031
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James will define the TIS/TOS formalism properly
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https://cds.cern.ch/record/2912743?ln=en

HLT 1
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What does HLT1 do?

Partial (and fast) reconstruction:

* Track reconstruction: trajectories of charged particles inside
LHCb tracking detectors.

* PV Reconstruction: extrapolating reconstructed tracks back Upstream track

to the collision point + SV T 12713

* Muon and electron ID + bremsstrahlung corrections

Inclusive trigger algorithms (algorithms passing a decision ut S
based on some criteria) \I:ELO Lang track
e Up to two body topological combinations.

VELO track Downstream track
* The most used trigger lines at HLT1 are TrackMVA,

TwoTrackMVA, Ttrack

* More specific lines, e.g. D2KK or dilepton combinations,
downstream tracks (last starterkit) etc.

* Depends on the line, but can apply cuts on track pr, ¥,
MVA/NN scores, other track/PV/SV quality variables.
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https://indico.cern.ch/event/1460840/contributions/6184797/

What does HLT1 not do?

Things we skip/simplify to be able to maintain the high throughput:

* ‘Expensive’ tracking: Complex descriptions of material budget and magnet
field interactions = simplified description of the magnetic field compared to
what you would need for a full reconstruction (i.e. parameterised)

e Hadron ID: no RICH reconstruction

 Arbitrarily complex trigger algorithms: e.g. N-body topologies (N>2)

We would run out of time if we tried to do these!
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Allen

 HLT1 runs on GPU’s — leverages
parallelization for reconstruction.

. NVIDIA GeForce RTX 3090 (GPU)-
* Codebase for HLT1 (gitlab, docs), uses _
CUDA++. NVIDIA RTX AS000 (GPU) _ o

) Integrated Wlth the LHCb StaCk (See NVIDIA GeForce RTX 2080 Ti (GPU)_
Andy’s talk from earlier).

e Currently O(100) trigger lines # A R TRt secore (5 . A
implemented, span from inclusive 0 20 40 60 80 100 120 140 160
. HLT1 sequence throughput [kHz]
hadronic to electroweak scale,
alignment and other technical lines.

Source

* Small central team of developers
working on this.
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https://gitlab.cern.ch/lhcb/Allen/
https://allen-doc.docs.cern.ch/index.html
https://ieeexplore.ieee.org/stamp/stamp.jsp?tp=&arnumber=10634157

Jpsi2mumu_mass (DiMuonHighMass) (Run = 332655)

2.800e+5 Mean: 3082.15
. . A A RMS: 112.52
Allen - Monitoring i
2.000e+5 i
e Allen is used to monitor different
physics quantities. B T A
. . . m(mu mu) [MeV]
* Online Monitoring (MONET) - |
KsToPiPi_mass (DoubleMuonMisID) (Run = 332655)
e Offline: Running Allen— output nTuple =] . Vioan: 495508
with track information and trigger lines '**1
decisions.
* If you are interested in running Allen, this 4'000 5 .
intro from Andy is very useful. ]
_......er"’.":..f"--.........
TP Run 332655
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https://lbwebmonet.cern.ch/
https://indico.cern.ch/event/1543107/contributions/
https://lbwebmonet.cern.ch/offline_dq/?run_number=332655&procpass=&reference_state=deactivated&selected_page=Run3Archive/OfflineDQ/Shift_2025_playground/MuonID/IsMuon_eff&data_source=False

HLT1 Bandwidth Division

| Beauty Charm EW+RD SL
| |
° . Q [
A.u’Fo.mated procedure for a fair , LHCb Unofficial Il ]
division of HLT1 output (paper). i It
. o . . 5‘ ] % ~
* Aim is to give near-optimal b - y
efficiencies across-the-board. = i 3
. F -
* Not real time, used on 2 0.4
minimally biased data and MC, %Q
o ™
representative samples of LHCb 0.2 1 I}
hysics programme e
pny pProg . Optimal N
* First used in 2024, 30% U R e RS R e
.. . . vt = hx{::r: 5:5,: ‘:::: ‘L:ll :F‘g'l::, é\ .,'.,‘z*l: & FET, s GEES:’{@; (“x““s }fgwf;}fv:\q'ﬁl_rl L
efficiency increase in charm, 21 S e Bea ey (e [IBREam S0 8 e L REATRR T e 7
R LSRG M SISy S e T UL SR
70% in beauty and SL. TR TROTRE ST T aaas Rl
a Q=

—cc

Max Efficiencies — efficiency if a sample and its associated lines
have all HLT1 output rate available.
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https://link.springer.com/article/10.1007/s41781-025-00139-2

U =1 Incl. Rate
NN : Excl. Rate

0.4F

HLT1 Bandwidth Division

* A global physics loss function used
to measure physics retention.

* Efficiencies are “rate-penalised” to
keep the total HLT1 output rate

Rate(MHz)

HIt1TwoTrackKs

under a cap. & -
* Division changes some of the )
thresholds used for trigger decisions o -
by some HLT1 lines. o
* Threshold change — rate per line gl
Change = +296 MeV/c \!k-\:!g
. . . . . 10 4= —800 MeV/c
* Any final decision on these is given LHCh
by the Physics Planning Group (PPG) 0, - ” - 2
Inclusive rate—events that get selected by more than 1 line rpLGeiie]

Exclusive rate—events pass just that line.

04/12/2025
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Single track MVA threshold cut (a) on the p1 ’XIZP event distribution drawn from LHCb pp
collision data collected during 2024. Source.
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https://arxiv.org/html/2502.09557v1

Gitlab Repository for the HLT1 Bandwidth Division Upgrade.

° ° (] °
Testing HLT1 lines and parameter values in the Cl -- Guide
» The BW Division Cl can produce information about HLT1 line rates (inclusive and exclusive), rate overlaps, and MC sample efficiencies, using prepared

tuples passed through Allen with a specific sequence.
« A number of files of prepared available tuples, and the Allen sequence they were generated with are available in yaml configs named like 'input_output/

input_files/Campaign{yy}{mm}{dd}.yaml .
= For now, testing the BW division is restricted to testing different line parameter values and pre-scale/post-scale configurations, and obtaining the

maximum efficiencies for one single MC sample. This can be done by modifying the lines.json file. Pushing a changed lines.json will trigger a build
of the line structures and parameter configs. After this the Cl will pick up those changes and following the check job will output relevant plots, with rates
and efficiencies values available in the log.

« Running a full division on the Cl is allowed, however this is restricted to using tool parameters which result in faster runtime with about 5% drop in

Do you need to add a new

= For a description of the 1ines.json file and how to modify existing lines have a look at the Add New Lines section below.

H LT 1 t r i g ge r I i n e ? Interpreting the log of the BW division

The log is very verbose at the moment. The most important information from the log is the following:

« The HLT1 lines included in the calculation, available at the start.

(] 1 1 « The lines associated with each sample. They appear in the format:
M orein fO I n th er rom Preparing your line for HLT1 BW division tuning
the Allen side.

The previous instructions aren’t quite enough to facilitate the tuning of a line in the BW division.
We must now enable the line to read in thresholds from the division, and also provide branches of

@ R e E 2 O fo r t h e B a n d W I d t h the threshold variables in the tuples. Thresholds are cut values for parameters of interest that are

varied in the tuning process of the division to find the optimal trigger configuration that maximises
signal efficiency while keeping the rate within the available bandwidth. Taking again the

D i Vi S i O n to O | i n C I u d e S .HLTlDiMuonLowM‘jass line as an example, we must modify the line construction in HLT1.py to
instructions on how to test —
from the bandwidth O ort e,

make_di_muon_mass_line(
. . . . . forward_tracks,
secondary_vertices,
division side via Cl or e O
pre_scaler_hash_string="di_muon_low_mass_line_pre",
post_scaler_hash_string="di_muon_low_mass_line_post",

I OC a I I minHighMassTrackPt=thresholds.minPt_DiMuonLowMass,
L minHighMassTrackP="3000.",
minMass="0.",
maxDoca="0.2",

maxVertexChi2="25.",
minIPChi2="4.",
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https://allen-doc.docs.cern.ch/develop/selections.html#preparing-your-line-for-hlt1-bw-division-tuning
https://gitlab.cern.ch/lhcb-rta/hlt1-bandwidth-division-tool
https://gitlab.cern.ch/lhcb-rta/hlt1-bandwidth-division-tool

Buffer + Alignment and Calibration
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aﬁ. LORENZO PAOLUCCI (HE/HIM) i a in
B U ﬁce I »“ . Gitlab link
Summary of the monitor

 Events go to a 30PB buffer after HLT1. + Generates toys of realistic LHC year + Plots average interpolation of toys,
. . . o AT :
. Stores the HLT1 output to be tlmehne’of fills, including planned 68% and 95% limits of the predicted
MD/TS time. trend.
processed by HLT2 and used for
alignment and calibration. + It tracks the evolution of the disk + Also displays history of disk usage.
. buffer for each toy. o
e Delicate balance based on HLT1 output + Creates automatic daily log entry.
ratel H LT2 th rough p Ut ratel LH C Predicted disk buffer usage from 1000 toys (Run3 2025 prelim) HLT
EffiCiency. 60 __ ELS;E:":;ZW Predicted }1 9 » A Lst | New | Reply | Find | Edit | Config
 LHC is on for ~50% of time. | = i trend from o W sy

P
o
L

e 2 X HLT2 throughput > HLT1 “u MDITS 07/08 ‘SV"‘W
HLT1 output rate = 1350.0 kHz
O utp ut rate HLT2 throughput rate = 740.0 kHz
 We want HLT1 output rate to be

lower than that in general!

(e.g. LHC schedule can change)
* There is a buffer monitor in place that N | _ |
. 29/04 13/05 27/05 10/06 24/06 08/07 22/07 05/08 19/08 02/09 16/09 30/09 14/10 28/10 11/11 25/11 09/12 23/12
uses toyS (gltlab repO). 2025_280225-LHC-V1.0 Timeline [D/M]

| History f[‘()m Attachment 1: bandplot_percentile.png 65 kB | Hide |
bbprometheus

Disk Buffer Usage [PB]
w
=]

N
o
f

=
o
s

2

If you are interested in this, see Lorenzo’s talk in RTA-DPA.
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https://gitlab.cern.ch/lhcb-rta/disk-buffer-projections/-/tree/lorenzo_updates?ref_type=heads
https://indico.cern.ch/event/1576564/#5-hlt-buffer-monitor
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https://lbfence.cern.ch/alcm/public/figure/details/4215

2025 Results  Ranat 1.35 MHz this year (35% above TDR!)
(great effort from HLT2 side to improve throughput)

Average HLTI output rate
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James will define the TIS/TOS formalism properly

B* transverse momentum [GeVc¢~!]

Source
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https://lbfence.cern.ch/alcm/figure/details/5590

Summary

HLT1 meets the throughput demands since removing the LO hardware trigger via:

* GPU parallelisation
e Partial (and fast) reconstruction

Automated procedure for fair division of output rate from HLT1, while maximising
the relative physics retention.

Even with this high demand, we were able to run at a higher rate and throughput
than originally designed (35% above TDR).

Signal efficiencies higher than Run 2.

» Data from HLT1 goes to a buffer for HLT2 in fill and out of fill processing +
Alignment and Calibration

* Alignment and Calibration critical for ensuring the quality of the reconstruction.
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Backup
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Tracking

HLT1 tracking sequence Forward then Matching sequence
g I
Velo | SciFihits | | > Long tracks without UT
standalone +
tracks [ UThits | ol [ SciFi hits ] :(> Long tracks with UT
% Forward sequence ) ) Y,
4 ) . )
| Velotracks | | > Long tracks without UT
SciFi ) .
standalone + UT hits ' > Downstream Tracks
tracks ) ’
| Velo tracks | s [ UT hits ] — > Long tracks with UT

Matching sequence
\ 9559 Y,
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TriggerCalib Hands-On

LHCb StarterKit 2025

Andreea Hedes

with help from Jamie Gooding and highly inspired by the TriggerCalib tutorials




TriggerCalib

* Tool used to calculate trigger efficiencies, docs and repo.
e Uses TIS/TOS formalism (as explained by James earlier).

* Go through calculating HLT1 TOS and trigger efficiencies on a 2024
BT - J/Y[uTu"]K*T MC sample.

* There are other tools available:
e HItEfficiencyChecker but this involves building DaVinci via the stack.

* Note: we usually do not calculate trigger efficiencies on MC (use-case
dependent)

* Mainly because MC does not model well the trigger response,
especially at HLT1. The principle, however, remains the same.
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https://triggercalib.docs.cern.ch/
https://gitlab.cern.ch/lhcb-rta/triggercalib
https://lhcb-davinci.docs.cern.ch/guide/hltefficiencychecker.html

Things to do

* Clone the repo at https://gitlab.cern.ch/ahedes/triggercalib-starterkit2025

Calculate trigger efficiencies in bins of p; or other kinematic variables (e.g.
pseudo-rapidity )

InB*Y - J/Y[utu"]K* we can trigger on:
e Kt — Use HIt1TrackMVA
* On the muons — Hlt1TrackMuonMVA, HLT1DiMuonHighMass, HIt1TwoTrackMVA

We will start with just one line for TOS efficiencies.

1. Use the data with some background subtraction.

2. Use advanced background mitigation (sWeights or fit and count).
3. Look at the efficiencies in 2D (bins of p , n).

4. Chain HLT1 and HLT2 lines.

Secondary aim is to be able to look into Allen and Moore for trigger lines and
selections used.
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https://gitlab.cern.ch/ahedes/triggercalib-starterkit2025
https://inspirehep.net/literature/644725

	Slide 0:  LHCb Triggers StarterKit 2025
	Slide 1: Contents
	Slide 2: What is a trigger?
	Slide 3: Run 3 Online Data Flow
	Slide 4: Run 3 Online Data Flow
	Slide 5: Run 3 Online Data Flow - Confusing Concepts
	Slide 6: Run 3 Online Data Flow - Confusing Concepts
	Slide 7: Run 2 vs. Run 3
	Slide 8: Run 2 vs. Run 3
	Slide 9: L0 Removal
	Slide 10: What does the trigger do exactly in Run 3?
	Slide 11
	Slide 12
	Slide 13: HLT1
	Slide 14: What does HLT1 do? 
	Slide 15: What does HLT1 not do? 
	Slide 16: Allen
	Slide 17: Allen - Monitoring
	Slide 18: HLT1 Bandwidth Division
	Slide 19: HLT1 Bandwidth Division
	Slide 20: HLT1 Bandwidth Division
	Slide 21: Buffer + Alignment and Calibration
	Slide 22: Buffer
	Slide 23: Alignment and Calibration
	Slide 24: 2025 Results
	Slide 25: 2025 Results
	Slide 26: Summary
	Slide 27: Backup
	Slide 28: Tracking
	Slide 29: TriggerCalib Hands-On LHCb StarterKit 2025
	Slide 30: TriggerCalib
	Slide 31: Things to do

