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Overview
● LHCONE recap

– Bearing in mind my disclaimer…

● Motivations
● Current Status and Plans

– With a focus on what’s to be done at Lancaster. 



  

What is LHCONE?

https://twiki.cern.ch/twiki/bin/view/LHCONE/LhcOneMaps



  

Did that picture not help?
Lifted straight from: https://twiki.cern.ch/twiki/bin/view/LHCONE/LhcOneVRF

● “The LHCONE L3VPN (LHCONE from now on) is a private network implemented as an overlay network on top of several Research and Education 
Networks (REN).”

● “LHCONE uses standard Internet technologies, such as BGP routing, public IP addresses and Autonomous System numbers (ASN). It works exactly as a 
small Internet, but it can be used only by sites working for the LHC and related collaborations (listed in the LHCONE AUP )”

● “In most of the cases, LHCONE providers run LHCONE in a separated virtual routing instance (VRF) on top of their Research and Education network”

● “The main advantage of LHCONE is that it connects only sites sharing common security practice, thus the traffic coming from it can be trusted more than a 
standard Internet peering. Sites can connect their LHCONE uplink directly to their datacentre networks and bypass slow and expensive full-fledged 
security inspection.”

There are regular meetings (combined with the LHCOPN), with status updates, plans and news – the latest one was only last week: 
https://indico.cern.ch/event/1602404/ 

https://twiki.cern.ch/twiki/bin/view/LHCONE/LhcOneAup
https://indico.cern.ch/event/1602404/


  

Or in very simple terms
It is a collection of sites with well defined, well advertised IP ranges and 
routes to those ranges, all of which are aligned to common use cases, and 
have agreed to a specific AUP.

The source of traffic between LHCONE sites can be easily positively 
identified, and will travel a well defined route.

This makes configuring performant perimeter security much less 
computationally intensive, as opposed to identifying traffic to and from 
individual sources. 



  

Motivation
In the early days of LHCONE, UK sites felt there was no imperative to join.

● UK networking well provisioned and well managed by our NREN (Jisc).

– No issues with weird routing etc.

● Only 2 sites adopted LHCONE early

– RALPP and IC, with the Tier 1 joining later

– No one tried joining since

● GridPP policy was for some time to say that we did not require sites to join LHCONE but anyone 
who wanted to do so would be endorsed

● This posture has changed; 

– Originally strongly encouraging Core Tier-2 sites to join

– Recently this policy was strengthened to say Core Tier-2 sites should join as soon as they can



  

Tipping Point(s)
● In the UK we started to notice that we were the odd 

ones out.
– Most other WLCG sites were signed up for LHCONE

– Joining LHCONE would be an act of good citizenship for 
sites

– Increased trust within the ONE was looking attractive.

● And then the transfer problems started happening...



  

CERN EOS Transfer Issues
To sum up several months work by a contingent of people in a single slide:

● It was noticed that DUNE transfers (as well as other VOs) from CERN to several UK sites were 
really disappointing.

– Single stream rates an order of magnitude below what was expected.

– Almost universally low, but variance in results.

– Noticed RALPP was getting better rates… QM rates weren’t great but not as bad as others (QM has 
jumbo frames).

● After some testing, adding IC to the mix, it was postively determined that the issue was the 
CERN firewall transfering to non-LHCONE sites.

– Currently fixed with computationally expensive firewall “bypasses” (understanding that this is a loaded 
term), the long term solution is to move all UK sites with large storage to LHCONE.



  

Lancaster to LHCONE
● So the first site to (re-)start the jump to LHCONE (bearing 

in mind it’s a WIP) is Lancaster.

● Odd position as whilst not the first site to move, we are the 
first to do so in recent memory.
– Not helped that the LHCONE docs were in need of a revamp.

– Were helped that the Tier 1 had had enough of a network 
overhaul recently that some of the challenges faced were still 
fresh in folk’s minds.



  

Getting the Ball Rolling
● The first thing we did was approach the networking team semi-formally.

– This snowballed for us as we needed to squeeze in work before a new core router project took all 
the engineer time.

● The second thing we did was getting agreeing to the AUP out of the way.

– That’s on the site.

– We had already joined the relevant lists, so it was straight forward.

● Third thing was to make sure your network routes are in CRIC.

● Our network team then opened a ticket with Jisc.

● And then we had a bunch of discussions.



  

Laying more ground work
Turns out there’s more then one way to route a VRF… several meetings and 
discussions were had. Reaching out to others really helped.

● We received wisdom from Simon at IC, and had a really good call with Tom and 
James from the Tier 1.

● The Jisc side of the equation, after a bit of confusion at the start (in part I think 
because no one has done this in the UK in a while for LHCONE), was really smooth – 
and boiled down to “we’re pipe a VRF to your border, we’ll connect things up at a 
predetermined date, what you do with it is up to you”.

● The added “complication” the Lancaster site shares its subnet with the University 
research cluster was a lemon that was straight forward to make lemonade out of – it 
straight away defined our overall strategy to create a new subnet, get that working for 
LHCONE, then move the site hosts to their new home/IPs.



  

Leaky Routes
● An extra challenge of setting up LHCONE at our site is getting the 

“route leaking” right.
– The gates in your walled garden to allow visitors

– Allows traffic from outside of LHCONE into the site (and vice versa)
● Without any traffic from LHCONE leaking onto the rest of the network.
● Or traffic from the rest of the network leaking onto LHCONE

● This is not deployed yet at Lancaster – configuring route leaking 
correctly was assessed as a task on the same order of magnitude of 
complexity and risk as the initial setup. 



  

Lancaster setup

1. VRFs for separation
Keep research traffic on LHCOne isolated 

Avoid impacting genera campus routing 

Apply different policies such as ACLs per VRF 

2. BGP design

Fine-grained control over route advertisement. 

Ability to filter and tag routes (communities) 

Separate route-maps per VRF Community tagging for LHCOne prefixes Strict prefix filtering (since 
LHCOne is a controlled environment) 

3. Route leaking (tested but not deployed)

Testing route leaking in the lab felt sensible, in production it becomes much harder.

Risk of accidental full table leaks into the campus network 
Policy complexity (import/export maps between VRFs) 
Keeping LHCOne fully isolated during early rollout reduces risk

4. GNS3 recommendation

Lets you emulate full BGP topologies 
Supports vendor images (Aruba, Dell, Cisco, Juniper, etc.) via OVA 
Ideal for testing VRFs, route leaking, and failover scenarios 

If OVA images for your exact platform are available, you can get very close to production behaviour.



  

Lancaster Status and Plans
“Lancaster University successfully connected to LHCOne via Jisc by utilising existing routing infrastructure. The initial trial 

implemented additional VRFs alongside BGP routing to ensure proper separation from the main campus network. Route leaking 
was tested successfully within a simulated environment, although it was not deployed during the first phase of the trial. For 
similar network designs, I would strongly recommend using the GNS3 network simulator, particularly when OVA images are 

available for the target network devices as this allows for accurate pre-deployment testing and validation.”

-Faris, Lancaster’s Network Engineer

This has been a success, traceroutes over v4 and v6 both to and from our test host show packets pathing over LHCONE. There is no 
connectivity to the test host over the “regular” internet, but this is as expected.

Next phase will be to to enable route leaking to allow connectivity, increase the testing, then arrange a downtime for the big subnet 
move.

This is awaiting the precious resource of network engineer time (other projects have taken priority).



  

Documentation Refresh
● It was noted that the LHCONE documentation was (like all documentation 

everywhere) in need of sprucing up.

– The how-to connect document was dated 2016, which doesn’t evoke confidence

– The diagrams were unclear

– Some of the examples were too specific

– Lack of a “sales pitch” for LHCONE.

● With coordination from Tim and Duncan, and feedback from Lancaster and 
others, this is just about finalised.

– See Tim’s talk for more details.



  

Other Site’s Status and Plans
● As noted, all the remaining large storage Tier-2s in the UK are to move to 

LHCONE (Glasgow, QMUL, Manchester).
– Tentative deadline is ~Christmas, when the current set of by-passes are due to 

expire.

– Also DC27 is a factor.

● The finalising of the documentation refresh is the current green light 
many sites are waiting for.

● Aim to start the process from ~ early Summer
– Network Engineer time is a premium everywhere.



  

Thanks to:

– Faris and Graham (Lancaster), 

– James and Tom (RAL), 

– Simon (IC), 

– and Michael, Tim and others at Jisc. 

– Extra thanks to Faris for providing technical details of the Lancaster 
deployment. And Gerard, Steven and Pete for proof reading and 
comments.

Any Questions?
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