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Antares disk buffer
upgrade

= Move to new hardware for EOS
functionally complete

» CPU upgrade carried out to
enable ~100Gb throughput

= New location in the Tier-1 pod
enables IPv6 and direct
LHCOPN/ONE tape connectivity

» Unlocks options for non-multihop
TO export
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Recent tape activity |
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Antares service upgrade

» | arge investment in RAL tape service hardware
this year
= 8 additional TS1170 drives for the Tier-1

= bringing the total to 16, or ~7GB/s of archival
bandwidth

= exploring options for direct archival to this media type §

» 55PB of extra TS1170 media (1100 tapes) for
the Tier-1

» 30 new tape servers for a complete replacement
of existing servers (incl. facilities library servers)

= Standardising on 4 tape drives per server — better
resource utilisation

» 4 x Oracle compute and 2 x Oracle storage

nodes to replace prod and preprod CTA
databases
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Antares service upgrade (cont.)

* New tape servers and database hardware going into the
‘Facilities’ network pod rather than the CTA pod

= CTA network pod has some design quirks and would be difficult to
maintain and evolve long term

» Reslilient leaf setup for database hardware (+ CTA service nodes?)
= Better network fabric for long term service stability

= Medium term project to either move or decommission all hosts in the
original network pod

* New tape servers will have direct FC connections to the drives
* removing requirements for complex and expensive FC fabric
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S3 and tape

= Antares could be RAL’s only route to tape going forward

= A single service managing all resources maximises available bandwidth and
minimises operating costs

» However, EOS+CTA is not hugely user friendly, especially for supporting our smaller
non-HEP communities

* Routes to tape for Echo S3 data commonly requested

» CERN are evaluating open source S3 implementations, and determining
the best bucket-to-tape data movement approach

= Evaluation of a solution 1 example complete (using NooBaa)

= Evaluation of a solution 2 implementation ongoing (using Ceph RGW with lua
scripting)

» See CS3 talk “Implementing S3-fronted cold storage at CERN”

Solution 1: “One more layer” (tested) Solution 2: “Client-driven emulated Glacier” (in progress)

S3 provider with external £OS CTA S3 provider with
storage support customizable API <+—S3 AP| CTA
processing
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Other upcoming tape activities of interest

= Optimisation of tape usage for reliable Run 3 DT
» Limitations in decentralised mount scheduling becoming apparent
» Basic scaling of background tape activity and partial tape counts

= Tape endpoint for SKA/UKSRC
» Hardware for a new EOS buffer procured

» Token support

= XRootD 6 an important milestone, but EOS and CTA development
required

» Tape verification tooling
= automated bitrot identification
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RAL Ceph Updates: Echo

= All hosts now EL9

» Upgrade to Ceph Squid (v19) done
(see next slide)

= 2025 generation arrived in data centre —
64 nodes:

= 28 x 32TB SAS HDD (HAMR drives) | Bl
= 25Gb Networking ' |

= Expected usable capacity post- T =
deployment (~June): 145PB (200PB raw) = 7 /3 il

Mﬂmu
= Dedicated monitor hardware
= 100Gb gateways
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Upgrading Echo from Quincy to Squid

Read rate

Highlights: 120 GBls

« Completed in ~7 days 100 G8/s
(~7200 OSDs across 280+ hosts, 6 MONs/MGRs, 4 RGWSs). e

« Used existing automation to run upgrades overnight
« Zero user impact — fully transparent upgrade
* Only 3 OSDs crashed post-upgrade

(~0 041% fallure rate) -l IJ o rL:ﬂl _ 1_u' ‘13qu 14:00 15:00
« Required setting osd bluestore elastic_shared_ blobs = ' '

due to a known Squid bug causing OSD crashes OS_DS

(Ref: https://github.com/ceph/ceph/pull/53178) . _'“lﬂﬂ"ﬂFH|'l"FﬂH"ﬂPﬂ”“““1ﬂ"ﬂﬂ"HHFH"HN"Hﬂ (A “rm T
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very smooth upgrade: If you're on Quincy, upgrading directly to Squid is HHWH“ ‘HM” | H‘Hm“ HH‘H“ m HH MH H‘ m H‘

highly recommended.

13:00

Rolling upgrade of Dell 2022 generation
OSDs (60 hosts, 1500 OSDs) during
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https://github.com/ceph/ceph/pull/53178

Upgrading Echo from Quincy to Squid

But... Hold On

Might worth waiting for 19.2.4 Before Upgrading
Why?

Version 19.2.3 has a known issue:
https://tracker.ceph.com/issues/74509

Bug Summary

* The generic activate process triggers excessive subprocess calls to LVM binaries
» During the "raw activate" step, it repeatedly filters LVM devices used by Ceph

* On clusters with large OSD counts, this step becomes very slow

Recommendation
» Delay upgrades until 19.2.4 is available to avoid this performance issue.
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https://tracker.ceph.com/issues/74509

Al-ready storage?

» Growing demand for online storage of
large ML datasets

= With sufficient performance to facilitate local

* [ncreasing demand for the finite rack
space and power in RAL data centres

* Dense NVMe storage attractive due to good

training

performance-per-usable-capacity with

comparable power-per-usable-capacity

» Growing demand for S3 on Echo, but
conscious that it's an SPOF without the

XRootD/FTS/Rucio stack to easily
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Introducing Leo

* Procured in December ‘25 — during rapidly deteriorating
market conditions

= 18 Ceph storage nodes — Dell R7725xd
» 24x30TB read intensive NVMe
= 2x200Gb networking

= Total raw capacity 13PB

= New network pod being created

= 32 x 400Gb connectivity into the SCD superspine
= Resilient leaves

» Planned to be complementary to the Echo S3 service —
exploring multisite options to facilitate data movement
and synchronisation between clusters
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Other upcoming disk activities of interest

= Creation of internal backup cluster for Ceph->Ceph backup
options
 |nitially CephFS backup target for a specific use-case, but valuable
underpinning infrastructure (RBD mirroring, S3 archive zone)

» S3 IAM account availability rollout on Echo
» Self-service user and credential management for Echo S3 users
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XRootD and XrdCeph
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XRootD log analysis script

Raw XrootD Log Json File Client

Source Analysis

Script congestion

XRootD Analysis Script operation _
analysis

logs stats
by Faiad Hussain

by Martina Valogia

Name: total bytes, dtype: int64
Operation Success Rate

260417 @@:40:32 ceph_posix_unlink : /atlas:datadisk/rucio/datalé_13TeV/@6/cd/DAOD_PHYS.46796289._000081.po read

ol.root.1 unlink successful: 282 ms

268417 @@:46:32 266442 XrootdXeq: unknown.438598:359630atlas-rucio-prod-83-wwaoshrm3uév-node-17.ipvé.cern.
ch disc 8:80:80 (link SSL read error)

2608417 @0:48:32 268133 XrootdBridge: unknown.638606:359720atlas-rucio—prod-@2-d2weunclérn7-node-@.ipvé.cer
n.ch login as nobady

268417 8@:48:32 268133 scitokens_Access: Trying token-based access control

268417 @@:46:32 268133 scitaokens_Access: Cached token mapped_user , subject=f92b%093-
b21-178166080284, issuershttps://atlas-auth.cern.ch/, authorizations=/atlas:datadisk/rucio:create,mkdir,mv
.insert,update, chmed, stat,del, read, dir, stat

268417 @@:40:32 268133 scitokens_Access: Grant authorization based on scopes for operation=stat, path=/atl
as:datadisk/rucio/me23_13p6TeV/34/69/DA0D_PHYSLITE. 49578344, @BB334.pool.raot.1

268417 @8:40:32 268133 scitokens_Access: Request username xrootd

Stat path = /atlas:datadisk/rucio/mc23_13psTeV/34/69/DA0D_PHYSLITE.49578344. _B8@8334.pool.root.1
m_translateFileName — translated '/atlas:datadisk/rucio/mc23_13p6TeV/34/69/0DA0D_PHYSLITE.49570344. 008334,
pool.root.1' to 'atlas:datadisk/rucio/me23_13pé&TeV/34/49/DAGD_PHYSLITE.49570344. 880334.pocl.Toot.1"
268417 8@:46:32 ceph_pasix_stat

268417 @8:40:32 ceph_namelib : translated /atlas:datadisk/rucio/mc23_13p6TeV/34/69/DA0D_PHYSLITE.49670344.
_880334.pool.root.1 to atlas:datadisk/rucio/mc23_13p6TeV/34/69/DA0D_PHYSLITE.49578344. 808334.pool.root.1
2608417 @@:48:32 268133 scitokens_Access: Trying token-based access control

268417 @8:40:32 268133 scitokens_Access: Cached token mapped_username=xrootd, subject=9209b93-1e65-4482-a
b21-178155080284, issuershttps://atlas-auth.cern.ch/, authorizations=/atlas:datadisk/rucio:create,mkdir,mv
,insert,update, chmod, stat,del, read, dir, stat

2608417 @0:48:32 268133 scitokens_Access: Grant authorization based on scopes for operation=del, path=/atla
s:datadisk/rucio/mc23_13p6TeV/34/69/DA0D_PHYSLITE.49578344. @808334.pool.Toot.1

268417 @@:46:32 248133 scitakens_Access: Request username xrootd

268417 @8:40:32 ceph_posix_unlink : fatlas:datadisk/rucio/mc23_13p6TeV/34/69/DAOD_PHYSLITE.49570344. 00033
4.pool.root.1

260417 @@:48:32 ceph_namelib : translated /atlas:datadisk/rucio/mc23_13p6TeV/34/69/DA0D_PHYSLITE.495708344.

metadata_read

delete
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batch1117.desy.de
batch1104 desy.de

batch1020.desy.de

b9p24p1879.cem.ch

b9g39p2744.cem.ch

atlas-rucio-prod-03-2gf6usp7 2ugk-node-8.ipv6. cem.ch
atlas-rucio-prod-02-fxcexib6i67q-node-8.ipvé.cem.ch

_88@334.pool.root.1 to atlas:datadisk/rucio/mc23_13psTeV/34/69/DA0D_PHYSLITE 49578344 . _80A334.pool. Toot. 1
268417 @@:46:32 271321 XrootdBridge: unknown.38601:35963@atlas-rucio-prod-22-dzweunclérny-node-15.ipvé.ce
rn.ch login as nobody
260417 @8:40:32 271321 scitokens_Access: Trying token-based access control

260417 0@:40:32 271321 scitokens_Access: Cached token mapped_useTname=xrootd, subject=f92b9b93-1e66-4482-a
b21-178165d8b284, issuershttps://atlas-auth.cern.ch/, authorizations=/atlas:datadisk/rucio:create,mkdir,mv
insert, update, chmod stat del, read dir stat
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atlas-rucio-prod-02-fcoxib6i67g-node-10.ipv6 cern.ch
allas-ucio-prod-01-voyfopaxriic-node-6.ipve. cern.ch
atlas-ucio-prod-01-voyfopaxric-node-5.ipvé. cem.ch
allas-rucio-prod-01-voyfopaxric-node-4 ipv6.cern.ch
allas-rucio-prod-01-voyfopaxric-node-11.ipvé. cem.ch
altair-gw.man.poznan.pl
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Source Analysis script

Name: total bytes, dtype: inte4

Operation Success Rate

read

metadata_read

write

delete

Success Rate (%)
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Filelist tool

* Filename, size, checksum, last modification time in easily
parsable formats

* Running time cut down from O(days) to O(hours) by using C++
rados libraries and parallelizing by PG

* This helped discover:
= ~ 14M old unmanaged pre-merge files for cms found for cleanup

* Found some inconsistent data for Ihcb generated during periods of
storage instability

» Mapping of LSST object storage file list to human readable json tree,
highlighting dataset storage usage for tracking and cleanup outside of
Ruclio tracked data
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XrdCeph nonstriper development (history)

= XrdCeph is using libradosstriper library

» The library is designed to handle complex access scenarios

= Which is not always useful for us, since in the Grid files are considered
Immutable

» Because of this, every operation (including read) involves writing of
the locks

= See this presentation by Tom Byrne for details

» [t caused some problem withs Vector reads before (see the famous
LHCD ticket)

» To solve the issue, a new XrdCeph version was developed in 2023
» Low-level Rados operations are used for reads instead of radosstriper

Science and
Jechnology GridPP55, 24 Apr 2026
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XrdCeph nonstriper development

* A new version of XrdCeph that does not depend on
libradosstriper at all is being developed

= A motivation is the following:
" |nteresting experiment!

= Backup — in case radosstriper support is dropped by Ceph devs

* We may add some useful features, namely
» Proper file locking
= Potentially better throughput
= Force capacity quotas

= More detalls to be presented at CHEP

Science and
Technology = GridPP55, 24 Apr 2026
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