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Content

• Review

• Michal: intro NoSQL

• HEP landscape

• CMS – Mattia review

• CMS experiences

• ATLAS experiences

• Cassandra

• Hbase

• MongoDB
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General aspects (Michal)

• Features of noSQL, CAP theorem

• Map-reduce examples

• Use cases and best practices: collecting big data

• logs, archival data, monitoring

• Concrete implementations 

• Document stores: CouchDB & MongoDB

• Key-value store: Redis, Kyoto Cabinet

See: https://indico.cern.ch/conferenceDisplay.py?confId=140121
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Recap
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CMS usage (Mattia)

• Data Aggregation System -> MongoDB

• no preservation and transaction capabilities

• unstructured documents

• Replication and failover features

• WMAgent -> CouchDB

• dynamic data format, limited relations (map-reduce!)

• reduce monitoring load from the core database (MySQL/ORA)

•RESTful API 0 no needs for DAO

See: https://indico.cern.ch/conferenceDisplay.py?confId=141355

5IT-ES-DNG, CERN, 15.11.2011, 
Faustin.Laurentiu.Roman@cern.ch

https://indico.cern.ch/conferenceDisplay.py?confId=141355
https://indico.cern.ch/conferenceDisplay.py?confId=141355
https://indico.cern.ch/conferenceDisplay.py?confId=141355


•IgProf -> Kyoto Cabinet

• Fast + ACID

“Dark side of the moon”:

https://indico.cern.ch/getFile.py/access?contribId=8&sessionId=5&resId=0&mate
rialId=slides&confId=130874

CMS usage – cont. (V. Kuznetsov)
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Apache Cassandra

Features*:
• Column store
• written in Java
• Tunable trade-offs for distribution and replication 
• Querying by column, range of keys – Hadoop MapReduce
• Writes are much faster than reads (!) 
•Best used: When you write more than you read (logging)
• For example: real time data analysis. 

https://cassandra.apache.org/

*Reference at the end
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ATLAS Cassandra 1: PanDA WMS pilot job framework

• What: archived reference data in Panda 
• Why: largely de-normalized data, does not require RDBMS 

• time and date range queries - Oracle typically slow
• scale the increasing no of jobs 
• interface: JSON 

CONF: 
• 3x 1TB SSD, 48Gb RAM,2CPU - 6cores 
• monitor machine 
• ganglia 
• composite indexes
• pycassa
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ATLAS Cassandra 2: DQ2 tracing  and TDAQ

• Grid tracer service: data access and usage 
• monitoring in real-time -> very high write rate 

Tests:
• ~5 million traces every day 
• Write row-by-row insertion(~3KB/row):

=> MongoDB&Cassandra better than Ora (+ NoSQL) 
•Read one month traces (90M rows, 34GB):

“count and sum of traces grouped by site and eventType in a specific time period”

=> Cassandra ~2-28m; Ora prod ~1-5h; Ora test ~1-3sec

TDAQ Online info service
• persistent monitoring for lost data: high rate 2500Hz 
CONF: 3x 4 cores/4gb ram, raid 

• 7200 obj/s => 45 batch/s => 5.6MB/s 
• datastax monitoring soft 
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ATLAS MongoDB: DQ2 accounting

• rich data model 
• supports only one map reduce job - locking problem!!! 

• summary better than Ora star schema 
• works well as long as all indexes in mem:

(40 mio datasets fully indexed ~ 2GB)

Moved to Hbase =>see next slides!
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Apache Hbase

Features*:
• distributed, versioned, column-oriented store
• Billions of rows X millions of columns
• written in Java 
• Optimizations for real time queries – Hadop MapReduce
• No single point of failure 
• Random access performance is like MySQL
• Best used: random, realtime read/write access to your Big Data
• For example: Facebook Messaging Database

https://hbase.apache.org/

*Reference at the end
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ATLAS HBase: DQ2 accounting

Current state
• 10 node Hadoop cluster (with no special optimisation) 
• Full migration of Oracle content (400M rows, 20GB) into HBase data 
model

• 20M rows, 4GB: 2h 40m 
• MapReduce once over data: 40 mins

• random reads ~4K blocks, ~2.5MB/sec per node
• HDFS replication factor to a full 10, then MapReduce in 
15min
• Oracle: 5-6 hours (if it finishes at all…)
• Can do all accounting summaries in one MapReduce run 

Still ToDo
• Ad-hoc queries need a slightly different data model than 
MapReduce
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ATLAS Hadoop: DQ2 Log analysis

• python based 
• MapReducing CSV files on Hadoop HDFS

• Dump table from Oracle (DQ2 Traces) 
• Copy log files to HDFS (DQ2 Apache Logs) 
• Use Hadoop Streaming API 
• write results directly to HBase (with Java/Jython)

MapReduce 75GB in 5 minutes
• with Java libraries it should be 2.5 times faster
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ATLAS

M. Lassnig @ Database TEG Workshop, 08.11.2011, CERN : 
http://indico.cern.ch/getFile.py/access?contribId=10&sessionId=1&resId=0&m
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End or just beginning…

noSQL choice? “depends…” 

What about Hadoop MapReduce?

Resources

https://twiki.cern.ch/twiki/bin/view/ArdaGrid/NoSQL

CERN
•Database TEG Workshop, 08.11.2011, CERN
•IT Monitoring Working Group, 19.09.2011, CERN
•Database Futures Workshop, 6-7.06.2011, CERN
•IT-ES-DNG Section Meeting, 31.05.2011, CERN and second part

Web: cassandra-vs-mongodb-vs-couchdb-vs-redis
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