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The Shower/Generator Landscape

Showers

Accuracy

Matching

Hadronisation

• (N)NLL Showers
• Improved/Full Colour
• QED/EW Splittings

• (N)NLO
• Negative Weights
• Merging

• Improved Models
• Cutoff Effects
• Tuning
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Can our Infrastructure Keep Up?

Experimental Scale: Need quicker, more cpu/energy-efficient simulations for future
runs of the LHC

Individual Scale: Need to run large simulations and tunes, but have reduced, little or
no access to compute

In both cases, today’s laptops/PCs/Clusters often come with GPUs (+AI Wave)
They might be a possible solution for both cases above
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Progress on Hard Processes on GPUs
LO MEs: PEPPER [2311.06198], MadGraph CUDACPP [2507.21039]
Loops: pySecDec [1811.11720], BG-Trees [2502.07060]
PDFs: LHAPDF [1412.7420, 2311.06198], PDFFlow [2009.06635]
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https://arxiv.org/abs/2311.06198
https://arxiv.org/abs/2507.21039
https://arxiv.org/abs/1811.11720
https://arxiv.org/abs/2502.07060
https://arxiv.org/abs/1412.7420
https://arxiv.org/abs/2311.06198
https://arxiv.org/abs/2009.06635


Where do we go from here?

Bottleneck: need to run shower, hadronisation and analysis on CPU

I For separate projects, need to write out and read in!

I Porting the rest of the event generation to the GPU eliminates this issue

BUT GPU coding is hard + cannot expect everyone to learn it

Motivation: Can we port these algorithms to the GPU,
without making a single change to them?
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In this Talk

1. GPU Architecture and Programming

2. Reorganising Showers and Hadronisation

3. (If Time) Upcoming Work
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GPU Architecture and Programming
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GPUs
CPU: Individual, Sophisticated Cores, can run any task by itself
GPU: A large collection of Simple Cores, does the same task in parallel

CPU GPU
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GPUs
CPU: Individual, Sophisticated Cores, can run any task by itself, like a pen
GPU: A large collection of Simple Cores, does the same task in parallel, like a stamp
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GPUs, Realistically

GPU Cores are divided into batches of 32
called warps, which are designed to be in-
dependent, like CPU cores.

Example: 256 Cores = 8 Warps

16

16

8

4
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SIMD Programming

SIMD = Single Instruction Multiple Data

CPU: For Loop

for i in range(len(a)):
b[i] = 3*a[i] + 2

GPU: Kernel

# On Each GPU Core
b[core_idx] = 3*a[core_idx] + 2

+ GPUs have ∼ 1000 cores; you can parallelise more tasks than a CPU cluster
− Confined to do the same task on every core in a warp, “lockstep”
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if-else statements on GPUs
The GPU runs the cores with if and then the cores with else
I Electronically, the core does a computation but throws out the output
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Varying-Length tasks on GPUs
Cores have to “wait” until the core with the longest task is done
I E.g. Each Core is one event, we want to count the charged multiplicity
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The Question to Ask

Every MC event is unique – we cannot avoid the two examples discussed

I BUT: The sheer speed of the GPUs + we can reorganise our algorithms a bit

Will simply porting our algorithms (with some reorganisation) on GPU yield
time/energy consumption as good as a large CPU cluster?

Sid Sule · 13



Reorganising Showers and Hadronisation
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The Implementation siddharthsule/gaps

Two programmes:

I cpu-shower: Purely C++, run one or multiple instances and merge

I gpu-shower: CUDA C++: Runs NEV events in parallel on GPU

Both programmes can generate

I (Analytical) Hard Processes e+e− → qq̄ and pp→ Z at LO/NLO

I Dipole Shower and MC@NLO Matching

I Simple Cluster Hadronisation for e+e− → qq̄
I Observable Computations, such as Durham/Anti-kT Jets, Event Shapes

Sid Sule · 15
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Shower

Updates to Talks at PSR 24 / PSR School 25, Apologies to recurring audience!
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Shower - The Veto Algorithm
Generate an emission and accept it with a random number. Each event is unique.
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Shower - The Parallelised Veto Algorithm
Generates the emission regardless of accept/veto - ignores the output if vetoed.
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if-else Varying Length

Leads to gaps in our algorithm (inefficient!)…let’s try it out anyway!
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Shower - MC@NLO Matching
Catani-Seymour Dipole Subtraction + Shower→ Simple MC@NLO Matching
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For POWHEG, can add an additional step before the accept/veto procedure.
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Shower - Same Code, Function→ Kernel
Code snippet - Doing the accept/veto step. “copy-paste” CPU to CUDA

CPU GPU
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Physics Results
Assign a seed to every event→ identical events on CPU and GPU.
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Physics Results
Validated by comparing to Herwig (identical shower formulae), decent agreement

CPU

GPU

Herwig

10
−3

10
−2

10
−1

1

10
1

Thrust (1 − T)

1
/

σ
d

σ
/

d
(1

−
T
)

0 0.05 0.1 0.15 0.2 0.25 0.3 0.35 0.4
0

0.5

1

1.5

2

1 − T

R
a

ti
o

e+e− → qq̄ @ NLO

e+e− → qq̄ @ NLO

CPU

GPU

Herwig

10−7

10−6

10−5

10−4

10−3

10−2

10−1

Z pT (Full Range)

1
/

σ
d

σ
/

d
p

T
,Z

1 10 1 10 2 10 3
0

0.5

1

1.5

2

pT,Z

R
a

ti
o

pp→ Z @ NLO

pp→ Z @ NLO
Sid Sule · 21



Time and Energy Consumption [1/2]
Quick Mention: Observable Algorithms ported without any reorganisation

I Jet Clustering: Bare Minimum O(n3) algorithm, SlowJet :)

I Thrust: TASSO Algorithm O(n2)

For 1,000,000 events on 96-core CPU (per core) vs Nvidia V100 GPU:

Process Device NLO (Analytic) Shower Observables

e+e− → qq̄ 96-core CPU 0.1 s 3 s 0.5 s
GPU 0.1 s 2 s* 0.5 s

pp→ Z 96-core CPU 0.1 s 80 s 0.5 s
GPU 0.1 s 60 s 0.5 s
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Quick Mention: Observable Algorithms ported without any reorganisation

I Jet Clustering: Bare Minimum O(n3) algorithm, SlowJet :)

I Thrust: TASSO Algorithm O(n2)

For 1,000,000 events on 96-core CPU (per core) vs Nvidia V100 GPU:
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* Version 1 (FSR Only) < 1 s
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Shower - Time and Energy Consumption (2)
Here: pp→ Z @ NLO
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(Less than linear) increase when NEV � NCores. Both consume similar amounts.
On Amazon Web Services, GPU = $3.06/hour, 96-core CPU = $4.08/hour
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Hadronisation

New, espcially for today! Results from yesterday night.
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Hadronisation - The Cluster Algorithm
First Attempt: Each Step is one kernel.
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Hadronisation - The Cluster Algorithm
First Attempt: Each Step is one kernel.

Reshuffle momenta:

solve
∑√

p2
i =

∑√
K2p2

i + m2
i for K

for particle i in event:
Ei →

√
K2p2

i + m2
i , pi → Kpi
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Hadronisation - The Cluster Algorithm
First Attempt: Each Step is one kernel.

Forced gluon splitting:

for particle i in event:
if gluon:

split_isotropic()
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Hadronisation - The Cluster Algorithm
First Attempt: Each Step is one kernel.

Cluster formation:

for particle i in event:
for particle j in event:

if colour_connected:
new cluster(i,j)
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Hadronisation - The Cluster Algorithm
First Attempt: Each Step is one kernel.

Cluster fission:

while not all_clusters_ok:
for cluster in event:

if M Clpow>ClmaxClpow+(m1+m2)
Clpow:

fission()
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Hadronisation - The Cluster Algorithm
First Attempt: Each Step is one kernel.

Cluster decay:

for cluster in event:
break_into_hadrons()

Sid Sule · 25



Physics Results - Event Shapes
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Note: Many settings in Herwig off to achieve comparable results
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Physics Results - Multiplicities

Our cluster decayer is too simple: it ignores
resonance and decays to the simplest hadron
pair.

(Also demonstrates that cluster fission really
is the core part of the hadronisation correc-
tion to the parton shower)
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Hadronisation - Time and Energy
For 1,000,000 events on a 96-core CPU (per core) vs Nvidia V100 GPU:

Device NLO (Analytic) Shower Hadronis. Observables
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(If Time) Upcoming Work
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(If Time) Upcoming Work
In Collaboration with A. Siódmok and J. Whitehead
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Positive-Definite Events with KrkNLO

Combine multiple frontiers of research by using PDFs in the Krk factorisation scheme
to obtain positive-definite events.

for all Born events do shower
if first emission with kernel α then

w ← w × R(Φm+1)

P(α)
m (Φm+1)

end if
w ← w ×

[
1 + αs

2π

(
V (Φm)
B(Φm) +

I(Φm)
B(Φm) +∆FS

)]
end for
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One Code to Rule them All

Cannot rely on just NVIDIA …need code for different CPUs/GPUs/more?

Use Kokkos C++ Framework, (used in PEPPER)

I Same code, runs on all CPUs and GPUs

I Hard Work Already Done - Convert CUDA syntax to
Kokkos (AI, Python Script)

Entire codebase ported and working, doing physics/computing checks now…
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Concluding Remarks and Outlook
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Try GAPS!

Everything I showed today is open-source,
open-access in the repository GAPS

a GPU-Amplified Parton Shower

Link: siddharthsule/gaps

Tested on CPUs and NVIDIA GPUs. Com-
piles and runs with the command ./rungaps

Sid Sule · 34
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List of Other Physics/Computing Todos

LO production-ready, shower and cluster hadronisation(?) as proof-of-concepts

I Physics: Loops (MG/PPR) ·Merging · Spin Correlations · Reweighting ·
(N)NLL Showers (in thesis!) · Beam Remnants ·MPI · Color Reconnection ·
String Hadronisation · Hadron Decays

I Computing/Numerical: Alternative Veto Algorithms · Single Precision ·
Optimisation (wait!)

Too much for just us + lots of feasible short projects!
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Concluding Remarks

We implemented Showers, Matching and Cluster Hadronisation on GPUs. We ob-
served benchmarks similar to those of CPU Clusters, indicating that GPU simulation
is an accessible alternative to CPU Cluster Simulation.

We ensured that none of the algorithms or physics has changed in any way, to ensure
we can continue doing the same research while benefitting from the available resources.

We are not experts on GPUs - our solutions came from creative ideas and experience with
Monte Carlo, but not from technical know-how!
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Thanks for Listening, Questions?
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Backup Slides
FAQs for Shower and GPU Experts
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Ending the Parton Shower
Q: What happens at shower termination?

Unique events→ some events finish evolving early and “wait” for the others
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End
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Ending the Parton Shower
Q: What happens at shower termination?

After a while, segregate finished/unfinished events, and run smaller GPU kernels= Unfinished Event = Finished Event

Start Showering

50% of Events Finished

Sort by 
Unfinished/Finished

Continue with Smaller 
Kernels

We’re calling this “partitioning”, and is automated by thrust (CUDA’s std)
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Profiling and Occupancy

Q: What profiling did you use?

For our study, we used the V100 GPU, which can be analyses using nsys. For more
involved studies, or for a production-use implementation, one can use the A100 GPU
and ncu, which analyses every single kernel call.

Occupancy is a weird one, because there are gaps in the algorithm by design. Our goal
is to port the algorithm as is, but would love to discuss interesting projects on making
this more efficient.
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Profiling and Occupancy

Q: Can I see how the profiling looks like?

Left = e+e− → qq̄ @ NLO with had., Right = pp→ Z @ NLO
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Selecting the Winner Emission

Q: When trialling all possible emissions, does multiplicity cause an issue?

Profiling Results show that this is actu-
ally the most time-consuming part of
the shower (here pp→ Z @ NLO)

A potential solution could be alterna-
tive veto-algorithms [1605.09246]
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Kernels and Kernel Tuning

Q: What settings do you run your kernel on?

Depends on the Hardware: GAPS allows users to set the number of threads per block,
NT which is then used for all the kernels (except LHAPDF, can’t change). The number
of blocks, NB is calculated using the number of events, NEV ,

NB = ceil
(

NEV
NT

)
. (1)

We tune GAPS by running at all possible NT/B, and choosing the one with the best
performance accross different number of events.
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Where Can I Start?

With useful discussion amongs peers,
we have made some tutorials in the
context of HEP:

siddharthsule/hep-gpu-tutorials

Also good sources:

I NVIDIA CUDA Guide

I MCnet Tutorials
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