
Awkward & Uproot
12-Month Roadmap

High Performance Analysis & Ecosystem 

Integration
16 June 2026 | Geneva, Switzerland



Performance

SIMD & Lazy Fusing CUDA

GPU & HPC

Parrot-Backed nplike DAGs

Ecosystem

Zarr, RNTuple, & UST

Robustness

Static Typing & Prop-Testing

Modernization

Rust Kernels & Async Uproot

Developer EX

Automation & Build Systems

Focus Areas



Optimization Focus Native Kernels

SIMD-optimized multi-ISA dispatch

Improved memory locality

Reduced Python-side allocations

Buffer reuse across transforms

Rust-based native + GPU kernels

Zarr native (chunk-aware) kernels

Benchmark memory footprint

Memory & Performance



13x
MEMORY REDUCTION

The Materialization Problem

Current CUDA backend materializes every intermediate, even when 

unnecessary.
Ragged Slice: 32.3 MB allocated for a 2.4 MB result.

Major Sources: NumpyArray gathers (14MB) & Empty buffers (6MB).

Opportunity: Most intermediates are element-wise or index arithmetic.

Why Lazy Fusing CUDA?



Parrot-Backed nplike

Metadata Layer: Typetracer computes structure to build 

the skeleton of the graph.

Data Layer: New Parrot nplike whose “array” is a 

LazyBuffer (deferred iterator).

Every op returns a LazyBuffer, not CuPy.

Layout algorithms stay unchanged.

Materialize triggers Walkback + CCCL.

Ianna Osborne
Frank Strug



Region-based scheduling: Track 1 (Reductions) available now; Track 2 (Full spans) in R&D.

Cleanly Fused Hard Barriers

Element-wise ufuncs (Zip/Transform)

carry/gather (Permutation)

Dtype widening & Cast transforms

Index arithmetic (broadcasting)

Sort / Unique / Nonzero

Combinations / Terminals

Cross-partition boundaries

Fusion Scope & Path



Strengthening the connective tissue across the High-Energy 

Physics stack:

Deep UST integration and CUDA / HIP bindings

“dask-awkward” graph optimizations

Zarr and RNTuple readiness

RDataFrame interoperability

Ecosystem Integration



Goal: Unified IR for multi-vendor GPU portability.

CUDA/HIP

Migrate kernels to cuda.compute; 

AOT compilation readiness.

cuDF Interop

ak.to_cudf expansion and RAPIDS 

integration.

HIP/ROCm

Full validation and performance 

expansion.

GPU & HPC Roadmap



Refactoring Edge Cases

Legacy code path cleanup

API deprecation cycles

Better diagnostics

Enhanced test coverage

Kernel validation suites

Defensive programming

Debt & Robustness



Pilot Project: Continuing repository validation for full type-checker compliance.

API Surface

Type hints on all public API methods to enable IDE completion 

and static analysis.

Core Internals

Interface types for Content subclasses and static data type 

definitions.

Static Typing

Tai Sakuma



Operations

hypothesis-awkward for slicing, 

reducers, and kernels.

Nested Data

Automated structured data 

generation for edge testing.

Uproot I/O

Mock file I/O + generated ROOT 

samples.

Property-Based Testing

Tai Sakuma



TTree & RNTuple extensions

RootFileSpec metadata parsing

Integrate Formulate for expressions

Async/await modernization

Uproot Roadmap

Andres Rios Tascon



Kernel Authoring Unified IR

Development of Rust-GPU + Rust-CUDA unified 

Intermediate Representation for cross-architecture 

safety.

Native kernels for CPU/GPU

Multi-ISA SIMD dispatch

Performance accelerator

Rust Integration

Ianna Osborne



Always Release-Ready

Main branch maintains stability for 

instant deployment.

Automated Ops

Frequent bug-fix releases and 

automated CI/CD.

Build System

Migration to uv workspaces for 

simplified local dev.

Developer Experience

Tai Sakuma
Andres Rios Tascon



Next Steps: Assign owners for Kernel Fusion & Define CPU/GPU Benchmark Suite.

Questions & Discussion

Q3 2026

Track 1 Fusion & Typing

Q4 2026

Zarr/RNTuple & ROCm

Q1 2027

Track 2 Region 

Scheduling

Q2 2027

Rust Unified IR & Async

2026/27 Roadmap Summary


