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The global perspective at LHCb

● Despite there is a common effort at LHCb to standardize the 
definition of workflows, what I show here is heavily biased by 
my experience

● Additional information can be obtained from the LHCb DPA WP6 
and LHCb starterkit webpages

● We heavily rely on the Snakemake documentation and official 
tutorials

○ At LHCb we basically define a set of guidelines on how to define the 
workflows

○ We also provide skeletons for people to have a base to start with

Take the these slides with a “pinch” of salt

Workflows

ReproducibilityPreservation
ROOT files Ultra-quick summary 

of this talk

lb-conda

Analysis.smk
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https://lhcb-dpa.web.cern.ch/lhcb-dpa/wp6/index.html
https://lhcb.github.io/starterkit-lessons
https://gitlab.cern.ch/lhcb-core/lbcondawrappers
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● Nowadays we have a large variety of tools to do 
data analysis

○ Simple powerful programming languages

○ Much better documented and tagged software 
packages

○ More clear and efficient data-bases

● Ensuring fully-reproducible analyses nowadays 
looks fairly easy, however:

○ Frequently, a software-development perspective must 
also be adopted

○ Lack of knowledge about new tools and preference to 
stick to old methods

○ Groups tend to lack data scientists or support
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Making use of state-of-the-art software packages

Versioned, tagged, 
reproducible 

analyses

I can definitely tell that there has been 
progress in the last 10 years!
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Typical LHCb data analysis workflow 

Like in all the other LHC experiments, we deal with huge data samples

● Data is typically trimmed according to the necessities of an analysis to 
make it more manageable

● Analyses are typically carried out at the ROOT level O(GB-TB)

Trim main data 
samples Selection Data analysis Publication Meta-analysis

Simulation

Calibrations, event 
selection, 

categorization…

Actual physics 
measurement(s)

Combinations 
and averages

Analysis 
recasting

Archive, 
reproducibility

Paper writing, 
publication data

LHCb online dataflow
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Takes a few days on the 
grid, now centralized thanks 

to Analysis Productions
Where workflow managers like 

Snakemake come into play

https://lhcb-ap.docs.cern.ch/
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Inside the analysis “box”
Even if we ensure we can rerun 
our analysis with version 
controlled custom code, how 
we handle external 
dependencies, even those at 
collaboration-level, is crucial

Environment: OS, machine specs… (Singularity, Docker)

Run analysis

Make paper and 
public data

Results

Journal

Public databases
(e.g. HepData)

Collaboration-level 
tools

External tools
(e.g. gcc, python, boost)

External services
(e.g. CVMFS, EOS)

Custom analysis code
(it can cover more than one 

analysis)

Real data
(static)

Simulation
(static, reproducible, recastable)

https://docs.sylabs.io/guides/2.6/user-guide/index.html
https://hub.docker.com/
https://www.hepdata.net/
https://gcc.gnu.org/
https://www.python.org/
https://www.boost.org/
https://cvmfs.readthedocs.io/en/stable/
https://eos-web.web.cern.ch/eos-web/
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● No current centralized solution for preserving the OS/kernel 
environment

○ Whoever implemented some “complete” preservation relies on docker

● The software environment at LHCb is nowadays defined via a conda 
wrapper: lb-conda

○ There is no strict policy on environment setting/preservation, but other 
methods are not supported

● Different analyses can have different environments

○ Defined and released via GitLab in conda environments

○ MR-based definition and deployment (tagged by date)

○ Environment available in CVMFS

● The preservation of the software packages is tied to the preservation in 
CVMFS

● Analysis environment can be mimicked even in offline machines with no 
CVMFS access

Preservation of the environment at LHCb
$ lb-conda default --list

2020-05-14

2020-08-11

2020-09-29

2020-10-02

2020-11-18

2020-12-14

2020-12-15

2021-01-15

$ lb-conda default/2020-05-14 python --version

Python 3.7.6

$ lb-conda default/2020-05-14 --export

name: null

channels:

  - bioconda

  - conda-forge

  - defaults

dependencies:

  - _libgcc_mutex=0.1=conda_forge

  - _openmp_mutex=4.5=1_llvm

  - _py-xgboost-mutex=2.0=cpu_0

  - absl-py=0.9.0=py37hc8dfbb8_1

  - afterimage=1.21=h37b8349_1003

  - aioeasywebdav=2.4.0=py37_1000

  - aiohttp=3.6.2=py37h516909a_0

  - appdirs=1.4.3=py_1

  - astor=0.7.1=py_0

  - async-timeout=3.0.1=py_1000

  - attrs=19.3.0=py_0

  - awkward=0.12.21=pyh9f0ad1d_0

…
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https://linux.web.cern.ch/dockerimages/
https://gitlab.cern.ch/lhcb-core/lbcondawrappers
https://gitlab.cern.ch/lhcb-core/conda-environments
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LHCb tools and repositories in workflows
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Talking about tools to perform: calibrations, determine efficiencies…

The pros:

● The development and maintenance of tools happen on a centralized manner by groups of people
○ Reduce the burden specially on young PhD students

● All the analysis tools are shared and cross-validated
○ It is easier to spot the consistency of the analysis strategies and external numerical inputs

● Facilitates sharing knowledge on analyses that have a lot in common

● Contributions are subject to an (almost) constant review

The cons:

● Developments are constrained by the implications in other analyses and often must be generalised

● Efforts must be put into maintenance and taking care of the scalability

● Exposing and maintaining some of these packages in the LHCb environment adds extra burden
○ Some of these tools currently need to be executed from outside lb-conda

https://gitlab.cern.ch/lhcb-core/lbcondawrappers
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Snakemake at LHCb

● Lately, most of the analysts have migrated into using Snakemake

○ The effort was mostly carried out by PhD students and postdocs

○ Some minimum hard requirements at the collaboration level were necessary

● The implementation is sometimes partial or fragmented

Rare scheme to find. Typically only if a set of 
analyses are being carried out in a single institute

ROOT files 2

first_piece.smk second_piece.smk

ROOT files 1

last_piece.smk external scripts

This is typically the scenario, with some variations 
of it, where sometimes each block is independent

ROOT files

Analysis.smk

This is now becoming the 
standard!

ROOT files

A.smk

common.smk

B.smkAnalyses

Common tools: 
calibrations, 
corrections, 

systematics…
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Using lb-conda, having a GitLab repository and a Snakefile is being standardized at LHCb (sometimes with a simple CI 
pipeline), but we tend to face two main common issues:

● Batch submission: Slurm, HTCondor or GRID (the use of profiles and/or plugins in some cases is not maintained 
and/or is not straightforward to implement)

● Suffix handling: one can use vanilla Snakemake suffixes to compute the central result, but the nightmare comes 
at the point of evaluating systematic uncertainties

Main issues encountered at LHCb

DEFAULT_CONFIGURATION = …

rule fit:

    input: "sample.root", "fit.py"

    output: "fit_result_{pdf_set}_{pdf_replica}_{generator}_{ren_scale}_{res_scale}_{momentum_scale}_

{jpsi_mass}_{u1s_mass}_{muon_eff}_{track_eff}_{trig_eff}_{bkg_config}_{polarity}_{quadrant}.root"

    shell: "python fit.py --pdf-set {wildcards.pdf_set} ..."

rule all:

    input: expand(rules.fit.output, **DEFAULT_CONFIGURATION)

This makes it easier to call from the command line, 
but does not solve the issue

File names get over the limit. Current solutions I have seen are 
quite ugly (they either break or hack the Snakemake logic):

● Compact suffixes in IDs and access them via mapping 
(integer ↔ configuration)

● Compact suffixes in human-readable way with the help of 
defaults and inputs defined from functions
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https://gitlab.cern.ch/lhcb-core/lbcondawrappers
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● Personally, I am not the best person to ask since I have 
interacted with it very briefly

○ The usage at LHCb is definitely not as extended as Snakemake

○ It is currently on my already long to-do list…

● My only two cents:

○ People are still transitioning to using workflow managers, and 
REANA would be the next step

○ The LHCb efforts are on stand-by here, we need more person 
power to think about containerization, resource management…

○ The system should be set so the implementation from the analysts 
side must be completely straightforward (i.e. should take 5 min if 
one has a Snakefile that does the job)

○ The balance benefit/effort plays an important role

A few notes on REANA

Unfortunately, I think this is all we can find so far (link)
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https://github.com/reanahub/reana-demo-lhcb-d2pimumu


Workflows in the LHCb EW group
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The LHCb EW group
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● Probably one of the best examples of preservation and reproducibility at LHCb

● Composed by collaborators scattered across CERN, UK, USA and China

● We make use of a set of centralized repositories to do any kind of studies related to EW measurements

○ Every contribution is reviewed

○ Changes to the outcomes of the analyses can easily be spotted thanks to our Continuous Integration infrastructure

○ Published analyses are archived and we ensure that it can still be reproduced with weekly pipelines

Weekly pipelines
Ensure that there are no variations in the analyses.
Guarantee the reproducibility of old studies

Main branch

create tag

Development branches

Continuous 
integration status

Tweak plots, table, 
units… address 

journal commentsNew featureLast contribution 
to an analysis

Publication branch
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The ecosystem of repositories

ROOT files

A.smk

common.smk

B.smkAnalyses

Common tools: 
calibrations, 
corrections, 

systematics…

● The analyses covered must no only be preserved, but also 
allow to be re-casted/tweaked or extended in the future

○ Add or analyse new data, change PDF sets, try new generators

● The preservation needs to be “dynamic”

● This might also become the case for other recurrent analyses: 
φs, γ… (i.e. consolidated analyses)

ew-generators

- Produces generator-level samples 
not supported centrally at LHCb

- Is exposed to the specific way 
different generators must be built 
(POWHEG, DYTurbo, ResBos…)

- Despite we use tags when producing 
samples, the environment is harder 
to reproduce (no lb-conda)

ew-tuples

- Originally define custom tools to 
calibrate the data

- Define scripts to select and trim the 
huge data samples from LHCb

- Currently superseded by Analysis 
Productions

ew-analyses

- Core project to define workflows for 
each analysis

- Analyses share C++ and Python tools 
in the same repository, as well as 
Snakemake rules

- CI, weekly pipelines, tags…
- Produces data and plots ready to be 

included in HepData and in the 
documents

ew-docs

- Simple project to compile analysis 
notes

- The machinery allows to grab 
straight away what ew-analyses 
produces (plots, tables, values…)

- Ultimately, the LaTeX code is frozen 
and copied to the dedicated LHCb 
space
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https://gitlab.cern.ch/lhcb-core/lbcondawrappers
https://lhcb-ap.docs.cern.ch/
https://lhcb-ap.docs.cern.ch/
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Continuous integration, our main ally

● The Continuous Integration (CI) system, together 
with the weekly pipelines, are the most 
important features for us

○ Verify changes to the outcomes

○ Ensure that there are no side-effects

○ Check the reproducibility of published results

● Combination of unit and regression tests, 
keeping track of the analyses results

● Automatic references update

Pipeline with a modification that changes the 
result of an analysis 

Run a pipeline that allows to automatically update 
the references

A bot updates the references and adds a new 
commit
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● As scientists, we must ensure that our results are reproducible 
and that any calculation can be reviewed even after publication

● Having well-defined workflows allows to come back several year 
laters and re-run analyses (checks, improvements, 
combinations…)

● We currently have a lot of tools available in the market to 
guarantee the analysis preservation and ensure that results are 
validated

● From my personal experience, the main challenges seem to be 
sociological

● A lot of initiatives are taking place, especially in high-precision 
measurements

Summary
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https://xkcd.com/3117

https://xkcd.com/3117

