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A brief overview



REANA overview

CLI UI
$ reana-client create -w roofit M | . | b k d .
roofit.s
S reana ultiple compute backends:
File /code/gendata.C was successfully uploaded. 1
File /code/ffs reana-client logs -w roofit C)
$ reana-clidi., workflow engine logs Workflow controller Job controller ,
roofit has ﬂzez: 23-01 07: 59 15,670 | root | HainThread | INFO | Publishing ;
$ resna-clig. (20000, " "), total steps 2 to W @ / ® Ku bern etes

[NAME RN 12921.93-01 07:59:24,803 | root | MainThread | INFO | Publishing
roofit 4 |+code/fitdata.C("results/data.root”, “results/plot.png”)’, total
s reana-clidseps 2 to MO :

Kub t
,/;ESTAPI uhermetes e HTCondor
e Slurm

navE a2t 01 43:50:13, 642 | root | MainThread | I870 |
79944304876b/work f lows /45e75d61

code/fitdaty
s reana-cli
INAME RUN_
roofit 4 1**> Job logs
s reana-clid"=> Step: gendata
Nsu](s/plot =5 Workflow ID: 45€75d61-139-424b-a709-37fddesesdf e

> Compute backend: Kubtf‘M‘(‘i

> Job 10: reana-run-j 563466001700
> Docker image: reanahub/reana-env-root6:s.18.84

> Command: mkdir -p resu xts u roo( b -q

C(20008,"r te)*

Multiple workflow languages:

Web Ul

CWL

Dask

Serial
Snakemake
Yadage

HTCondor

storage

Slurm

Core philosophy: offer a containerised platform allowing researchers to run, organise and share declarative
computational workflows using any workflow language popular in the community.



REANA use cases

DRAOD.to. ntuple mel6a 0 DXAOD.to ntuple me16e 0 DRAOD.to ntuple me16d 0
sugmennuple

recast and reana —
in the pMSSM scan

e Eight analyses run using RECAST

e 1878 models were processed with RECAST
> 9% of the 21,177 models in the scan

e 9561 REANA jobs
> Including many failed tests and re-runs
> Web-page monitoring very useful

Your quota

46505h 24m 440.777»(»3:8
cPU 345 Disk ol 10068

4.9 hrs per job on average

RECAST workflows in ATLAS SUSY (slides)

Primary use case: facilitate analysis reinterpretation

and reuse (ATLAS searches for new physics)

Scalable ATLAS pMSSM workflows (paper)

IdeaSquare

The innovation space at CERN

Workshop on workflow languages for HEP analysis (event)

Cl used to steer the configuration (CI variables
define path to cards, generator, version, ..)
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CMS testing streamlining of gridpack production (event)

Also used as workflow-as-a-service to run
(small-scale) reusable declarative workflows


https://indico.cern.ch/event/1380367/
https://indico.cern.ch/event/1500306/
https://arxiv.org/pdf/2403.03494
https://indico.cern.ch/event/1380367/contributions/5880484/attachments/2831190/4946672/RECAST%20in%20ATLAS.pdf

Why using REANA over a standalone workflow engine?

rule fitdata:
reana 6 8 e
data="mydata.root",
. macro="myfit.C"
Your workflows & Refreshed at 15:20:06 UTC Open Jupyter Notebook @ Output .
"myplot.png"
Search... Q Share workflow < conta i)r:zr‘ ) Png
Status - Show deleted Open sessions Delete workflow § docker://docker.io/myorg/myimage:mytag
resources:
ownedby  +  you Latest first . r kerberos=True
shell:

© myanalysis #8 finished "root -b -q ..."

Finished 5 minutes ago step2/2 O ieana
© myanalysis #7 finished reana S l

Finished 5 minutes ago step 2/2 O __> P e .

 |y—— reana-run-job-...-... pod
" fitdata

x myanalysis #6 failed krb5-init krb5-renew

Finished 6 minutes ago step 172 §) payload

Organise and share your workflows with colleagues. Use REANA add-ons for your workflows

Consult logs and visualise outputs. (Kerberos, Rucio, VOMS proxy)
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Example 1: Federated workflow execution N EeOoSC

What changed in REANA

to make this happen

Stage 2: distribute and run the jobs

32 "6 mkdir -p ../../../../results "

31
o RO
29 inpy

28 :anfiq[ ‘data”],

27 configl"code"],

2% “results/scran._data_done. txt"

25 output:

% “results/DoubleMuParked2012C_10000_Higgs. root”

23 container:

22 r://docker. io/casopendata/cassw_5_3_32" GRLA
2 res:

Sonles

tits
20 kuhlrncnl queve="eosc-node-finland-default"”

e )| et 009, R mber: 201765, Lmisution: 171

18 “source /opt/cas/casset. defautt.h * e ey e 20 e, i 295, G 250 Lttt
17 “&& cd CMSSW_5_3_32/sr 4 Demo: JenoAnalyzerGit:demo 25-0ct-2025 22:37:31 CEST Run: 20
1 "k oval "ecraped FoRELRY -ah

15 88 cd mqqsEumxezsuzm/mgsnmmaum . ‘

1% “&& cd ../Level3 " -

13 758 cuiln demoanayzercfo Levelsiata

12 “s&mv ../..0..] /results/tunﬂauhltHuPnrhmzﬂﬂr

10 e am\vse mc_Node_NL:

> contisldata"],
confisl "code"],
“results/scram_mc_done. txt"

output:
“results/Higgs4L1file.root"
container:
“docker://docker. io/csopendata/cassw_5_3_32"

“source Lt s ir i 06
‘66 cd CHSSW_S_3_32/sr

“66 cd mqqsExalmltZﬂﬂzEﬂ/mgqumaAnalyur "
"5 cd ../Level3 "

R [ as 1 LI

"6k 7 /resuusmpnxqqsu.xme root ..
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A distributed H—4l analysis of CMS open data run across several EOSC Nodes (CH, FI, IT, NL, PL). A custom
Snakemake workflow hint (kubernetes_queue) influences REANA to send different jobs of the same workflow
to different participating Nodes. Allows to use a WLCG-like near-data computing paradigm. (slides)


https://indico.cern.ch/event/1543880/contributions/6744855/attachments/3167355/5628487/20251103_REANA_GUERRIERI_Welcoming_the_EOSC_Federation_Scientific_Use_cases_from_the_First_Wave_of_EOSC_Candidate_Nodes.pdf

Example 2: A need for a more tolerant scatter-gather 1/2

open
et reana o 8
rule scatter:
X input:
Simulated dataset QCD_Pt_170_250_EMEnr Your workflows PR —— "myinputs{n}.txt"
/QCD_Pt_170_250_EMEnriched_TuneZ2star_8TeV_pythia6/Summer12_DR53X-f out p ut:
Cite as: CMS collaboration (2017). Simulated dataset QCD_Pt_170_250_EMEnr, Seardh, @ "myresults{n}.txt"
OPENDATA.CMS.ZVT8.MZNY shell:
o Show deleted Op Owned ¥ Latest first N
Data recorded in 2012 and published in 2017 s sessions e
 ooeest Nisimcisid) [ oco J ous Jomv J oo J cenvrc | python sum.py {input} > {output} ||
finishe
 deme n’:‘iuwo [inishes (echo {output} >> errors.txt & echo © > {output})
Description oo
o i
Simulated dataset QCD_Pt_170_250_EMEnriched_TuneZ2star_8TeV_pythia6 in
rule gather:
See the description of the simulated dataset names in: About CMS simulated d x demo #12 failed input:
These simulated datasets correspond to the collision data collected by the CM freas ¢ - expand("myresults{n}.txt", n=samples)
» © uama e i output:
Dataset ¢ tics "sum. txt"
30125269 event|. 26958 files§8.7 TiB in total. x demo faile; shell:
" otes ago step 34 wan
© Py oot i echo $(($(cat {input} | paste -s -d+))) > sum.txt
if [ -f errors.txt ]; then echo "Failed." && exit 1; fi
The problem: Experimental particle x demo fiked
step 516

physics analyses frequently need to
process simulated datasets of

O(50Kk) files. Some files may not be . ) ) ,
available at the time of processing Example: REANA running a workflow processing 5 data files samples with

but can be “ignored” at the price of sum.py payload simulating an extremely high read failure rate of 50%.

less precise statistics.

Current workaround: Automatically restart failed workflow based on manually-crafted exit codes. In the
example above, three workflow restarts were sufficient to obtain the results. (The process is fully
automated via a wrapper script around reana-client.)




Example 2: A need for a more tolerant scatter-gather 2/2

rule scatter:

input:
"myinputs{n}.txt"
output:
"myresults{n}.txt"
tolerance:

scatter=0.95

rule gather:
input:

results=expand("myresults{n}.txt", n=samples)

output:

"sum.txt"

tolerance:

| allow_fallures=True

resources:
[runtime="5h" |
|retries: 3 |
shell:
[oool

results=0.05

shell:

[...]

A need for a more tolerant scatter/gather? An RFC in preparation to possibly extend Snakemake to:

(1) in scatter, terminate laggard jobs if over 95% of other scatter jobs succeeded already?

(2) in gather, allow workflow to continue if less than 5% of inputs could not have been processed?

(3) in any rule, allow failures as a per-rule local equivalent of the global “~keep-going” option?




Example 3: Fast workflow testing

$ pytest myanalysis
tests/test_aaa.py .....5.5..555. . . ciiuciinnnn
tests/test_bbb.py .............
tests/test_ccc.py ...
tests/test_ddd.py sssss.
tests/test_eee.py .....
tests/test_fff.py ...........
tests/test_ggg.py ........
tests/test_hhh.py .
tests/test_iii.py ......
tests/test_jjj.py «eeeeeennn.
tests/test_kkk.py .

==== 91 passed, 10 skipped in 538.90s ===

Running analysis tests on a small sample of
data files locally or on GitLab can be still
rather time consuming.

Launch with Snakemake on REANA@CERN | python 3.13

rule run_test_group:
input: REPO_DIR, HOME_DIR
output: "results/group_{group}.xml"
container: "docker://docker.iomyorg/myimage:mytag"
shell:
"export HOME=$(pwd)/{HOME_DIR} && "
"export PATH=$HOME/.local/bin:$PATH && "
"pytest {REPO_DIR} --splits {N_SPLITS}
--group {wildcards.group}
--junitxml={output} || true"

rule report:
input: expand("results/group_{i}.xml", i=range(1, N_SPLITS + 1))
output: "results/report.txt"
container: "docker://docker.io/myorg/myimage:mytag"
shell:

python3 << 'EOF'

[...]
EOF

A snippet of Snakefile allowing to run the same 91 tests
concurrently via 30 parallelly-split group jobs on the
REANA cluster provides faster developer feedback.

After a use case of Angel Campoverde (LHCb) regarding B decay precision

PRGNS  /measurement analyses. Convenient for fast testing of code changes via REANA.

The full analysis with 20k fits for systematics would require larger Kubernetes

Rx  Ex. custer or to dispatch jobs to HTCondor or WLCG.

This is the repository for the combined measurement of and inrun 3.

& GitLab <> 'eana
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Example 4: Custom Dask workflows

Alice -

reana-client

dask:
coffea:2023
workers: 3

-

worker-1 scheduler
worker-2 @
worker-3

Dask
cluster

AHceé\\\
©

Y

:

REANA Server

dashboard-ingress

worker-1

worker-2

\

Bobé\\\
Dask
scheduler

cluster

Kubernetes

launches

dispatches request

generates

launches

monitors

4+

dashboard-ingress

worker-25

REANA
Workflow
Controller

reana-client

Bob

dask:
coffea:2025
workers: 25

apiversion: kuberpetes.dask.org/vl
kind: DaskCluster

Spec
worker.
spec
containers:
- nane: worker
image: registry.cern.ch/docker.io/reanahub/reana-demo-agc-cms-ttbar-coffea:1.0.1 |
l——rr”uagevu Policy: "ITNotPresent
command: ["/bin/sh", "-c"]
args:
- exec dask-worker --name $(DASK WORKER NAME) --dashboard --dashboard-address 8788
ports:
- name: http-dashboard
containerPort: 8788

protocol: TCP
resources
Units:

[nenory: 1]

scheduler:

- name: scheduler

image: registry.cern. ch/docker io/reanahub/reana-demo-agc-cms-ttbar-coffea:1.0.1

Data + Code + Environment @ Workflow = Reusable Analyses
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Example 5: LLM-assisted workflow authoring 1/2

chAT LAS©

Sully Billingsley (ATLAS) conceptualising an analysis dashboard
with LLM-assisted workflow authoring capabilities. (event)

12


https://indico.cern.ch/event/1640142/

Example 5: LLM-assisted workflow authoring 2/2

ORP Hub. - DRPHub
DRP Hub DRP Hub =)
. Discover and manage research tools and workflows Q e
Welcome back, DS Comme wmn.x// quno.”
e Ga I ) 8- 8
@ Dashboard © b ,
Showing 3 of 22 DRPs (7 public,6 internal 9 private) Clear all filters & [rm—— m T REANA baCkend
Q Browse - - f .
e Q: validates workflows
[ Bookmarks 28 28 ’0
. Co\smol:g)‘/dat... m lHa:o N:ass Distr... lCosmic‘Ray Det... ) ) generated by LLMs.
" " . An Al assistant allows to work with
astro astro astro
>~ Openconsole An example o render a sice Hlos are a resultof Mactine eaming pipeine or research products and create and run
from the Local Group from cosmological simulations cosmic ray detection in
EDSM project: (https://www.cosmosim.org/. telescope imagery. REANA WOI"kﬂ OWS
SR N (L cosmology astronomy  demo. cosmic-rays
o® SSHKeys i machine-leaming ~ +4
@ About g Qo N = 2 & Qo M« o = Qo N ¢ mana Q 8
® raa
& settings @ reana-demo-cosmology #10 [¢ finished in 6 min 19 sec
Finished a few seconds ago step 3/3
[ signout g
"
Digital Research Product Hub at l ®Sengnelogs  >_joblogs 0 Workspace B Specifcation
PUNCH4NFDI. (web site) :
. e h screenshot.png
—
Name % Modified &
ROS—
) B huge-150dpi.png 2025-11-12T08:46:50
(-~
e — — R @ B EDSM-2025.png 2025-11-12T08:46:50
:,M.. . e / B Poster-HUGE-2025 ipynt: 2025-11-12T08:39:45
) .
o) ( [ ~o ]

Clone, view and run example analyses.

REANA at PUNCH4NFDI. (web site)
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https://drphub-p4n.aip.de/
https://reana-p4n.aip.de/signin

Summary

e REANA core philosophy
o Offer a containerised platform allowing researchers to run, organise and share
declarative workflows on containerised compute clouds.
o Supporting multiple workflow engines that are popular in the community.
o Complementing workflow languages by providing platform-wide features not
existing in said languages via custom workflow hints.
e REANA use cases
o Analysis reinterpretation and reuse. Searches for new physics beyond SM.
o Generic workflow-as-a-service system for (limited) data production, data analysis,
reuse and reinterpretation needs.
e REANA community
o Several installations in particle physics (BNL*, CERN, NYU*, UChicago) and
astrophysics (AIP, ETAP).
o Synergies across scientific disciplines (astronomy, life sciences).
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