
Hackathon Projects



CMS-alpaka: charged-particle track reconstruction
● Charged-particle track reconstruction is a very challenging/consuming 

task, due to its combinatorial nature
➔ Complexity increases with higher instantaneous luminosity (pileup)
➔ Challenge will be critical especially at the HL-LHC, with PU=140–200
➔ Join us here at slack:#cms-alpaka-tracking

https://hsf-india-iiser-2026.slack.com/archives/C0B1ULX84PQ


CMS-alpaka: charged-particle track reconstruction
● Here’s an event with 206 events, from high-PU collisions in October ‘25:

Credit: fireworksWeb

https://fireworks.cern.ch/cmsShowWeb/service.pl


CMS-alpaka: charged-particle track reconstruction
● Charged-particle track reconstruction is a very challenging/consuming 

task, due to its combinatorial nature
➔ Complexity increases with higher instantaneous luminosity (pileup)
➔ Challenge will be critical especially at the HL-LHC, with PU=140–200

➢ It is crucial to exploit all resources at our disposal:
○ Vectorization on multi-core CPU architectures (e.g., mkFit)
○ Parallelization on GPU in heterogeneous computing models

■ E.g., patatrack, or LST (Line Segment Tracking)

❖ Using alpaka to make GPU-suitable algorithms hardware-agnostic

https://iris-hep.org/projects/mkfit.html
https://github.com/cms-patatrack
https://iris-hep.org/projects/lst.html
https://github.com/alpaka-group/alpaka


CMS-alpaka: LST pixels direct  slack:#cms-alpaka-tracking
Line Segment Tracking direct access to pixel hits

Quick reference: LST https://cds.cern.ch/record/2890677 CMS-DP-2024-014

Context: LST runs a partial pattern recognition for CMS tracking and combines the 
outer tracker (OT) hit based objects with reconstructed pixel tracker seeds/pixel 
tracks when available. There are conditions (displaced tracks or algorithm 
inefficiencies) when pixel tracks are not available and we can instead pick up 
individual hits

Project Goals: 

- add direct access to the pixel tracker hits
- combine outer-tracker LST objects with the hits

https://hsf-india-iiser-2026.slack.com/archives/C0B1ULX84PQ
https://cds.cern.ch/record/2890677


CMS-alpaka: LST pixels direct
Introduction: Phase 2 outer tracker

Quick reference: LST https://cds.cern.ch/record/2890677 CMS-DP-2024-014

https://cds.cern.ch/record/2890677


CMS-alpaka: LST pixels direct
Introduction: LST objects

Quick reference: LST https://cds.cern.ch/record/2890677 CMS-DP-2024-014

https://cds.cern.ch/record/2890677


CMS-alpaka: LST pixels direct
Introduction: LST objects

Quick reference: LST https://cds.cern.ch/record/2890677 CMS-DP-2024-014

Missing piece:
combination with
pixel hits

https://cds.cern.ch/record/2890677


CMS-alpaka: LST pixels direct
Motivation: why look for individual pixel hits

Quick reference: LST CMS-DP-2024-014 CMS-DP-2025-051
Pixel track efficiency falls fast while hits available r 7 – 15 cm

https://cds.cern.ch/record/2890677
https://cds.cern.ch/record/2941438?ln=en


CMS-alpaka: LST TC ML-based selection
Using a NN to select LST Track Candidates (LST TC’s)

● The final LST output is a collection of Track Candidates (TC’s)
➔ Sum of pT5’s, pT3’s, T5’s, T4’s, and (unmatched) pLS’s (slides 7-8)
➔ The collection is then converted to CMSSW track candidates / seeds

● ML selections are applied already for individual sub-collections
○ See CMS-DP-2025-048

➢ Project Goals: 
1. Add ML-based selection to LST TCs, before its conversion to CMSSW

❖ Attention to algorithmic implementation, rather than physics

2. Addendum: use what you learned today and train/test meaningful DNN 

https://cds.cern.ch/record/2941435


CMS-alpaka: Heterogeneous CLUE3D

● High Granularity Calorimeter for 5D (t,E,x,y,z) 
particle shower reconstruction 

○ For CMS Phase-2 Upgrade
● Electromagnetic Section (CE-E)

○  Si, Cu & CuW & Pb absorbers, 26 layers
● Hadronic Section (CE-H)

○  Si & Scintillator, stainless steel & Cu absorbers, 
21 layers

● Cover 1.5 < eta < 3.0
○ Silicon Sensors  (120/200/300 μm).
○ Plastic Scintillators with Silicon Photomultiplier 

(SiPM)

> 500k rechits per event!
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● First of all let’s reduce the complexity → 
localized clustering on each layer
○ Layer Clusters!

● Layer Clustering is performed using the
              algorithm
○ Clustering of Energy → 

energy-density based clustering
○ Highly parallelizable → designed for 

GPUs and implemented in alpaka!
● Reduces multiplicity by an order of 

magnitude! 
○ O(100K) LCs 
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HGCAL Reconstruction - 

CLUE paper

https://arxiv.org/abs/2001.09761


● But we can also exploit the longitudinal 
segmentation!
○ Cluster LCs on different layers to form 

3D clusters
■ → Tracksters

● Pattern Recognition: Several algorithms 
available
○ CLUE-3D currently used

● Again, reduces multiplicity by an order 
of magnitude
○ O(10K) Tracksters!
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HGCAL Reconstruction

Hey, this starts to look like a 
particle shower!



Goal

Implement Pattern Recogntion by CLUE3D in Alpaka!



ML Hackathon Track

● Remaining coding exercise from yesterday’s 

lecture: implement a NN from scratch

● Later today: Conduct a kaggle challenge
○ Who can train the best jet classifier?

○ You can pick an architecture (BDT DNN, CNN, GNN, 

Transformer) and fine-tune parameters

● Thursday and Friday: Big Hackathon project:

Effects of irradiation in SmartPixels



SmartPixels - On-Chip AI
Next generation of Pixel Detectors will use on-chip AI

● Recording charge 2D distribution across several 
time frames (short, low-res videos)

● Models will be hard-baked into silicon (ASIC)
● Once manufactured, these cannot change.
● But: Over time, irradiation will degrade the 

performance

Our Hackathon Project

● We will try to train a model such that it works on 
differently irradiated sensors.

From Mila Bileska



GPU Hackathon track   - slack#gpu-projects
 05/ – Particle physics generators and GPU-friendly analysis

- Notebook: generator_tutorial_gpu_annotated.ipynb
06/ – GPU-accelerated Geant4, TileCal geometry, and Celeritas

● Notebook: gpu_dd4hep_tilecal.ipynb
● Documentation: gpu_geant4_dd4hep_cuda_notebook.md
● Geometry input: TileTB_2B1EB_nobeamline.gdml

07/ – Neural Network demo walkthrough and supporting code

● Walkthrough notebook: cuda_neural_network_demo_complete.ipynb
● Script: verify_notebook.py
● Demo source tree: gpu-demo/

08/ – GPU challenge: N-body optimization exercise
● Code: 01-nbody.cu
● Notebook: GPU challenge.ipynb
●

     ADDITIONAL EXAMPLE :  Install and run Celeritas - Optical photon transport in LHCb. (will also be 
discussed in tomorrow’s morning lecture)

https://hsf-india-iiser-2026.slack.com/archives/C0B20N0E3E0
https://celeritas-project.github.io/celeritas/


DarkMatterLive: A Framework for unified dark sector costraints.

Details about darkMatterLive 

https://indico.stfc.ac.uk/event/1753/attachments/3464/6281/PPD-Seminar_Brij_03-12-20251.pdf

Project:

1 - Physics oriented, building reinterpretation/renormalized plot similar to 
https://darkmatter.web.cern.ch/pages/BC1/main.html

2 - Programming oriented - building a service to ingest data from ArXiv and HEP data portal 

Slack#darkmatterlive

https://darkmatter.web.cern.ch/
https://indico.stfc.ac.uk/event/1753/attachments/3464/6281/PPD-Seminar_Brij_03-12-20251.pdf
https://darkmatter.web.cern.ch/pages/BC1/main.html
https://hsf-india-iiser-2026.slack.com/archives/C0B1X4K9S1G


Jet tagging inference with alpaka

https://github.com/ckoraka/hsf-india-2026

● Identifying jets that originating from b-quarks 
critical for precision measurements & new physics 
searches!

● B-jets are special → Can use these special 
characteristics to ‘tag’ them

● In CMS software, especially online, inference 
should run fast! → inference is also a 
embarrassingly parallel set of operations

○ What happens when our data is already on 
the GPU?

○ What happens when we don't know what 
type of hardware we will have available?

Goal of the this hackathon project:

● Train the NN
● Write the inference in C++ and validate 
● Parallelize on GPU using CUDA
● Make parallel & portable using alpaka
● Compare! Look at the computing performance & 

the tagger performance Play around - improve 
model & software

https://github.com/ckoraka/hsf-india-2026

