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Challenges in Tracking

* Reconstruction of tracks challenging
for high-density HL-LHC events

* Expect up to 200 interactions per
event (pileup)

(Simulated) High pileup event at HL-LHC as seen
by the TrackML detector (arXiv:2103.06995)
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https://arxiv.org/abs/2103.06995

Challenges in Tracking

* Reconstruction of tracks challenging
for high-density HL-LHC events

* Expect up to 200 interactions per
event (pileup)

* Good environment for coprocessor-

based traCklng algorlthms (Simulated) High pileup event at HL-LHC as seen

by the TrackML detector (arXiv:2103.06995)
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ATLAS EF design for HL-LHC
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https://cds.cern.ch/record/2802799/files/ATLAS-TDR-029-ADD-1.pdf
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GPU Tracking with the traccc algorithm

Host to Device copy Device to Host copy
GPU —
Cluster Finding Track Finding Track Fitting
Hits Clustering of local 3D coordinate binning . .
=—p>| position of detector Seeding Combinatorial

hits to 3D coordinates Track parameter estimation Kalman Filter
Tracks

Traccc is a library of tracking algorithms that runs on GPUs
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https://github.com/acts-project/acts/tree/main/Traccc

Challenges in deploying GPU algorithms
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Challenges in deploying GPU algorithms

How to efficiently utilize GPU resources?
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Challenges in deploying GPU algorithms

How to efficiently utilize GPU resources?

How to balance CPU vs. GPU work effectively?
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Challenges in deploying GPU algorithms

How to efficiently utilize GPU resources?

How to balance CPU vs. GPU work effectively?

How to allow flexibility in possible future CPU:GPU ratio?
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Inference as-a-Service (1aad)

* Heterogeneous computing 1s the
simplest way of running coprocessor

algorithms
O Can be 1nefficient and inflexible in production
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https://docs.nvidia.com/deeplearning/triton-inference-server/user-guide/docs/index.html
https://github.com/triton-inference-server

Inference as-a-Service (1aad)

: : Client (e.g. Athena GPU Server
* Heterogeneous computing 1s the g )
81mpl.est way of running coprocessor Computing Node 5PU Server
algorithms

O Can be 1nefficient and inflexible 1n production
* Inference as-a-Service offloads
coprocessor computation to dedicated

server
O Main advantage: flexibility

O Works best when #CPU/#GPU > 1
O Technology based on NVIDIA Triton
Inference Server (docs, code)

gRPQC

Computing Node
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https://docs.nvidia.com/deeplearning/triton-inference-server/user-guide/docs/index.html
https://github.com/triton-inference-server

Traccc-aaS Implementation

Client GPU Triton Server
CPU

ATLAS to
Traccc butfer

GPU

Device to Host copy conversion
Triton Inference
Server:
Load balancing

( | and data handling

Host to Device copy ATLAS traccc tracking

— reconstruction chain

algorithms on
GPU

Tracece buffer to | PR
ATLAS -

conversion

Triton server deals with inference requests and load balancing while calling the
traccc algorithm
ATLAS (Athena) client deals with conversion and sending / receiving data
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https://github.com/milescb/traccc-aaS/tree/main
https://gitlab.cern.ch/atlas/athena/-/tree/main/Trigger/EFTracking/TracccTritonClient?ref_type=heads

Sources of Latency

Client Node GPU Server

—

gRPC

pa—

Additional latency added (~40ms) by as-a-Service small 1n comparison to

inference and other necessary conversions
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Sources of Latency

1. ATLAS to traccc detector
hit conversion (~100ms)
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Sources of Latency

1. ATLAS to traccec detector

hit conversion (~100ms) 2. Sending 21MB hits buffer
\\
\Client Node v GPU Server
| q
gRPC
Client Node

Legend:
Common to local and remote GPU
As-a-Service additional latency

Additional latency added (~40ms) by as-a-Service small 1n comparison to

inference and other necessary conversions
FastML 2026 M. Cochran-Branson o)




Sources of Latency

1. ATLAS to traccc detector - 3. Processing
hit conversion (~100ms) 2. Sending 21MB hits buffer input hits butfer
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Sources of Latency
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Scaling Performance

NVIDIA RTX 5000 ADA, ODD detector, u =200, traccc v1.6.0

lllllllllllllllllllll

* Testing done with 10 pileup 200 events
on 1 NVIDIA RTX 5000 ADA GPU
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Scaling Performance

NVIDIA RTX 5000 ADA, ODD detector, u =200, traccc v1.6.0

* Testing done with 10 pileup 200 events g e e 3
on 1 NVIDIA RTX 5000 ADA GPU % 140 |-
* Able to load >12 Triton model instances ¢ [
on the same GPU & 120;
O Using #model instances + 2 clients £ ool
§v 80:—
= 60:—
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Number of Triton Model Instances
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Scaling Performance

* Testing done with 10 pileup 200 events

on 1 NVIDIA RTX 5000 ADA GPU
®* Able to load >12 Triton model 1nstances

on the same GPU

O Using #model instances + 2 clients

* Achieve >4x increase 1n throughput vs

single model 1nstance

O With I'Tk geometry: ~2x 1ncrease only
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Scaling Performance

NVIDIA RTX 5000 ADA, ODD detector, u =200, traccc v1.6.0
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* Testing done with 10 pileup 200 events
on 1 NVIDIA RTX 5000 ADA GPU

* Able to load >12 Triton model instances
on the same GPU

O Using #model instances + 2 clients
* Achieve >4x increase 1n throughput vs

single model 1instance
O With I'Tk geometry: ~2x 1ncrease only

* Observe increase in GPU compute to
~100%
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Scaling Performance

NVIDIA RTX 5000 ADA, ODD detector, u =200, traccc v1.6.0

lllllllllllllllllllll

* Testing done with 10 pileup 200 events
on 1 NVIDIA RTX 5000 ADA GPU

* Able to load >12 Triton model instances
on the same GPU

O Using #model instances + 2 clients
* Achieve >4x increase 1n throughput vs

single model 1instance
O With I'Tk geometry: ~2x 1ncrease only

* Observe increase in GPU compute to
~100%

* Triton pipeline demonstrated to also
run on AMD GPUs > 4 6 8 10 12
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Expected deployment setup
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Expected deployment setup

* Backend deployment consists of: -

O Simple service for ingress to point
inference requests to

O Triton Server connects to GPUs

O Metrics monitoring via Prometheus/
Grafana

Kubernetes
Cluster

Clients Triton Backend
NVIDIA Triton
Deployment Inference Server

&

Service
Monitor

Ingress
Service
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Expected deployment setup

* Backend deployment consists of: -

O Simple service for ingress to point
inference requests to

O Triton Server connects to GPUs

O Metrics monitoring via Prometheus/
Grafana

* Clhients live on pods in the cluster
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Expected deployment setup

* Backend deployment consists of: -

O Simple service for ingress to point
inference requests to

O Triton Server connects to GPUs

O Metrics monitoring via Prometheus/
Grafana

* Clhients live on pods in the cluster
* Tested with a CPU-based
demonstrator mimicing HL.-LHC

run hardware

O Ongoing effort to test GPU pipelines
with realistic data-load

Kubernetes
Cluster

Clients Triton Backend NVIDIA Tri
\ riton
Deployment ' Inference Server @g

&

Service
Monitor

.-"/’
= 4 ii _ R

Ingress '-.
Service !
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Challenges and Tentative Solutions

* Per-Event/Run conditions data handling
O Send conditions information along with inference request
O Other solutions: run Athena on the server side as well
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Challenges and Tentative Solutions

Athena loads geometry, dumps

°* Per-Event/Run conditions data handling into shared memory on server

O Send conditions information along with inference request
O Other solutions: run Athena on the server side as well

* Detector geometry synchronization between

client and Server Triton loads geometry object
O Athena starts a process, dumps geometry into server-side trom shared memory
shared memory which 1s then read by Triton

Traccc copies the geometry to

GPU memory
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Challenges and Tentative Solutions

Athena loads geometry, dumps

°* Per-Event/Run conditions data handling into shared memory on server

O Send conditions information along with inference request
O Other solutions: run Athena on the server side as well

* Detector geometry synchronization between

client and Server Triton loads geometry object
O Athena starts a process, dumps geometry into server-side trom shared memory
shared memory which 1s then read by Triton

* Finalization of deployment and stress-testing

demonstrator
Traccc copies the geometry to

GPU memory
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Conclusion

* ATLAS will run GPU tracking for HL-LHC data taking

O Inference as-a-Service offers promising deployment solution
* Triton-based traccc-aaS itegration into production-like environments well
underway

* Demonstrated good use of resources with ~2x scaling for y = 200 events
* Able to get Kubernetes-based runtime environment setup 1n Trigger Data
and Acquisition testing environment
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Conclusion

* ATLAS will run GPU tracking for HL-LHC data taking

O Inference as-a-Service offers promising deployment solution
* Triton-based traccc-aaS itegration into production-like environments well
underway

* Demonstrated good use of resources with ~2x scaling for y = 200 events
* Able to get Kubernetes-based runtime environment setup 1n Trigger Data
and Acquisition testing environment

Full demonstrator to run on prototype EF farm for ATLAS HL-LHC
data-taking expected in less than a year
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Backup
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The NVIDIA Triton Inference Server

* Open source technology that provides a
client/server interface to run algorithms

as-a-oervice (docs, code)
* Flexible to rule-based and ML algs.

O Rule-based require custom backend: C++ and

python version available
0 ML backend 1s already pre-built by NVIDIA for

ONNX, PyTorch, etc.
* Can run on CPU, and both NVIDIA and

AMD GPUs
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Python/C++ Client Library

Model Repository
" [Persistent Volume)

Client application can
directly link to C API Model

Management
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NVIDIA Triton
Inference Server
Per-Model Framework
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Scheduler

Status/Health Metrics Export )
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https://docs.nvidia.com/deeplearning/triton-inference-server/user-guide/docs/index.html
https://github.com/triton-inference-server

Metrics Monitoring

Number of Triton Servers Latency Breakdown Inferences per second (all servers, all models)

= |nference

2 = Queue
General
= Qutput
Number of Triton Servers

deployment stats [

x)
2.5
2
1.5
1
0.5
0

Total (measured at proxy)

13:55 13:53:00 13:54:00 13:55:00 13:56:00 13:57:00

GPU metrics (unused) > GPU Metrics (3 panels)

v Inference Statistics

Inferences per second by server (all models) Inferences per second by model (all servers)

= triton-example-triton-7bd765978f-bnzxj - example
- f_\/ = triton-example-triton-7bd765978f-fgnpd

Inferences per-server
and per-model L

13:53:00 13:54:00 13:55:00 13:56:00 13:57:00

v Network Metrics

Latency by Network Leg Network Throughput by Leg

60 MB/s

= Triton compute = RX client->Envoy

6 ms

= Envoy <> Triton wire 50 MB/s > ree o™ = TX Envoy-client

[ ] , \
N e tWO r l(l ng an d o — Client¢>Envoy wire 40 wms/s = TX Envoy->Triton
e f — Total 30 MB/s = RX Triton->Envoy
\&00000-4—00.0—0—000-4—90—0—000-0-0—0—0—0—00—00—00—0—0-0—0—0—000 .

3ms d

latency breakdowns &

10 MB/s

o e o o e 00 o %o

0B/s
13:53:00 13:54:00 13:55:00 13:56:00 13:57:00 13:53:00 13:54:00 13:55:00 13:56:00 13:57:00

Metrics monitoring via Grafana to monitor throughput, latency, and networking
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