
HEP 2026 – 8 July 2026 Manos Vourliotis

CMS Tracking for the HL-LHC:
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Moving in the HL-LHC era

● The High Luminosity Large Hadron Collider (HL-LHC) will reach an order of 
magnitude larger integrated luminosity:

○ ~3000 fb-1 in just a decade of operation!

⇒ Making possible discoveries for Standard Model, or even beyond it!
● Increasing the luminosity does not

come for free:
○ The number of simultaneous collisions,

pileup (PU), will go up significantly,
reaching up to 200!
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An event recorded by CMS with 206 vertices and 9381 tracks!

https://cds.cern.ch/record/2945596
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HL-LHC tracking

● The price to pay for combinatorial problems is high:
○ Charged particle reconstruction (tracking) will be mostly affected:

■ Figure out the particle tracks out of a “soup” of O(105) hits;
⇒ The denser the cloud, the higher the computational complexity

→ Timing & computing resources scaling superlinearly…
○ The situation is especially bad for online algorithms:

■ Working within a timing budget:
Need to keep up with data-taking…

■ Working within the cost budget
destined for computational resources…

● Computationally efficient solutions
needed for Phase 2 reconstruction!
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An event recorded by CMS with 206 vertices and 9381 tracks!
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HL-LHC ⇒ Phase 2 detectors

● The LHC experiments have been largely redesigned
to handle the increased luminosity.
⇒ The CMS Phase 2 Upgrade!

● The CMS Phase 2 tracker is one of the largest changes:
○ Finer sensor granularity ⇒ More precise hits!
○ Inner Tracker (IT): Densely segmented silicon pixel sensors;
○ Outer Tracker (OT):

Modules w/ 2 closely spaced silicon layers;
⇒ Exciting reconstruction opportunities:

■ Tracking @ L1 Trigger (L1T);
■ Displaced tracking @

High Level Trigger (HLT) → This talk! 

4

https://www.innovationnewsnetwork.com/inside-the-cms-hl-lhc-upgrades-at-cornell-university/27900/
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Tracking in CMS

● Traditionally, the track reconstruction is performed in sequential steps:
○ Track seeding:

Seed track candidates (TCs) built from a subset of tracker layers.
○ Track building:

Seed TCs are completed & extended to final TCs using the full tracker info.
○ Track fitting:

TCs are fitted & the track parameters are extracted.
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Tracking in CMS: Legacy

● Traditionally, the track reconstruction is performed in sequential steps:
○ Track seeding: Legacy pixel tracking;
○ Track building: Combinatorial Kalman Filter (CKF);
○ Track fitting: CKF.

● The legacy tracking config runs 2 iterations of tracking steps:
○ Maximizing tracking efficiency at the cost of seeding fake rate & timing:

■ Full tracking (orange+blue) takes ~50% of the full HLT timing…
■ Able to run only on CPU…
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Legacy = Offline-like reco of Phase  2

https://cds.cern.ch/record/2961608
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Tracking improvements for Phase 2?

● The timing needs to be reduced with modern computational techniques:
○ Heterogeneous computing using GPUs;
○ Parallelized & vectorized algorithms.

● The physics performance needs to remain untouched or even be improved:
○ Machine learning techniques;
○ Extend the probed phase space → Displaced tracks.

● Three algorithms have been implemented to satisfy the above 
requirements:

○ Extended Patatrack algorithm (track seeding);
○ Line Segment Tracking (LST) algorithm (track seeding);
○ mkFit algorithm (track building).
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Tracking in CMS: New

● Traditionally, the track reconstruction is performed in sequential steps:
○ Track seeding: Extended Patatrack + LST;
○ Track building: mkFit;
○ Track fitting: CKF.

● The new tracking config is performed in a single iteration:
○ Implements elements of pattern recognition & selection earlier in the tracking chain;
○ Balance between efficiency & fake rate ⇒ Avoid wasting CPU time in subsequent steps.
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Patatrack in Phase 2

● Patatrack: Heterogeneous, parallelized chain for pixel tracking:
○ Local IT reconstruction (clusters, hits);
○ Seed track creation with a parallelized Cellular Automaton (CA) based algorithm;
○ Track fitting with Broken-Line fit.

● Already implemented for Run 3 HLT track seeding
→ Extended Patatrack for Phase 2 reconstruction:

○ IT + pixels sensors of the first 3 barrel OT layers (≥4 hits in total, ≥2 hits from the IT).

● Additional hits make it possible to:
○ Tighten the fit requirements of tracks;
○ Apply high-purity selection on seed tracks

⇒ Better fake rejection!
● Hardware-agnostic code via Alpaka!
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https://doi.org/10.3389/fdata.2020.601728
https://www.sciencedirect.com/science/article/pii/S0168900206007996
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HEP 2026 – 8 July 2026 Manos Vourliotis

LST

● LST: Heterogeneous, parallelized
algorithm for OT reconstruction:

○ Leverages on OT layer doublets to build
in parallel localized track segments,
progressively extending them:

■ OT-only objects (T4 & T5) ⇒ Displaced tracking!
■ IT-seed tracks + OT objects (pT3 & pT5).

● Cut-based & ML-based selection
criteria to produce TCs with
high efficiency & low fake rate:

● Hardware-agnostic code via Alpaka!
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T3 + T3 = T4

New in 2026!

https://iris-hep.org/projects/lst.html
https://github.com/alpaka-group/alpaka
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Machine learning within LST

● LST employs simple but effective geometric criteria
for the construction of its tracks:

○ Connection maps for modules;
○ Curvature compatibility checks for higher objects.

● Higher level objects
⇒ More info to be exploited for selection:

○ Reaching the threshold where machine learning can do better!
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Machine learning within LST: Selection

● Dedicated DNNs for selecting mid/high-level objects:
○ Using as input the hit info & the kinematics of objects;
○ Exploiting sample upweighting or multiclass techniques to ensure 

good efficiency for displaced objects;
○ Keeping the same efficiency with fake rate reduction;
○ Replacing a series of complicated geometric cuts

⇒ Timing reduction!
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DNN Targets Classifier type Ouput classes

T3 & T4 Multiclass Prompt/Displaced/Fake

T5 & pT3/pT5 Binary Real/Fake

DP-2026-029 (T4s)
DP-2025-048 (all the rest)

https://cds.cern.ch/record/2961685
https://cds.cern.ch/record/2941435/
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Machine learning within LST: Duplicates

● Dedicated DNNs for selecting higher-level objects;
● Embedding DNN for T5–T5 & T5–pLS duplicate cleaning:

○ Representations (embeddings) of tracks in a learned latent space
■ The distance of track (embeddings) is a metric of similarity

⇒ Close-by track embeddings are duplicates!
■ Contrastive loss forces duplicate pairs to be close in the 

latent space & penalizes close-by real pairs
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Embedding DNN architecture

DP-2025-048

Higher efficiency
Lower duplicate rate

Model hyperparameter

https://cds.cern.ch/record/2941435/
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Machine learning within LST: Summary

● Dedicated DNNs for selecting higher-level objects;
● Embedding DNN for T5–T5 & T5–pLS duplicate cleaning.

● Targeted & meaningful additions:
○ Real improvements in physics performance;
○ No timing cost, as inference has been optimized for GPU

→ Raw matrix operations instead of relying on external packages.
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Displaced track acceptance
up to 60 cm thanks to T4s!

DP-2026-029

https://cds.cern.ch/record/2961685
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mkFit in Phase 2

● mkFit: Parallelized & vectorized version of a Kalman Filter algorithm:
○ Parallelization of different events, η regions & z/r- & φ-order groups of seeds;
○ Vectorization using a custom matrix library, Matriplex, optimized for SIMD operations;
○ Simplified detector description to minimize/optimize memory usage.

● Already in production in Run 3 for both online & offline CMS tracking
→ Currently being optimized for the Phase 2 tracker (DP-2025-051).

● Combines extended Patatrack + LST
inputs w/ info from the full tracker
⇒ Reduce fake rate;
⇒ Improve final tracks quality.
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https://arxiv.org/abs/2006.00071
https://cds.cern.ch/record/2814000
https://cds.cern.ch/record/2941438
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● Legacy track seeding has fake rate as high as 80%
⇒ Lots of tracks to be processed downstream

⇒ High timing cost…

● Patatrack reduces the fake rate to <10%
⇒ Much less work for the downstream algorithms!

● LST adds displaced tracks for |η| < 2.5 at the cost 
of only ~5% fake rate increase

○ Displaced tracks are harder to reconstruct;
○ Still overall fake rate reduction by 1 order of magnitude!

Why is a new seeding strategy needed?
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What about the final tracks?

● Efficiency & fake rate:
Tight selection criteria have to be applied after the 
legacy track building/fitting to reduce the fake rate:

○ The early application of quality criteria in the new tracking config 
greatly improves the results of the track building step:

■ Similar efficiency as legacy;
■ Reduced fake rate for the majority of the phase space!

● Track resolution:
mkFit produces tracks with similar quality as legacy:

○ Equivalent pT & dxy resolution for most of the phase space,
better in the endcaps.
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● Timing comparison of different reconstruction modules:
○ Replacement of Legacy pixel algorithm with the Extended Patatrack algorithm

+ Removal of one track seeding iteration
⇒ “Pixels” timing reduced by 6% on CPU;
⇒ “Pixels” timing reduced by 93% on GPU.

○ Replacement of CKF algorithm with LST+mkFit algorithms
+ Removal of one track building iteration
⇒ “Tracking” timing reduced by 35% on CPU;
⇒ “Tracking” timing reduced by 64% on GPU.

● In the new tracking config, track fitting is one
of the most time-consuming “Tracking” steps:

○ 23% on CPU;
○ 42% on GPU.

Full HLT menu 
on a single 
logical core

DP-26-026

8.5 s

Timing improvement details

19

7.7 s

5.6 s

https://cds.cern.ch/record/2961608
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Introducing the mkFit fit

● mkFit can be used for the track fitting task after 
the mkFit track building task:

○ Each track is fitted:
■ Inside – out (forward);
■ Outside - in (backward).

○ The algorithm runs in parallel over tracks with the same 
number of hits:

■ Adds the nth hit to each track of the group ⇒ 
Vectorization is implicit by using the matriplex 
library in the Kalman operations.

○ Outlier hits can be removed based on the χ2 for the 
forward and backward pass:

■ If an outlier is removed, the track is fitted again.
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mkFit fit: physics performance

● mkFit fit has comparable physics ouput as the CKF fit:
○ Simpler outlier rejection leads to slightly higher efficiency at higher displacements at the 

cost of slightly higher fake rate;
○ Resolution for pT & impact parameter has some variation in differents parts of the tracker.

● Further studies & tuning ongoing for fully satisfactory physics performance!
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mkFit fit: timing improvements

● The parallelization and vectorization within mkFit speeds up the final fit:
○ 71% relative time reduction for the fit itself

■ Even taking into account format conversion costs!
○ The fitting time becomes comparable to building time

■ Does not dominate the tracking time anymore!

● The timing speed up is obvious even in the full tracking time (up to 32%)!
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Track building Fitting + 
Conversion

Full tracking
(with GPUs)

Full tracking
(with CPUs)

CKF final fit
92 ms

318 ms 708 ms 1687 ms

MkFit final fit 92 ms 484 ms 1456 ms

Reduction 71% 32% 14%

DP-2026-031

https://cds.cern.ch/record/2961687
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LST as an ML enabler

● The idea of an end-to-end ML pipeline for tracking is not 
new:

○ E.g. ATLAS has been working on a GNN for tracking for almost a 
decade now;

○ Creating the graph from the tracker hits has been one of the timing 
bottlenecks in the procedure.

● In CMS, LST effectively creates such graphs by building its 
objects (T3s, T5s, etc.)...

○ … and it only takes a couple of ms.

● Idea:
What if we used LST objects as input to advanced ML 
methods to speed up/facilitate/improve the tracking 
reconstruction of higher level objects?

○ Utilize LST as an enabler for transformer-based tracking!
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Tracking with Transformer OC

● Core principle:
Use LST T3 objects as input to a transformer 
model that ultimately pulls together/apart T3s 
from the same/different particles.

○ This is possible using Object Condensation (OC) through 
the condensation charge: 

● The output is the βi and the coordinates in the 
embedding space of each T3:

○ Use βi as a discriminating variables for fakes.

● Use a clustering algorithm in the embedding 
space to put sets of T3s together
⇒ Effectively building longer tracks!
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Pulls T3s from the
same particle together

Pushes away T3s from 
different  particles

Pushes away fake T3s

(Relative) coordinates & 
angular relations of hits

Currently a standalone 
implementation in PyTorch,

with inputs saved to disk.

DP-2026-030

https://link.springer.com/article/10.1140/epjc/s10052-020-08461-2
https://cds.cern.ch/record/2961686
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Tracking with Transformer OC
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DP-2026-030

● Core principle:
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Performance of Transformer OC tracking

● Tracks from the Transformer OC tracking are 
compared to longer objects from LST (T5s):

○ Lower efficiency & fake rate for objects with ≥5 layers;
○ Comparable/higher efficiency & lower fake rate for objects 

with ≥4 layers;

⇒ Encouraging physics performance results!

● Computing performance under study:
○ Main bottleneck currently: DBScan
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Duplicate rate ~0

DP-2026-030

https://cds.cern.ch/record/2961686


HEP 2026 – 8 July 2026 Manos Vourliotis
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Summary

● The new Phase 2 tracking baseline (Extended Patatrack + LST + mkFit) meets the HL-LHC 
challenge:

○ Physics performance:
Order of magnitude lower fake rate & extended acceptance for displaced tracks up to 60 cm;

○ Computing performance:
Similar efficiency & resolution to legacy tracking, with up to 33% faster full HLT reconstruction on GPU.

→ The mkFit fit further speeds up the fitting step by up to 71%, matching the CKF fit physics performance.

● Machine learning is embedded in the new baseline, improving the physics performance 
at no timing cost:

○ DNNs for LST object selection & embedding-based duplicate cleaning.

● LST is opening the door to transformer-based tracking via Object Condensation in CMS:
○ Encouraging efficiency & fake rate compared to LST T5s, with computing performance studies ongoing.

● Looking to the future, we continue validating & tuning the new baseline, while exploring 
advanced ML methods tracking to extend the physics reach even further!
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Backup
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Physics performance metrics
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● A reconstructed track is marked as matched to a simulated track if >75% of its hits are associated to this 
simulated track. If this is not the case, the reconstructed track is marked as a misidentified (fake) track.

● The following performance metrics are considered:
○ The tracking efficiency is defined as the fraction of simulated tracks associated to at least one reconstructed track.
○ The tracking fake rate is defined as the fraction of misidentified reconstructed tracks.
○ The tracking duplicate rate is defined as the fraction of reconstructed tracks matched to a simulated track that is matched with 

multiple reconstructed tracks.
○ The resolution is defined as the width of the Gaussian curve fitting the distribution of the parameter response.

● Only simulated charged particles originating from the signal (hard scattering) vertex are used for the 
efficiency and resolution computations. The selection applied to the simulated tracks is explicitly mentioned 
in each plot. Apart from the simulated track transverse momentum (pT) and pseudorapidity (η), also the 
radial (longitudinal) displacement from the detector center, r (z), is used in the selections.

● For the fake and duplicate rate computations, all simulated tracks are used, independently of the vertex they 
originate from.

● The performance is measured using a simulated tt̅ sample with 200 PU at √s = 14 TeV, for the upgraded 
Phase-2 detector geometry. The sample has been produced with the standard CMS simulation, i.e. the 
detector conditions are simulated with no module failure.
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Why is a new seeding strategy needed?

● The fake rate reduction comes with a cost of 
efficiency for Patatrack:

○ Around 5% loss for prompt tracks;
○ Up to 25% loss for moderate displacements (r < 10 cm)

→ Due to selections based on beamspot constraints.

● The addition of LST OT-only seeds:
○ Increases the prompt track efficiency;
○ Extends tracking acceptance up to 60 cm!

● For prompt tracks, legacy seeding has higher 
efficiency than the new seeding config

○ Things are about to change for the final tracks, as its high 
fake rate needs to be tamed…
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Computing setup & overall timing gains

● The computing target for Run 4 of CMS Phase 2 HLT:
50-50 split of processing power between CPU and GPU

○ Achieve this on current hardware with 8 parallel jobs, each with 16 threads & 16 streams, on:
■ 2 NVIDIA T4 GPUs;
■ 1 AMD EPYC “Milan” 7763 CPU with 128 cores (64 physical cores × 2 logical cores).

○ All timing numbers are given “per logical core” (HS23 ~ 18).

● Time reduction wrt. the legacy tracking config:
○ Running the new tracking config on CPU

⇒ Faster by 9% in the overall HLT reconstruction timing
● From algorithmic optimizations & the removal of the 2nd tracking iteration!

○ Running the new tracking config on GPU
⇒ Faster by 33% in the overall HLT reconstruction timing

● Additional speed-up from offloading algorithms to GPUs!
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https://cds.cern.ch/record/2759072
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Overview of the fitting code

Input: track collection from mkFit building
→ Each track has the state at the innermost 

hit & the hit collection

1. Group tracks by number of hits;
2. Fit in parallel over NN tracks by adding 

the nth hit in parallel to all the group of 
NN tracks;

3. Remove outlier hits based on a simple χ2 
selection;

4. Regroup tracks that have had hits 
removed; 

5. Second fit without outliers
→ Final parameters updated for tracks with 

outliers removed;
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pT> 1 GeV 

● χ2 fwd + χ2 bkwd> 20 &&
● χ2 fwd > 8  &&
● χ2 bkwd > 8

pT< 1 GeV 

● χ2 fwd + χ2 bkwd> 15 &&
● χ2 fwd > 7  &&
● χ2 bkwd > 7

Simple outlier rejection criteria
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CKF description of outlier rejection from arXiv:1405.6569:

“One uses the measured residual between a hit and the track to reject hits 
whose χ2 compatibility with the track exceeds a configurable threshold (20 
for Iterations 0–4 and 30 for Iteration 5). While a χ2 requirement of 30 on 
each hit is already applied during track finding, the outlier rejection criterion 
provides a more powerful restriction as it uses information from the full fit. 
The other method calculates a probability that a pixel hit is consistent with 
the track, taking into account the charge distribution of the pixel hit, which 
generally comprises several pixel channels. [...] After removing the outlier, the 
track is again filtered and smoothed and another check for outliers is made. 
This continues until no more outliers are found.”

https://arxiv.org/abs/1405.6569

