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ALICE in Run 3

» No trigger but continuous readout
+ Storing all Pb—Pb collisions to access low S/B
« Collisions overlapping in drift detectors
« Recording time frames of 2.8 ms ¢
+100x more collisions > need online
> GPUs speed up online (an

- Overlapping events in TPC with realistic bunch structure @ 50 kHz Pb—Pb.
- Tracks of different collisions shown in different colors.
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GPU usage in ALICE in the past Ui

ALICE

* ALICE has a long history of GPU usage in the online systems, and since 2023 also for offline:

2010 2015 Today
64 * NVIDIA GTX 480 in Run 1 180 * AMD S9000 in Run 2 2800 * AMD MI50/MI100 in Run 3

Online TPC tracking Online TPC tracking Online and Offline barrel tracking

Run 3 online computing farm:
- EPN (Event Processing Nodes)
- 350 Servers, 2800 GPUs, 25000 CPU cores
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ALICE Run 3 Online and Offline Processing Scheme

ALICE
*  Online processing totally dominated by the TPC -~ ~ 1|
. *  Full TPC processing runs on GPU
Batd Imksectors 3.5 TB/s * 1 AMD MI50 GPU replaces ~80 CPU cores (AMD Epyc 7452)

— » Data transfer, postprocessing, etc. fully pipelined
Readout nodes R~

-~ 100% GPU utilization
<900 GB/s ’

I
I
I
I
I
Online *  Full GPU speedup available in online processing :
I
I
I
I
I
I

S § - Clusterization / compression 2% * In operation since beginning of Run 3
% 2 - Event building 5%
S g) - Calibration / reconstruction a g Online reconstruction (50 kHz Pb—Pb, MC data, no QA / calib)
| £ J L ~130 GB/s
" o . TPC Processing (Tracking, Clustering, Compression) ~ 99.37 %
-l £ Disk buffer EMCAL Processing 0.20 %
§ 8 = B ITS Processing (Clustering + Tracking) 0.10 %
2 ™ Offline o g TPC Entropy Er?coder 0.10 :A)
(O) c - Reprocessing Wlth fu” g g ITS-TPC MatChlng 0.09 %
z é calibration Ao MFT Processing 0.02 %
w - Full reconstruction Compraa TOF Processing 0.01 %
TOF Global Matching 0.01 %
Reconstructed Data~<_ > \ Raw Data PHOS / CPV Entropy Coder 0.01 %
Permanent storage ITS Entropy Coder 0.01 %
Rest 0.08 %

Relative CPU time (linux cputime) with full processing on CPU
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ALICE Run 3 Online and Offline Processing Scheme

ALICE

Data links from detectors 3.5 TB/s
@

Readout nodes

Run 3 computing farm
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Online
- Clusterization / compression
- Event building
- Calibration / reconstruction

=

Disk buffer

==
Offline
- Reprocessing with full

<900 GB/s
(=]

During
Data takin

(9]

calibration
- Full reconstruction

Compressed

Reconstructed Data v

N/ Raw Data

Permanent storage
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+ Offline processing much more heterogeneous
«  TPC significant (50% - 60%), but not fully dominant

* Should use GPUs al,'s\é*w\hen no beam in LHC for offline
 Baseline: TPC tracking oﬁﬁl?U for offline reconstruction

1
1
1
1
1

Offline processing'
(650 kHz pp, 2022, no Calofrimeters)

ITS TPC Matching 6.13 %
MCH Clusterization 6.13 %
TPC Entropy Decoder 4.65 %
ITS Tracking 4.16 %
TOF Matching 412 %
TRD Tracking 3.95 %
MCH Tracking 2.02 %

0.88 %
4.00 %
2.32%

AOD Production
Quality Control
Rest

David Rohr, drohr@cern.ch

- In operation since 2023 on EPNs\

~
~
~
N
~
N
~

Offline processing
(47 kHz Pb—PY, 2024)

TPC Processing (Tracking) ~ 52.39 %
ITS Tracking 12.65 %
Secondary Vertexing 8.97 %
MCH 5.28 %
TRD Tracking 4.39 %
TOF Matching 2.85 %
ITS TPC Matching 2.64 %
Entropy Decoding 2.63 %
AOD Production 1.72 %
Quality Control 1.64 %
Rest 4.84 %
4
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ALICE GPU Offline Processing on EPNs since 2023

HLICEI
*  90% of EPN compute power in GPUs. (depends on workload, 90% measured in TPC online processing)
« EPN limited to ~10% of performance with CPU-only code, up to ~10x speedup possible with GPU.
 Since 2023, TPC offline reconstruction on GPU:
* Offloads 50% - 60%, still CPU-bound, high GPU idle time (> 66%).
- 60% of compute load removed, 40% remain, possible speedup 2.5x.
Offline processing Offline processing
(650 kHz pp, 2022, no Calorimeters) (47 kHz Pb-Pb, 2024)
TPC Processing (Tracking) 61.41 % TPC Processing (Tracking) ~ 52.39 %
ITS TPC Matching 6.13 % ITS Tracking 12.65 %
MCH Clusterization 6.13 % Secondary Vertexing 8.97 %
TPC Entropy Decoder 465% MCH 5.28 %
ITS Tracking 4.16 % TRD Tracking 4.39 %
TOF Matching 4.12 % TOF Matching 2.85%
TRD Tracking 3.95 % ITS TPC Matching 2.64 %
MCH Tracking 2.02 % Entropy Decoding 2.63 %
AOD Production 0.88 % AOD Production 1.72 %
Quality Control 4.00 % Quality Control 1.64 %
Rest 2.32% Rest 4.84 %
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ALICE GPU Offline Processing on EPNs since 2023

ALICE_
*  90% of EPN compute power in GPUs. (depends on workload, 90% measured in TPC online processing)
« EPN limited to ~10% of performance with CPU-only code, up to ~10x speedup possible with GPU.
 Since 2023, TPC offline reconstruction on GPU:
* Offloads 50% - 60%, still CPU-bound, high GPU idle time (> 66%).
- 60% of compute load removed, 40% remain, possible speedup 2.5x.
* Can split the EPN server in different ways
y ; P Offline processing Offline processing
Allows for different nur.nt.)er of pa.rallel 9ff||ne jobs (650 kHz pp, 2022, no Calorimeters) (47 kHz Pb—Pb, 2024)
e oSS = feendlrations (seelater)
e i Sl TPC Processing (Tracking) 6141 % TPC Processing (Tracking) ~ 52.39 %
i 13 % ITS Tracki 12.65 9
Configuration Time per TF Time per TF :\-/II-CS:I:IHZI(I: I\{[Iat.chltr?g 2 12 ;’ S S rzc m\% rtexi 8 g? ;’
(2022 pp, 650 kHz) (11ms TF, 1 instance) | (11ms TF, full server) usterization -19 7 Seconaary vertexing =70
TPC Entropy Decoder 465% MCH 5.28 %
CPU 8 core 76.91s 4.81s |TS Tracking 4.16 % TRD Tracking 4.39 %
CPU 16 core 34.18s 4.27s TOF Matching 4.12 % TOF Matching 2.85%
TRD Tracking 3.95% ITS TPC Matching 2.64 %
L L9 ) CarEE L 0E 1835 MCH Tracking 2.02% Entropy Decoding 2.63 %
1 NUMA domain 3.5s 1.70s  AOD Production 0.88 % AOD Production 1.72 %
(4 GPUs + 64 cores) Quality Control 4.00 % Quality Control 1.64 %
Achieved exactly expected speedup Rest 2.32% Rest 4.84 %

Factor 2.51, matches precisely offloading 60%
26.5.2026 David Rohr, drohr@cern.ch 6
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Improve GPU usage for Offline processing

+ Offloading more processing steps to GPU:

+ Baseline scenario: TPC tracking on GPU (also offline): 50% - 60% of workload.
— Called baseline since TPC GPU online processing mandatory, comes as synergy effect for offline on EPN GPUs.
*  Optimistic scenario: Move full barrel tracking to GPU: 80% of workload.
— Unlikely to offload 90% (not all tasks fully efficient on GPU), 80% should yield close to full GPU utilization.

— 80% would allow for 5x throughput increase.

 Leveraging GPUs also on the GRID
*  Meanwhile, some GRID sites have GPUs.

*  We are wasting available compute resources
when not using them!

Full Barrel Tracking:
~80% of workload

26.5.2026

Offline processing

Offline processing
(650 kHz pp, 2022, no Calorimeters)

(47 kHz Pb—Pb, 2024)

~ TPC Processing (Tracking) TPC Processing (Tracking) ~ 52.39 %
ITS TPC Matching 6.13 % ITS Tracking 12.65 %
MCH Clusterization _—
MCH 5.28 %

ITS Tracking TRDTracking ~ 439%
TOF Matching TOF Matching 2.85 %

_ TRDTracking ITSTPC Matching ~ 264%
MCH Tracking 2.02 % Entropy Decoding 2.63 %
AOD Production 0.88 % AOD Production 1.72 %
Quality Control 4.00 % Quality Control 1.64 %
Rest 2.32% Rest 4.84 %
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Improve GPU usage for Offline processing %

ALICE

+ Offloading more processing steps to GPU:
+ Baseline scenario: TPC tracking on GPU (also offline): 50% - 60% of workload.
— Called baseline since TPC GPU online processing mandatory, comes as synergy effect for offline on EPN GPUs.
*  Optimistic scenario: Move full barrel tracking to GPU: 80% of workload.
—  Unlikg 2 ici 2
- 80%1{ * Important difference to online:
*  Throughput is the important metric

g9
» Leveraging * Pure GPU “speedup” irrelevant without 100% GPU utilization 4
L ks + If GPU has idle time > CPU-bound eotine
) vaheeirﬁ(;’;" . Only way to speed up: Offload more tasks to GPU T

* Online: CPU must be fast enough to fully load the GPU

. c = - 5.28 %
* Incoming time frame rate defined from outside

« Offline: Aiming for constant 100% CPU utilization 2.85 %
* Process time frames as fast as necessary to reach 100% load TM
 But keep memory constraints in mind! 1.72 %

Quanty Control 4700 7% JUualty Contror 1.64 %
Rest 2.32% Rest 4.84 %

26.5.2026 David Rohr, drohr@cern.ch 8


mailto:drohr@cern.ch

CPU process multiplicities

DPL runs 1
process per
Task.

All tasks in
the processing
graph must
have similar
throughput!

Multiplicities
for multiple
instances of
tasks set
manually.

Must be tuned
depending on
SW version,
IR, hardware,
etc.

26.5.2026

Synchronous processing

DPL workflow
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Input goes to
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CPU process multiplicities

DPL runs 1
process per
Task.

All tasks in
the processing
graph must
have similar
throughput!

Multiplicities
for multiple
instances of
tasks set
manually.

Must be tuned
depending on
SW version,
IR, hardware,
etc.
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Synchronous processing
DPL workflow

inteenal-dpl-clock

internal-ghl-clock b=

Input goes to
interleaved memory

-

i tstpe-track-mateher_ta
T

Online per NUMA Domain:
7 TPC ITS matchers
7 TPC ANS encoders
3 ITS decoders

: B | |, 1pC trackers (4 GPUSs)

itstpe-track-matehar_ts —
—

On top: number of threads
for internal multi-
threading of many tasks

-track-mstcher._

-track-mstcher_t:

David Rohr,



mailto:drohr@cern.ch

CPU process multiplicities U

HLICE‘

* No big problem online (fixed hardware, few tasks with multiplicities)
» Trivial for 8-core queues on the GRID with 1 setting: 5 threads for TPC tracking Offline on EPNs:
* But really complicated offline on the EPNs! * 4 TPC trackers

- Settings for pp: * 2 Muon Matchers

«  Totally different settings for Pb—Pb. i ieo‘g)g‘::zszgexers

+ Changes with SW version, IR, data taking conditions, what runs on GPU, etc.. . 5TRD Trackers

+  Cannot trivially scale with CPU cores: some 1s will become 2s, but not all. « 8 TOF Matchers

* Must smoothen TF publishing rate, otherwise produces wave-like load pattern in graph.| « 12 Muon Clusterizers
«  Multiplicities were tuned individually for the 4 cases in CPU to GPU comparison. * 6 MCH Trackers

* 6 TPC CTF Decoders

* 12 ITS Trackers
12 ITS TPC Machers
2 ITS Clusterizers

26.5.2026 David Rohr, drohr@cern.ch 11
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Improving offline GPU usage — Optimistic Scenario I

+  Work on moving the full barrel tracking to GPU is ongoing:
+ Baseline scenario with only TPC tracking in operation since 2023: 2x - 2.5x throughout increase on EPNs (white labels).
*+ TPC track model decoding moved to GPU in 2024 for ~3% speedup (LHCP 2024 talk).
* ITS tracking on GPU commissioned end of 2025 for 26% speedup (Upcoming CHEP 2026 talk).
* Next important milestone: TPC ITS matching as central task, will allow full GPU processing without data transfer.

=D
removal
Part of baseline
>{thatie |

TPC Cluster TPC Track > TPC Track -
Finding Finding Merging

Working
In commissioning

Work in progress c GPU .
Under study Ccc,;rrr‘::::ents: GPU API Framework m Material Lookup

26.5.2026 David Rohr, drohr@cern.ch 12
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Improving offline GPU usage — GPUs in the GRID

* In 2026, first successful test run at Perimutter HPC cluster at NERSC in the GRID (NVIDIA A100 GPUs).
+ Similar configuration as on EPNs: 64 CPU cores, but 1 * A100 instead of 4 * MI50 GPU.
* GPU performance difference irrelevant, as long as workflow CPU-bound.
« A100 GPU around 2x the speed of MI50
*  Both for TPC and for ITS
- 4 * MI50 on EPNSs 2x the speed of A100 at NERSC
- But: Does not mean EPNs are faster than NERSC, if both workflows are CPU-bound.
— EPNSs simply have more GPU idle time.

TF Time EPN MI50 [s]

0 1 2 3 4 5 6
TF Time NERSC A100 [s]
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Improving offline GPU usage — GPUs in the GRID

* In 2026, first successful test run at Perimutter HPC cluster at NERSC in the GRID (NVIDIA A100 GPUs).
+ Similar configuration as on EPNs: 64 CPU cores, but 1 * A100 instead of 4 * MI50 GPU.
* GPU performance difference irrelevant, as long as workflow CPU-bound.

« Similar plot showing GPU throughput of EPN node vs NERSC node.
* As expected, EPNs 2x faster, but this does not materialize in JOB times, since both are CPU-limited!

T T T
GPU Throughput TPC, NERSC (1 *A100) -+
GPU Throughput TPC + ITS, NERSC (1 *A100)
25 GPU Throughput TPC, EPN (4 * MI50) N
2
w
N 15
'—
1 2o
05

0 1x107 2x107 3x107 4x107 5x107 6x107
TF Size (Number of TPC Clusters)
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Improving offline GPU usage — GPUs in the GRID

* In 2026, first successful test run at Perimutter HPC cluster at NERSC in the GRID (NVIDIA A100 GPUs).
+ Similar configuration as on EPNs: 64 CPU cores, but 1 * A100 instead of 4 * MI50 GPU.
* GPU performance difference irrelevant, as long as workflow CPU-bound.
+ Demonstrate that GPUs are no bottleneck:
*  Workflow limits maximum number of time frames in flight, for memory constraints.
*  Full GPU utilization filling the pipeline, with max number of TFs in flight becomes CPU-bound with large GPU idle times.

— Reaching max number of TFs in flight takes longer at NERSC, 1 * A100 slower than 4 * MI50.
From here CPU-bound

100 T T
F: + GPU Idle Time NERS

90

80

70

60

50

40

GPU Idie Time [%]

30
20
10

0

0
TFId [au]
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Improving offline GPU usage — GPUs in the GRID

In 2026, first successful test run at Perimutter HPC cluster at NERSC in the GRID (NVIDIA A100 GPUs).
+ Similar configuration as on EPNs: 64 CPU cores, but 1 * A100 instead of 4 * MI50 GPU.
* GPU performance difference irrelevant, as long as workflow CPU-bound.
Demonstrate that GPUs are no bottleneck:
*  Workflow limits maximum number of time frames in flight, for memory constraints.
*  Full GPU utilization filling the pipeline, with max number of TFs in flight becomes CPU-bound with large GPU idle times.

— Reaching max number of TFs in flight takes longer at NERSC, 1 * A100 slower than 4 * MI50.

From here CPU-bound

100 T T
F: + GPU Idle Time NERS

* Vendor-agnostic approach by ALICE enables
flexible usage of different GPU types

+ E.g. AMD MI50 / MI100 on EPNs, NVIDIA A100 at NERSC

g
» GPU Processing on the GRID quite transparent % zz
* GRID job submission must request GPU (CHEP2026) S
* One variable specifies site configuration for GRID job: 8 30
—  Which GPU backend to load (NVIDIA, AMD, ...) 20

— CPU process multiplicities (64 core v.s. 16 core)

0
TFId [au]
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Conclusions %

ALICE

* ALICE is using GPUs heavily for online and offline processing
* GPUs inthe HLT in Runs 1 and 2
* Full online processing (>99% of workload) on GPUs since beginning of Run 3.
— 1 MI50 GPU replaces ~80 AMD CPU cores.
+ Since 2023, TPC offline reconstruction on GPUs (throughput on EPN servers increased by 2x to 2.5x)
— Aiming to move full barrel tracking to GPU, hoping for 5x speedup.
— TPC CTF decoding offloaded in 2024 for 3% improvement.
— ITS tracking offloaded in 2025 for 26% improvement.
* In 2026, offline processing running at HPC GRID site Perimutter at NERSC with NVIDIA A100 GPUs.
— 1 A100 GPU enough to process the GPU workload and keep up with 64 CPU cores.
*  For offline, throughput increase is important, not pure GPU speedup!
* Aslong as CPU-bound, speedup defined by fraction of workload that is offloaded to GPUs.
* Tuning of CPU process multiplicities depends on many factors: CPU v.s. GPU performance, software version, IR.
* Complicates deployment since sites need different multiplicity factors.

« Inflexible configuration requires manual tuning.
* Automatic scaling of process multiplicities based on bottlenecks desirable, possible multi-threading not multi-processing.

26.5.2026 David Rohr, drohr@cern.ch 17
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