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GPU usage in ALICE

● During data taking, ALICE employs up to 2800 GPUs

○ 2240 AMD MI50

○ 560 AMD MI100

● Live GPU reconstruction for calibration and compression

● When resources are available, the online GPU farm is used to process async pass

● Working for having GPUs jobs on the GRID

● Time Projection Chamber (TPC) detector accounts for 99% of GPU processing 

time during online pass → critical software routine
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GPU TPC routine

● Timeline of GPU execution of TPC processing

● Each line is a GPU stream

● Each box the execution of a kernel
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GPU TPC routine

● Steps with single kernel execution
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GPU TPC routine

● Steps with concurrent kernels execution

● Some kernels executed multiple times
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Launch bounds integration

● ALICE's computing software O2 employs launch bounds for its kernels

○ Per-kernel compiler hint

○ Specifies max threads per block

○ Optionally specifies min blocks per Streaming Multiprocessor (SM)

○ Guides register usage per thread and occupancy compiler decisions

● At runtime O2 launches kernels with:

○ The same block size indicated in the launch bounds

○ Grid size equal to min blocks/SM * SM count

○ Thus compiler hints are always enforced at runtime
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RunTime Compilation (RTC)

● Since 2025, O2 can use RTC

● Recompiles GPU code (HIP/CUDA) at runtime to apply targeted optimizations

● Replaces constant config values with constexpr → better compiler optimization

● Dead code removal: e.g. TPC V/M shape correction disabled during online 

processing

● Run on hardware not targeted at original compile time

● Compile-time parameters become runtime

● Can load optimal constants & launch bounds for the actual runtime GPU

● How to obtain these optimal parameters?
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TPC GPU timeline

~50 parameters to tune

● Block and grid size (thus launch bounds) for kernels

● Constants for algorithms

● Static shared memory allocation
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TPC GPU timeline

● Concurrent kernels share GPU resources (registers, shared memory, SM 

occupancy)

● Tuning one kernel affects the others → parameters are coupled

● Global optimum ≠ sum of per-kernel optima
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TPC GPU timeline

● Kernels that never run concurrently are independent

● Their parameters can be tuned in isolation

● Reduces the effective search space significantly
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Step view

● Partition the application into ensembles of concurrently running kernels = steps

● Steps are independent → tune each step in isolation

● Reduces ~50 global parameters to smaller, decoupled subsets

● Tune based on what? How to navigate in the search space?
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Tuning metric

● GPU profiler extracts step timings transparently

○ For Nvidia: Nsight Systems

○ For AMD: rocprof

● Flags combination and scripting allows to dump a json/csv 

representation of the execution timeline

● To extract step duration:

1. Collect start & end timestamps of all kernels in the step

2. Take earliest start and latest end timestamp

3. Compute difference → step duration
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How to navigate the sea of parameters
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● Use Optuna [1] with TPE (Tree-structured 
Parzen Estimator)

● Bayesian optimization: builds a 
probabilistic model from past trials

● Samples next candidate where good 
results are more likely

● Finds good regions fast, without 
exhaustive grid search

● Optuna narrows the search over 
iterations toward the optimum
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Optimization - startup

1. Query GPU constants and limits:

warp size, max threads / SM, registers / SM, 

shared mem / SM  & block, max blocks / SM

2. Define parameters range

a. Block size: typically from warp size to 20 * warp size

b. Min blocks/SM: sampled as fraction of SM capacity ∈ [0, 1]

c. Algorithm constants: booleans to fixed ranges
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Optimization - loop

1. Sample parameters from Optuna study

2. RT-compile with sampled parameters; launch bounds set to:
a. max_block_size = block_size_sample 

b. min_blocks_per_sm = 1 

3. Inspect fatbins files to query kernels resource usage

4. Compute max_blocks_per_sm based on resource constraints
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Optimization - loop

5. Re-compile via RTC with final launch bounds:

a. max_block_size = block_size_sample 

b. min_blocks_per_sm = sm_fraction × max_blocks_per_sm 

6. Benchmark: measure tuned step duration

7. Report result to Optuna

8. Go to 1. for next trial
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Independent steps: tune together

● Steps are independent → they can be tuned in parallel

● One Optuna study per step, run in parallel

● Per iteration: single RTC pass (all studies' parameters gathered at once)

● Single benchmark run → distribute step durations to respective studies

● Efficiently optimize the full application in one shot

● No redundant compilations or runs, as multiple steps are handled simultaneously
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Example of convergence towards optimum

Step with 2 parameters (single kernel) Step with 18 parameters (concurrent kernels)
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Tuning results
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Tuning generalisation: Nvidia
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Tuning generalisation: AMD
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Conclusions

● Developed automated tuner for GPU kernels

● ALICE is now able to generate a set of optimal parameters per GPU and per 

experiment conditions (beam type, interaction rate)

● Production GPUs saw up to 10% gain with tuned parameters

● Thanks to RTC can load optimal parameters at runtime

● Tuner will be used to fairly evaluate GPUs across different systems

○ GPU benchmarking

○ Future hardware purchases (Run 4)

● Github repo
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https://github.com/cima22/O2GPU-autotuner
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https://optuna.org

