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The Analysis Framework for Run 3

Analysis Framework

Online-Offline Software Framework (𝐎𝟐) 

– Handles online & offline reconstruction, 

calibration, simulation, analysis

- Dedicated analysis layer O2Physics

Hyperloop Train System – Allows for 

organised analysis on the GRID and

Analysis Facilities, offering abstracted 

use of the ALICE Grid infrastructure 

(AliEn).

- See here for more information on O²

- See here for more information on the analysis layer

Run 3 upgrades

❑ 50 kHz interaction rate for Pb–Pb, continuous 

readout → ~100× more data than Run 2

❑ Legacy computing model was not built for this scale 

and was redesigned from the ground up, deployed 

during LS2
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https://alien.web.cern.ch/
https://aliceo2group.github.io/docs/
https://aliceo2group.github.io/analysis-framework/
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Wagon Test
𝐎𝟐 analysis workflows, known as wagons, are enabled on a 

dataset to trigger a wagon test.

Tests ensure that workflows are valid and provide resource 

estimates for running over the whole data sample.
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Hyperloop - Core concept
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Train 

Composition

Train 

test

Individual 𝐎𝟐 analysis workflows - known as wagons - are 

combined into trains to run over the data together.
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A train is composed from 

enabled wagons. Hyperloop 

attempts to combine multiple 

wagons into one train. 

A train test is automatically 

started after composition.

Core 
concept
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Hyperloop - Core concept



Wagon TestWagon Test
Wagon Test

Wagon1 Wagon2 Wagon4Wagon3

D

A

T

A

S

E

T
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Train 

Composition

Submission
Train 

test

Train Operators

Individual 𝐎𝟐 analysis workflows - known as wagons - are 

combined into trains to run over the data together.

Grid

/

Analysis

Facilities
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Hyperloop - Core concept
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Test

Wagons & Tests
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• Collaborative - Wagons are shared between multiple 
users

• Derived data - Specify if any output should be saved 
for input in future trains / local processing 

• Core service dependencies - Shared dependencies 
(event selection, track selection) → only run the tasks 
once per train

• Full Bookkeeping - every configuration is saved 
forever

• Tests run locally on 60 core machine

• Test result graphs (memory, CPU) per 
analysis task

• Resource predictions for full train
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• Most trains automatically composed at 

scheduled times (specified per dataset)

• Staged submission for large (> 200 TB) 

data samples – run first on a subset before 

getting approval to run on bigger dataset

• Automatic merging of results

CHEP 2026



System Monitoring & Operation
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• System operated 24/5 by the institutes:

• US Cluster 

• Europe (Münster, Pavia / Brescia)

• India (NISER)

• Shift-style support through dedicated 

Mattermost channel for user requests and 

issues

Operation

• Dashboard page – Live & historical system status

• Job error observability over all trains – identify 

problematic files, code, or Grid sites.

• Daily automated test trains for new O² builds →

check for issues & monitor performance over time

Monitoring
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Enhancing efficiency – ‘Pipelining’ 

An analysis workflow consists of multiple ‘devices’, communicating via 

shared memory. 

O² Analysis framework 

• O² workflows consist of individual single-

threaded devices (UNIX processes) which 

subscribe to other devices for input 

through shared memory

• Modular design enables reuse of 

common processing steps across 

analyses (ie. shared dependencies)

CHEP 2026



O² Analysis framework 

• O² workflows consist of individual single-

threaded devices (UNIX processes) which 

subscribe to other devices for input 

through shared memory

• Modular design enables reuse of 

common processing steps across 

analyses (ie. shared dependencies)

The bottleneck

• On multi-core nodes, a single slow device 

can make other CPU cores sit idle waiting 

→ poor CPU efficiency.
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An analysis workflow consists of multiple ‘devices’, communicating via 

shared memory. 

CHEP 2026

Enhancing efficiency – ‘Pipelining’ 
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Simplified example - ignoring other o2 devices (reader, writer) and input dependency chains

CHEP 2026

O² pipelining

• Any device can be replicated

• Replicated devices split data to be processed 

in round robin fashion.

Pipelined devices must be chosen before the job starts

Enhancing efficiency – ‘Pipelining’ 
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Pipelined devices must be chosen before the job starts

Automatically finding an optimal pipelining strategy

Challenge - Choose candidate devices from 5-minute 

local wagon test

• CPU, memory statistics saved per device in local test 

• When composing a train:

• Normalise per device across all wagon tests to 

identify slowest devices

• Pipelining increases memory usage, so an 

optimal balance is found algorithmically

O² pipelining

• Any device can be replicated

• Replicated devices split data to be processed 

in round robin fashion.

Simplified example - ignoring other o2 devices (reader, writer) and input dependency chains

Enhancing efficiency – ‘Pipelining’ 
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Since introduction in 2025

• CPU efficiency of multi core trains 84% → 90%

• Estimated > 500 years of idling CPU avoided

Results

CHEP 2026

O² pipelining

• Any device can be replicated

• Replicated devices split data to be processed 

in round robin fashion.

Pipelined devices must be chosen before the job starts

Automatically finding an optimal pipelining strategy

Challenge - Choose candidate devices from 5-minute 

local wagon test

• CPU, memory statistics saved per device in local test 

• When composing a train:

• Normalise per device across all wagon tests to 

identify slowest devices

• Pipelining increases memory usage, so an 

optimal balance is found algorithmically

• Reusing the same jobs for multiple trains

• Data locality – 21% of trains run with local data 

(thanks to Analysis Facilities) 

Other methods to ensure efficiency

Enhancing efficiency – ‘Pipelining’ 



All time statistics

All time

• 90,000 trains

• 4.1 EB input data

• 77% CPU Efficiency (90% in 

last 3 months)

• 315 million jobs @ 94% 

success rate

• 60,000 CPU years

• 20% of trains ran over derived 

data

Last 12 months

• 110 trains daily from 434 users

• 39,900 trains processed vs 26,700 in year before. 67% YOY increase

• Average train grid job submission time: 2h 48m

• Busy periods can saturate available resources

1.3 EB data reading saved by 

trains with > 1 wagon
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Future directions, lessons learnt

Lessons learnt

• Balance rigidity and user freedom → composition schedule frequency and memory limits trade 

efficiency for flexibility.

• Automation alone not enough. Operators catch cases that rules cannot anticipate.

• Fair-usage policy is essential to share resources equally across users.

Future directions

• Improve job success rate - tolerate single-file read failures instead of failing the whole O² job.

• PostgreSQL schema improvements - bookkeeping means that the database grows continually

• Web app modernisation - TypeScript port, React 19
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Hyperloop - the organised analysis system for ALICE, 
enabling 𝐎𝟐 analysis workflows to be run on the Grid and 
Analysis Facilities

• Automatic job configuration & merging of results

• High system observability & full bookkeeping

• 24/5 user support provided by central operators across 

time zones

• High CPU efficiency thanks to pipelining and other 

improvements

Usage steadily increasing

• Efficiency is more important than ever

• Approaching 100% adoption from legacy LEGO train 

system

Summary

Resources
• Documentation

• Public note with technical description

• Current fair usage policy
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https://aliceo2group.github.io/analysis-framework/docs/hyperloop/userdocumentation
https://aliceo2group.github.io/analysis-framework/docs/hyperloop/userdocumentation
http://cds.cern.ch/record/2872063/
http://cds.cern.ch/record/2872063/
https://aliceo2group.github.io/analysis-framework/docs/hyperloop/hyperlooppolicy.html


Thank you!
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Backup
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Analysis is preserved with full bookkeeping –

wagon and train configurations are kept forever

Compare different wagons

Compare the same wagon between moments in time 

Bookkeeping & comparison

Compare different trains
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Use the same job across multiple trains for 

common data → less I/O

Run 1

Run 2

Run 3

Run 4

Run 5

Job for train 1 

analysis wagons

Job for train 1 

analysis wagons

Job for train 1 

analysis wagons

Job for all trains 

analysis wagons

Job for all trains 

analysis wagons

Dataset runs Grid jobs

Run 4

Run 5 Job for train 2 

analysis wagons

Train 2 waiting to submit on dataset 

B, a subset of dataset A, with 2 runs

Job for train 2 

analysis wagons

Train 1 waiting to submit on 

dataset A with 5 runs

Shared analysis jobs for the common data

Dataset runs Grid jobs
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Enhancing efficiency 
Hop-on trains

• Analysis Facilities optimised for 

analysis workflows

• High usage datasets are staged to 

Analysis Facilities

• Trains running at AFs have local data

• Faster – no remote reading

• Less error-prone

• ~3.5 PB staged to GSI, ~500 TB to LBNL

• 21% of trains ran at Analysis Facilities 

in last 12 months

CHEP 2026

Data locality
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