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What is the WLCG?

The Worldwide LHC Computing Grid is the global
distribute infrastructure which collects, stores
and processes the data/simulations relevant for
the LHC Experiments at CERN

It is a result of a long series of projects from the
late 90s, which designed a Tiered Distributed
Model for the experiments




Typical numbers

e LHC collides proton beams @ 40 MHz (every 25 ns)

e Each collision is typically 1-10MB

e Experiments permanently select these @ 10-50 kHz via a selection
process

e Everyyear data taking for ~ 6e6 seconds

1 every experiment needs ~ 200k-500k CPU cores 24x7 and some %2-1
Exabytes each
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Which is the status of WLCG today?

The LHC computing systems, since their initial configuration, have evolved
“adiabatically” by large factors, in all the resource categories. With no
interruption (computing d
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IHEP/ China sites
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WORLDWIDE LHC COMPUTING GRID COLLABORATION
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and

The European Organization for Nuclear Research (CERN)

declare that they agree on this Memorandum of Understanding for
collaboration in the deployment and exploitation of the Worldwide LHC
Computing Grid.
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Long term LHC activities
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Which are the WLCG ongoing activities

1. Support the data taking (up to the end of
Run3)

a. Priority #1 is the safe storage of collected data

2. Support analysis activities
a. Monte Carlo production
b. (Re) processing + (re) calibration
C. Analysis workflows

3. Prepare for next Run(s) I
a. Design and approval of ATLAS and CMS
computing models >
b. Testvia challenges
c. Evolve the Collaboration
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WLCG Strategy 2024-2027

At the end of 2024, a strategy document
was approved by the WLCG Overview
Board, with strategic goals for a period of 4
years

36 targets defined, categorized into

OPS, TECH, FIN, INFRA, REL, SOFT, GOV,
ENV, RISK, IMPACT

WLCG Strategy 2024-2027

David Britton (University of Glasgow)
Simone Campana (CERN)
Tommaso Boccali (INFN Pisa)

on behalf of the WLCG Collaboration

The WLCG collaboration

The Worldwide LHC Computing Grid (WLCG) s the global infrastructure developed and operated
over the last two decades that provides the computing infrastructure for the processing and
analysis of data from the LHC experiments. The WLCG Collaboration comprises the sites being
part of the infrastructure and the LHC experiments’, with a thin management layer. The notable
achievement of WLCG has been to successfully meet the needs of the LHC experiments by the
integration of globally distributed Exascale-level resources with services and software, within a
trust framework that transcends site and national boundaries. WLCG is currently of the scale of
over a million cores and more than an Exabyte of storage. It extends across 160 sites in over 40
countries and is underpinned by 65 Memoranda of Understanding signed by funding agencies
across the world. The success of WLCG has relied on innovation, leadership, collaboration,
agility, and the confidence of the community and funders to commit to the endeavour. The future
brings new challenges in terms of scale, technology, funding, sustainability, and the growth of
other related communities. Within this context, WLCG must develop a strategy to enact over the
next four years to prepare for HL-LHC Run-4 that will bring a step change in the amount and
complexity of the data that will need to be processed.

Over the next four years, WLCG must continue to:
e Support the core use cases (ongoing LHC) whilst evolving the infrastructure to meet the
needs of the HL-LHC.
e Identify, explore, and exploit techniques to increase the output of the infrastructure
without increasing the cost.
e Evolve services to benefit from advancing technologies, for example with a careful
evaluation of in-house vs commercial tools.
Optimise the person-power needed to operate the infrastructure.
Increasingly embrace heterogeneous architectures and include diverse types of facilities.
Develop methods to reduce our energy footprint and the CO2 emissions.
Collaborate with other communities representing sciences, software, and digital
infrastructures, to share R&D and operational aspects where mutually beneficial.

The WLCG strategy to achieve these objectives include:

' In this document we refer to ALICE, ATLAS, CMS and LHCb as the LHC experiments.
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A selection of the targets

TECH-3: WLCG to produce a technical
roadmap for the ramp-up to HL-LHC in
time to be useful for the start of Run-4.
INFRA-12: WLCG to follow and
accommodate the national plans related
to consolidating facilities, particularly
where aimed at reducing complexity.
REL-5: WLCG to look for synergies with
the national and international initiatives
developing large scale computing
infrastructures.
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A selection of the targets

e TECH-3: WLCG to produce a technical
roadmap for the ramp-up to HL-LHC in . o
time to be useful for the start of Run-4. Discuss, converge on and socialize
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A selection of the targets

TECH-3: WLCG to produce a technical
roadmap for the ramp-up to HL-LHC in
time to be useful for the start of Run-4.
INFRA-12: WLCG to follow and
accommodate the national plans
related to consolidating facilities,
particularly where aimed at reducing
complexity.

REL-5: WLCG to look for synergies with
the national and international initiatives
developing large scale computing
infrastructures.

The computing landscape is in rapid
evolution, with fast changing global,
continental and national plans

Al factories, HPCs, Data facilities, ...

Many countries are attempting
harmonization efforts between the
various computing needs and facilities,
and these can involve our WLCG centers.
We need to be vigilant and be ready for
opportunities.



A selection of the targets

TECH-3: WLCG to produce a technical
roadmap for the ramp-up to HL-LHC in
time to be useful for the start of Run-4.
INFRA-12: WLCG to follow and
accommodate the national plans related
to consolidating facilities, particularly
where aimed at reducing complexity.
REL-5: WLCG to look for synergies with
the national and international
initiatives developing large scale
computing infrastructures.

When (W)LCG started, HEP computing needs far
surpassed any other science. We built a
“standalone” system, which  eventually
succeeded and is largely still with us.

The landscape is changing: scientific initiatives like
SKA, DUNE, Next-generation Gravitational
Observatories and more have computing needs
of the same order of magnitude as HEP.

Avoid reinventing the wheel (*) and invest in
common hw/sw infrastructures. And: execute
common challenges.

As of today, Belle-2, Virgo, Juno and DUNE are
“associated members” in WLCG.

(*) a long list of wheels: data management, workload management,
Authorization and Authentication, Security, Simulation engines,

Data Analysis, Al toals, .... 15



Since 2023 - the new cost of hardware is a problem

The cost of (WLCG) computing depends on the tension between multiple factors

1. The needs from the experiments
o Increasing with time: 10%°-10%* cm™s™"; 100 Hz — 10 kHz; ALICE and LHCb Upgrades in Run3, ...

2. The evolution of the generation/simulation/reconstruction/analysis software stacks
o  Optimized software (better compilers, faster algorithms, Al, ...)
o  More complex software (increased physics performance, higher order generators, ...)
o  Smaller and more analysis-oriented data formats

3. The cost of “unitary resources” (1 TB of disk, 1 TB of tape, 1 HS23 of CPU)

o  Generally decreasing with time

16



Strategies

(@)
(@)

Strategies reported by the sites include

@)

Extending the lifetime of machines [using decommissioned systems as cold spare / extending the
warranty]

Trying different procurement strategies [multi-year contracts and larger contracts, including
more centers / different users]

Trying to use external resources (HPC systems, Universities, shared national facilities)
Experiments: try and use heterogeneous resources (more abundant?)

17



Heterogeneous Resources

LHC computing was designed as a very
homogeneous system, based on Linux +
the Intel x86 architecture
The system we are running 20+ years
later is much more heterogeneous

o ARM CPUs and GPUs are more and more

becoming part of the game
o Al will need access to optimized resources

3 experiments out of 4 already use GPUs
in trigger systems; all plan a larger
utilization in future Runs

Implications:
o Experiments Software needs to be rewritten
(how many times?)
o Computing centers need to follow the needs
o  Tools need to be written (benchmarking,
provisioning, accounting, ...)

é:’ Heterogeneous Architectures in WLCG

= 3Dec 20250800 — 5Dec 2025, 18:00 Europe/Zurich

wiLcoc
Werkdids LHC Computing Grid Q@ 31/3-004 - IT Amphitheatre (CERN)
Alessandro Di Girolamo (CERN), David Britton (University of Glasgow (G8)) ,
2 James Letts (Univ. of California San Diego (US)), Lorenzo Moneta RN) , Simone Campana (CERN) ,
Sofia Vallecorsa (CErRN), Stefan Roiser (CErRN), Tommaso Boccali (INFN Sezione d

@ & LIVENOTES

Contact Slcg.office@cern.ch

Follow-up: WLCG/HSF
Workshop in 2026

[Save the date: Bologna,
Nov 2nd-6th]
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Heterogeneous computing

e Atthelast 2+ LHCCs, experiments
were requested to show their plans
towards the utilization of
Heterogeneous Resources (can also
mean different CPU architectures,
but the focus now is on GPUSs)

e Atopic of interest also at the last
RRB

e Experiments have shown consistent
progress: generators, (full and flash
simulation, reconstruction

GPU Adoption: Simulatio

Very successful collaboration continues between AdePT
and ATLAS developers
o Dedicated Athena nightly used for nightly tests deve\opmem

ITS Tracking on GPU
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° us
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®  Production Milestone: Inner Tracking System (ITS) standalone oF ss

tracking algorithm successfully ported and validated on the £3e °
GPU architecture. £ e

w36 2
=] s

®  Throughput Gains: Offloading ITS tracking directly yielded an at/ d i
immediate +26% boost to total global tracking throughput. 2 . .

{11

®  Data Decoding Optimization: Compressed Time Frame (CTF)
raw data model decoding moved to GPU, gaining an additional
3%

0 5 101520253035404558
Hadronic interaction rate (kHz)

Specdup (CPU/ GPU)

ing TPC-to-ITS track matching
As plly eliminate PCle memory

ALICE

and also is the basis for new GPU full sim bel akli Ch: 12
this specal branch nto main
. Pcr!ormamc tests continue to show progress
Maximur hypothetcal speedup with current offoad
ratiol 1
ai jest best avenue for
future gai eometry navigation
o MC Truth currently disabled, as technical issues on Athena side
ent its use, but
= Already planned worked for Run 4, and AdePT
rate to make sure new version
ATLAS-Fullsim-GPU first fullsim workflow added to
HEPScoredGPU v o -
Qe & . B
Strategy for GPU Adoption in Offline 0%
m  The overall GPU adoption strategy for offline workflows can be summarized by
® software will be written in Alpaka where beneficial use of accelerators is expected
o libraries will be built for x86_64 and various GPU types
o best architecture will be selected at run time
o for ML inference we also consider using network service, i.e. SONIC/NVIDIA Tritton
m  Overview of ongoing/planned activities
m Regarding AdePT/Celeritas integration:
e Efforts for CMSSW were started more than year ago
o Delta Geant4 assessment of the R&D projects: AdePT and Celeritas
9 . o Intensive efforts to bring simulation of y, e-, e+ transport to GPU
Slmu|at|0n deve|0pments © We have a CMSSW branch with a working G4ADEPT
physics of the transport in CPU and GPU is identical at the 10 level
current speed up is a factor of 1.4
Run3 Jati Number of technical problems for GPU-based Geant4 remain due to asynchronous execution mode:
uns simulations « Geantd user action classes and sensitive detector classes will receive information from different steps of
particles in random order
- Keeping up with 2026 data taking - pp (done), = MC truth schema needs to be reorganized; work on this started but requires adiabatic modifications to preserve
king Run 1, 2, 3 version
1.2 TeV (done), PbPb (WIP) and SMOG2 wor
( ). (WIP) ® Celeritas integration still in progress (Celeritas developer team better to talk about changed priority)
- Full 2025 production suite essentially available m  We are counting on GPU offloading for detailed detector simulation in HL-LHC
- Continuous refinement of 2024 samples P. Srimanobhas, St. Lammel - LHCC 166 Week, WLCG Session, CMS O&C Run Status, June 2nd, 2026

- Sim11, successful Upgrade 2 productions on the grid (without RICH) and finalising similar
first test samples for Run 3 (i.e. Using DD4hep geometry and with stack that will allow for

multi-threading)

- Ongoing Investigations towards reducing simulation file sizes for Run 3 samples
- Concerning GPU adoption, strong collaboration with AdePT team in place and presently
fixing the issues identified in previous tests (e.g. linking MC particles with reconstructed

candidates)
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In perspective ....

Total compute is the sum of CPU and GPU needs

Fraction of compute able to use GPU
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Access to HPC-level resources

e HPC systems are more and more ubiquitous, in some parts of the world

more than in others (!)
e Are there FA-level plans to use HPC facilities for WLCG computing?

e Are there opportunities to get R&D-level or production-level
allocations in local HPC centers?

Rmax Rpeak Power Continents System Share
Rank System Cores (PFlop/s) (PFlop/s) (kW) om
@EU
o
1 LineShine - LingKun, LX2 304C 1.55GHz, LingQi, Kylir 13,789,440 2,198.40 2,735.82 42,220 i
0S, Shenzhen Cloud Computing Center Co., Ltd.
National Supercomputing Centre in Shenzhen (NSCS)

it 1
puting Centre

China



Opportunities for collaboration on WLC/Computing
(on top of standard operations)

Specific R&Ds with the experiments
Give access to opportunistic country-level resources

Participate to WLCG technical development - roadmap to be published in
the Fall

Increase the scope (e.g., serve as a Tier-1 for more experiments)
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